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PREFACE

A vast majority of current academic transactions are in the form of journal articles.
Yet the tradition of publishing ones doctoral dissertation in the form of a book lives on.
It comes as no surprise that contemporary PhD dissertations are essentially compilations
of journal articles in varying stages of publication. Truth be told, this PhD dissertation
is no exception. However, with the unifying context provided by the introductory and
concluding chapters, I hope that the reader will find this thesis to be greater than the
mere sum of its parts.

Observations of the 21-cm signal of neutral hydrogen from the early Universe— the
subject matter of this thesis, is an extremely challenging goal. We have not yet de-
tected this signal, let alone infer the astrophysical properties of first ‘objects’ in the
Universe. Needless to say, this thesis and that of many observational astronomers before
me deal with resolving outstanding problems, and refinement of experimental techniques
to achieve this end. I thus harbour no doubts that readers initiated (and enamoured) by
radio astronomical techniques will find this thesis to be interesting.

The confines of this thesis, as many others, are small compared to the vast breadth
of topics in astronomy. Yet, I hope that the contents will kindle the interest of a broader
audience. For example, chapter 3 deals with the theory of Fresnel diffraction, and the-
oretically inclined readers will appreciate such concepts pertaining to wave propagation
and scattering. Though the discussion on wave propagation in this thesis is geared to-
wards ionospheric propagation, readers interested in the physics of the interplanetary
and interstellar medium will find that the mathematical and physical insights essentially
apply to any astrophysical plasma.

A novel lunar occultation based observational technique that I develop in chapters
5 and 6, can also lead to interesting lunar science. Planetary scientists may find the
possibility of using this technique to gain an improved understanding of the thermal
state and composition of the lunar regolith interesting. Similarly, as high redshift 21-cm
experiments try to calibrate ionospheric effects, I hope readers interested in ionospheric
physics will be intrigued by the prospect of using these calibration solutions along with
the theoretical framework of chapters 2 and 3 to gain an improved understanding of
physical processes in the Earth’s ionosphere and plasmasphere.
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CHAPTER

ONE

INTRODUCTION

1.1 A broad context

Our study of how the Universe was born and how matter coalesced on different spatial
scales to form structures such as stars, galaxies, and clusters of galaxies is currently expe-
riencing a revolution. On one front, ever improving measurements of the relic radiation
from the infant Universe— the Cosmic Microwave Background (CMB) have provided a
wealth of evidence in support of Big Bang Cosmology and shed light on the formation
of the Universe and its dominant constituents: ordinary (baryonic) matter, dark matter,
and dark energy (Hinshaw et al. 2013; Planck Collaboration et al. 2015). Density fluc-
tuations inferred from CMB maps, when evolved in the presence of gravity and cosmic
expansion are thought to have led to the wealth of spatial structure seen in the Universe
(Springel et al. 2005a). On a second front, detailed study of the nature and spatial
distribution of relatively nearby structures such as galaxies and clusters of galaxies has
given us an improved understanding of the astrophysics of galaxies and structure of mat-
ter density fluctuations in the local Universe (Cole et al. 2005). Combining these two
approaches to synthesise a coherent picture of structure formation over cosmic time is a
long standing desire of cosmologists and astrophysicists alike.

Corroborating cosmological evidence in CMB maps to that in observations of the local
Universe is not new to astronomy. An excellent example of this is the Baryon Acoustic
Oscillation scale — a preferred spatial scale for matter density fluctuations in the Uni-
verse. Measurement of the BAO scale in the CMB data is in remarkable agreement with
that seen in spectroscopic surveys of the local Universe (Eisenstein et al. 2005). Another
example is the measurement of the Hubble parameter, or expansion rate of the Universe.
Expansion induced apparent recession velocities of local galaxies are also in agreement
with the Hubble parameter determined from CMB maps (Freedman et al. 2001). An
important question arises naturally. Can we use the initial conditions provided by CMB
maps, and evolve them in computer simulations using the physical laws that we under-
stand, to create galaxies and the like that are in a statistical sense similar to what we
see in the local Universe?
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Despite considerable strides made through complex computer simulations that incor-
porate both dark matter, cosmic expansion from dark energy, and complex baryonic (or
gas) and radiation physics (Springel et al. 2005b), the answer is not a resounding “yes”
as one might have hoped. On the theoretical side, our understanding of the nature of
the major constituents of the Universe— dark matter and dark energy are rudimentary
at best. But more importantly, we currently lack observational constraints on the first 1
billion years of structure formation in the Universe. This may lead simulations to incor-
porate incorrect approximations on the detailed physical processes in this era especially
at a sub-grid1 level. The CMB is but a snapshot in time when the Universe was about
380 thousand years old. Observations of luminous stars and galaxies have been limited
mostly to our local2 neighbourhood (Willmer et al. 2006; Ahn et al. 2014). The advent
of near infrared instruments3 have pushed observations out to redshifts of z ≈ 6 when
the Universe was about one billion years old (Bowler et al. 2014). Sparse, and in some
regimes, no observations exist in the intervening period when the first stars and galax-
ies are thought to have formed. This observational gap is especially limiting since our
models of star and galaxy formation, and black-hole growth are based on observations
of relatively nearby objects whose properties are expected to be different from the first
luminous objects which formed from pristine primordial material— almost entirely com-
posed of hydrogen and helium and hence lacking the heavier elements that play a critical
role in the formation and evolution of subsequent generation of stars. All this currently
leaves us with an abundance of models of structure formation histories that can fit both
the CMB data and observations of the local Universe. Each model results in a different
view of structure formation in the first one billion years. Obtaining observations of the
epoch when the first stars and galaxies formed is thus an important field of study in
today’s astrophysical and cosmological landscape.

1.2 Current state of affairs

Despite a lack of direct observations of the first luminous sources, the following narra-
tive of structure formation in the first one billion years of the Universe’s history has been
constructed from indirect observations in conjunction with theoretical considerations (see
also Fig. 1.1). At the epoch of recombination when the CMB was emitted (z ≈ 1100,
t = 380000 yr) protons and electrons in the Universe recombined to form neutral hy-
drogen. What followed is referred to as the cosmic Dark Ages (DA: 1100 & z & 30,
0.38 Myr . t . 100 Myr) since the Universe was mostly neutral hydrogen (and helium)
gas devoid of any luminous sources. Meanwhile, overdense regions in the Universe started
to gravitationally collapse to form dense dark matter ‘halos’. At around z ∼ 30, neutral
gas falling into dark matter halo potential wells is thought to have formed the first gener-
ation of stars and accreting black holes embedded in protogalaxies. This epoch is referred
to as the Cosmic Dawn (CD: 30 & z & 15, 100 Myr . t . 300 Myr). Lyman continuum4

1 Simulations often employ ‘prescriptions’ to model physics on scales that are unresolved given the
available compute power.

2 ‘Local’ here represents the volume probed by current large redshift surveys z . 1.
3 Optical starlight from high redshifted galaxies is redshifted into the near infrared part of the spec-

trum.
4 An ionising photon with energy larger than the binding energy of a hydrogen atom (13.6 eV), usually

in the ultraviolet part of the spectrum.
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(ultraviolet) and X-ray radiation from the first stars and accreting black-holes is though
to have ionised the neutral Intergalactic Medium (IGM) in the Epoch of Reionization
(EoR: 15 & z & 6, 300 Myr . t . 1 Gyr).

While this has given us a fiducial model to start with, many important questions
remain unanswered:

1. When precisely was the onset and end of cosmic reionization?

2. When did the first stars (Population-III) in the Universe form, and what was their
mass and luminosity distribution?

3. How did the first ‘seed’ black-holes form in the Universe, and what was their mass?

4. How did the initial ‘seed’ black-holes accrete mass in such a short period of time
to become super massive black-holes we observe as quasars at redshift z ∼ 6?

5. What were the sources responsible for reionizing and heating the IGM to its present
state?

6. What was the mass and luminosity distribution of star forming Galaxies in the CD
and EoR epochs? What were the (feedback) effects of the ambient UV and X-ray
flux on low mass galaxies in these epochs?

7. Was IGM heating in the early Universe also driven by mechanisms like dark matter
decay and primordial magnetic fields?

Direct observations of both the first sources that caused cosmic reionization, and their
impact on the thermal and ionisation history of the IGM is expected to answer these
questions.

1.2.1 Available constraints

The best observational constraints to date in support of the above history come from
the optical depth measurements to CMB photons and absorption spectra of high redshift
quasars. CMB photons are expected to scatter off the electrons in an ionised IGM via
Thomson scattering. Thomson scattering of the quadrupole5 component of the (unpo-
larized) CMB field is expected to induce polarisation in the observed CMB maps. The
Thomson scattering optical depth inferred from CMB polarisation data places a con-
straint on the column density of electrons from the observer at z = 0 to the surface
of last scattering at z ≈ 1100. Since this is an integral constraint, we cannot uniquely
determine the reionization history of the Universe with this data6. But if one assumes
an instantaneous ionisation from the first stars, CMB optical depth data supports reion-
ization of the Universe by redshift of z ∼ 10 (Dunkley et al. 2009, and Fig. 1.2).7

5 Quadrupole refers to spherical harmonic modes that have amplitude peaks separated by 90 degrees.
6 For instance, though improbable, due to the (1 + z)3 evolution of matter density, the measured

optical depth can also be explained by a small residual ionised fraction soon after recombination.
7 Recently, the Plank Collaboration reported a slightly lower optical depth of τ = 0.066±0.016 which

gives an instantaneous reionization redshift of z = 8.8 (Planck Collaboration et al. 2015) which is
at the centre of the LOFAR-EoR spectral window.
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Figure 1.1: A cartoon of our current understanding of structure formation in the Universe. Image credit: Roen Kelly/Discover magazine
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Figure 1.2: Left: Probability density function for the redshift of reionization from WMAP
5-year data assuming instantaneous reionization. Right: Similar but for a 2-step reionization
scenario with ionisation fraction on the vertical axis and redshift of the first reionization step on
horizontal axis. The second step is assumed to be at redshift 7 when reionization is complete.
Figure reproduced from Dunkley et al. (2009).

Using absorption spectroscopy of high redshift quasars to search for neutral hydrogen
(or lack thereof) is popularly called the Gunn-Peterson test (Gunn & Peterson 1965).
The basic idea behind this technique is as follows. Radiation emitted by a background
object blueward of the Lyα transition8 eventually redshifts into the Lyα transition at
some intermediate redshift. Neutral hydrogen at this intermediate redshift will absorb
such photons. As the IGM becomes more neutral at higher redshifts (earlier cosmic
times) it absorbs a higher fraction of the Lyα photons. If a ‘trough’ develops in the ob-
served spectra of high redshift (but not lower redshift) quasars bluewards of the Lyα line,
then we have essentially found evidence of cosmic reionization. Such absorption troughs
were first seen by Becker et al. (2001, and Fig. 1.3)9. After this breakthrough, numerous
quasar spectra have been observed to infer the IGM neutral fraction as a function of
redshift (Fan et al. 2006). These measurements (see Fig. 1.4) indicate a steep increase in
the neutral fraction above a redshift of z ∼ 6, indicating that the Epoch of Reionization
was somewhere around z ∼ 6 and beyond.

Despite its great success, Fig. 1.3 and Fig. 1.4 also point to the problems in using
the Gunn-Peterson test at higher redshifts. The Lyα line has a high oscillator strength,
and even a small optical depth is sufficient to absorb almost all Ly-continuum photons.
For instance, fitting of Lyα line profiles is difficult beyond a neutral hydrogen column
density of about 1014 cm−2. For a 1% neutral fraction, at the average IGM density at
redshift z = 9 of 10−4 cm−3 the critical column density is built up in well under 1 kpc.
Hence quasar absorption spectroscopy can only place meagre lower limits on the IGM
neutral fraction as seen in Fig. 1.4. Furthermore, such absorption-line saturation also
makes measurements of the IGM temperature (using line profiles) unfeasible.

Measuring the absorption line-widths in the spectra of quasars can however yield IGM

8 The transition between n = 2 and n = 1 orbitals of hydrogen (n =principal quantum number)
9 That the Becker et al. (2001) observations came 36 years after predictions by Gunn & Peterson

(1965) attests to the magnitude of challenges in observing the Universe at high redshifts.
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temperature measurements at much lower redshifts. Reionization is expected to photo-
heat the IGM to ∼ 105 K. Due to its low density, the IGM essentially cools due to Hubble
expansion, and hence IGM temperature measurements at lower redshift can be used to
indirectly infer the redshift at which reionization (and the associated photo-heating)
commenced. Measurements of IGM temperatures at a redshift of z ∼ 3.5 have been
used to infer a reionization redshift of z . 9 which is also in agreement with CMB and
Gunn-Peterson constraints, although such extrapolation of IGM temperature to higher
redshifts is very difficult due to confusing effects of other processes that have influenced
the IGM over cosmic time such as Helium reionization.

1.2.2 NIR prospects

Despite the above limitations in inferring IGM thermal and ionisation history at high
redshifts, near infrared observations are very useful in hunting for the sources responsi-
ble for reionization (Bouwens et al. 2011; Ellis et al. 2013). Current and upcoming high
redshift surveys with the HST and planned JWST will exploit the spectral break in the
Lyman continuum (the Gunn-Peterson trough) to find high redshift quasars and galax-
ies as ‘drop-out’ candidates in carefully chosen spectral bands. Similarly, observing the
spectral break in the afterglow of Gamma Ray Bursts (GRB) can establish the redshift
of the GRB (Tanvir et al. 2009). Since the preponderance of GRBs essentially traces the
rate of massive star formation, detecting sufficient number of high redshift GRBs may
also provide important constraints on star formation well into the reionization era.

While NIR surveys will provide a wealth of information about the nature of sources
that caused reionization, they will invariably be biased towards lower redshifts within
the reionization window and towards the bright end of the luminosity distribution. Ad-
ditionally, inferring the effects of these sources on the IGM is fraught with uncertainties.
Firstly, the stellar population model for the first galaxies will have to be constructed
from radiation redward of the Lyα transition that mostly probes lower mass stars that
contribute very little to the ionising photon budget in the first place. The number dis-
tribution of high mass stars responsible for reionization will then have to be inferred
from an assumed stellar mass function (IMF) that is poorly known at high redshifts.
More importantly, the escape fraction of Lyman continuum photons in the early galaxies
is highly uncertain. This coupled with a lack of knowledge about the IGM recombina-
tion rates in the clumpy gas, makes a study of the early Universe with near infrared
spectroscopy alone extremely difficult, and a comprehensive picture of this unexplored
epoch can really only emerge if we have an independent and direct probe of the IGM
thermal and ionisation history— an ideal candidate for which is the 21-cm line of neutral
hydrogen.

1.3 The 21-cm hyperfine transition

A neutral hydrogen atom in its ground state consists of a proton and an electron in the
1s orbit. The proton and electron spin can either be aligned parallel or anti-parallel
to one another— 2 configurations that have a small energy difference of about 6 µeV
(see Fig. 1.5). A hyperfine transition (spin-flip) between these two spin-states can be
mediated by the absorption/emission of a photon with a wavelength of about 21-cm.
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Figure 1.3: Optical spectra of 3 high redshift quasars with wavelength denoted in the quasar
rest frame. The near complete absorption of quasar emission blueward of the Lyα line points
to the increasingly neutral IGM at high redshifts (z & 5). Figure reproduced from Becker et al.
(2001)
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Figure 1.4: Evolution of IGM neutral fraction inferred from quasar absorption spectroscopy.
Figure reproduced from Fan et al. (2006).

This 21-cm line is an ideal tracer of the IGM thermal and ionisation state in the early
Universe, since unlike the Lyman series transitions, the 21-cm is a forbidden transition
with a tiny oscillator strength10. Hence most 21-cm photons from higher redshifts arrive
at us almost unimpeded by intervening neutral gas (unlike Lyα photons). This makes 3
dimensional (multi-redshift) tomographic mapping of the Universe possible at high red-
shifts by observing the 21-cm signal from different redshifts that arrive to us at different
apparent frequencies. This has resulted in the construction of large radio telescopes that
are attempting to detect the faint 21-cm emission from the unexplored Cosmic Dawn
and Epoch of Reionization.

1.3.1 The expected signal

Current efforts to detect the 21-cm signal from the CD and EoR may be broadly classi-
fied as (i) global signal experiments, and (ii) power spectrum experiments. Global signal
refers to the sky averaged 21-cm signal or the monopole component for readers conver-
sant with spherical harmonic decomposition. This is akin to the uniform 2.7 K emission
seen in the CMB. However unlike the CMB which follows a black-body spectrum, the
21-cm is a spectral line. Thus measuring the global 21-cm signal as a function of fre-
quency enables one to probe the bulk ionisation and thermal properties of the IGM as
a function of cosmic redshift. On the other hand, power spectrum describes the angular
fluctuations that reside on top of the mean global values at each redshift. The power

10 The associated life-time for spontaneous emission is about 11 million years, while for the Lyα
transition, the life-time is about 1 nanosecond!
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Figure 1.5: Cartoon depiction the 21-cm hyperfine transition in a neutral hydrogen atom
in the ground state. The transition between parallel and anti-parallel spin is mediated by
emission/absorption of a photon with wavelength of about 21-cm.

spectrum statistic is a probe of the spatial topology of the 21-cm signal. It should be
noted that the distinction between these two types of measurements largely exists owing
to observational techniques employed in their measurement and do no reflect a classifi-
cation based on physical properties.

Figure 1.6 shows the results of a simulation by Pritchard & Loeb (2010a) of what the
21-cm signal might look like. The top panel shows the spatial fluctuations of the differ-
ential brightness temperature (offset from the mean CMB temperature11) of the 21-cm
signal as a function of cosmic time. At earlier epochs (z & 30), the spatial fluctuations
are dominated by fluctuations in the underlying matter density. As the first sources start
to ionise the IGM in their local neighbourhood, they ‘carve’ bubbles (called Strömgren
spheres) around them. Since ionised hydrogen is mostly transparent to 21-cm photons,
the spatial fluctuations begin to be driven by ionisation topology. Finally around z ∼ 6
the bulk of the IGM is ionised and the 21-cm signal disappears.

The bottom panel shows the predicted sky-averaged (global) signal as a function of
frequency or equivalently redshift and serves to illustrate the physics of the IGM from
the recombination (z ≈ 1100) to the reionization (z ∼ 6) era. The spin temperature12

typically is coupled to one of two driving factors: baryonic collisions that force it to follow
the kinetic gas temperature, and interaction with CMB photons that force it to follow the
mean CMB temperature. At very high redshifts of z & 200, Compton scattering of CMB
photons, even from the small residual electron population, forces the gas to cool no faster

11 CMB provides a ‘back-lighting’ for the Universe in front of it, and hence one can only measure
brightness temperature deviations from the mean CMB temperature

12 Spin temperature is the excitation temperature associated with the 21-cm hyperfine transition, and
determines the populations in the singlet and triplet states via the Boltzmann’s equation.
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Figure 1.6: Results from simulations by Pritchard & Loeb (2010a) of the expected 21-cm
brightness temperature spatial fluctuations (top panel) and the sky averaged differential bright-
ness (bottom panel). Fluctuations are typically observed using radio interferometers, and the
sky-averaged signal (also called the global signal) is typically observed with single element ra-
diometers.

than the CMB, and the spin temperature is coupled to the CMB temperature: there is
no detectable 21-cm signal. At around z ∼ 200, Compton heating becomes inefficient
and the gas begins to cools adiabatically. The Universe at this stage is dense enough for
collisions to dominate and the spin temperature follows the gas temperature (that is now
lower than the CMB temperature) and evolves as (1 + z)2. At around z ∼ 70 the bary-
onic density, which is evolving according to (1+z)3, falls below the critical density below
which collisions become sub-dominant and the spin temperature again increases to reach
equilibrium with the CMB temperature. The above decrease and subsequent increase in
the spin temperature with respect to the CMB temperature, creates an absorption like
feature at a redshift of around z ∼ 70, and is the primary observable signature in the
Dark ages. In the absence of complex sources, the theoretical predictions in the Dark
Ages are quite robust and any detection of departure from this behaviour will be an
indicator of exotic physical mechanisms (Furlanetto et al. 2006b; Schleicher et al. 2009).

Around a redshift of z ∼ 30 the first luminous sources are expected to have formed
(Tegmark et al. 1997). Lyα photons from these sources have an unexpected property
of coupling the spin temperature back to the gas kinetic temperature via a mechanism
called the Wouthuysen-Field effect (Wouthuysen 1952; Field 1959). Lyman series lines
essentially lift the electron from the 1s orbital (from both singlet and triplet states)
to higher energy levels. Upon recombination, the electrons return preferentially to the
triplet state due to its higher statistical weight. Hence Lyman series photons effective
rearrange the singlet and triplet level populations. The spin temperature again departs
from the CMB and couples to the ‘colour temperature’ of the UV radiation field. Since
UV photons are scattered very efficiently within the IGM, the colour temperature is



1.3: The 21-cm hyperfine transition 11

effectively the same as the kinetic gas temperature (which is still below the CMB tem-
perature). Hence, emergence of the first stars again drops the spin temperature below
the CMB temperature in the epoch of Cosmic Dawn, leading the 21-cm signal to be seen
in absorption against the CMB.

Around z ∼ 20 the remnants of the first stars form X-ray binaries that via accre-
tion of matter onto a compact object (neutron star or black-hole) emit a significant flux
of X-rays. This X-ray background is expected to heat the IGM thereby increasing the
gas kinetic temperature. Consequently the spin temperature, now coupled to the gas
temperature via the Wouthuysen-Field effect, increases to reach and exceed the CMB
temperature at around redshift z ∼ 15. These effects create another observable emis-
sion feature towards the end of the Cosmic Dawn. The predictions of the 21-cm signal
throughout the Cosmic Dawn epoch is highly uncertain since very little is known about
the UV and X-ray background generated by the first objects 13.

Below a redshift of z ∼ 15 heating is expected to continue. However, at around this
point ionising photons from the first sources begin to complete the process of reionization
and the neutral fraction of the Universe begins to decrease rapidly, finally extinguishing
the 21-cm signal at a redshift of around z ∼ 6.

The above scenario is a ‘likely’ history of structure formation in the early Universe.
Actually observing the redshifted 21-cm signal from high redshifts (both global and
fluctuations) will provide unprecedented constraints on the nature of the first sources
and the process of cosmic reionization, and may finally provide us with a comprehensive
picture of structure formation throughout the Universe’s history— a goal we have been
after for many decades.

1.3.2 A historical perspective

The prediction and use of the 21-cm transition dates back to J. H. Oort and van de Hulst
(1945) who realised its importance in understanding Galactic dynamics. But the flurry
of excitement over high redshift 21-cm observations perhaps started with the ‘top-down’
galaxy formation model proposed by Sunyaev & Zeldovich (1972, 1975) who suggested
that neutral gas condensed in large ‘protoclusters’ which then fragmented to form galax-
ies. Searches for these large protoclusters were carried out by various groups using nearly
all (then) available radio telescopes— the Cambridge radio telescope (Bebbington 1986),
the Westerbork Synthesis Radio Telescope (Wieringa et al. 1992), the Very Large Array
(Noreau & Hardy 1988), the Arecibo telescope (Briggs et al. 1997), and the Ooty Radio
Telescope (Subrahmanyan & Swarup 1990) to name a few. All of these searches were
unsuccessful since they were concentrated at lower redshifts of 3 . z . 4 where we now
know the Universe to be mostly ionised.

At around the same time, increasing evidence for the contrary ‘bottom-up’ galaxy
formation scenario where smaller neutral gas halos condense first to form galaxies at rel-
atively higher redshifts which merge subsequently to form larger galaxies meant that large
neutral hydrogen protoclusters which were easier to detect probably did not exist in the

13 For an observational astronomer, this is excellent news!
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first place. The sensitivities of the then available telescopes were inadequate for observing
the smaller neutral gas halos predicted by the ‘bottom-up’ scenario. The excitement over
high redshift 21-cm observations was however renewed after the CMB measurements of
the 90’s. Advanced numerical calculations constrained by the initial conditions set by the
CMB fluctuation maps and observations of Gunn-Peterson troughs, concentrated on the
interplay between the first galaxies and the IGM within which they formed. It soon be-
came evident that although the first condensing neutral gas halos may not be detectable
individually as previously surmised, statistically detecting the underlying angular power
spectrum of 21-cm brightness-temperature fluctuations resulting from matter density and
spin temperature fluctuations as well as a patchy ionisation topology was within reach.
This is still a daunting challenge only made possible by recent technological advances in
digital computing. The work in this thesis and that of numerous astronomers worldwide
is indeed in continuation of a long chain of efforts to arrive at the first detection of neutral
hydrogen from high redshifts when the first galaxies formed in the Universe.

1.3.3 Back to the future

Observational constraints presented in section 1.2 and advancement in theoretical mod-
elling (Gnedin & Ostriker 1997; Madau et al. 1997; Shaver et al. 1999; Loeb & Barkana
2001; Furlanetto et al. 2006a; Pritchard & Loeb 2012) have now spawned a renaissance
in low frequency radio astronomy. As predictions of the reionization era have moved to
higher redshifts, construction of dish-like antennas at the associated lower frequencies
has become unfeasible. Technological advances enabling the digitisation and process-
ing of radio signals from a large numbers of antenna elements has prompted the use of
phased arrays of dipole elements in place of traditional dishes, and mechanical focusing
of radiation has given way to electronic beamforming. This is evidenced by the construc-
tion of several new phased array radio telescopes such as LOFAR (van Haarlem et al.
2013, and Fig. 1.7), MWA (Tingay et al. 2013), PAPER (Parsons et al. 2010), PAST
(Peterson et al. 2004), and LWA (Taylor et al. 2012) inspired wholly or in part by the
quest to achieve a first detection of the cosmic 21-cm signal power spectrum14. These
large telescopes are complemented by single dipole spectrometers with unprecedented
calibration accuracies such as EDGES (Rogers & Bowman 2012), CORE (Chippendale
2009), SARAS (Patra et al. 2013), SCI-HI (Voytek et al. 2014) and LEDA (Greenhili
et al. 2012) attempting to detect the global 21-cm signal. These new telescopes employ
rudimentary dipole antenna elements (in a beamformed array) and look eerily similar
to the first telescopes of radio astronomy15 (Sullivan 2009). Nevertheless, they are by
far the most sensitive instruments build at metre-wavelengths and will yield the first
detection of the 21-cm signal from the early Universe, once we overcome a number of
formidable observational challenges.

1.4 Observational challenges in 21-cm cosmology

Despite being inspired by inaccurate theoretical predictions, the efforts to detect high
redshift ‘protoclusters’ of the 70’s underscore many of the challenges that current exper-

14 The exception to this rule is the Giant Metrewave Radio Telescope (Ananthakrishnan 1995, GMRT)
that used traditional dish antennas.

15 And hence the title of this section
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Figure 1.7: Top: an aerial photograph of the LOFAR ‘superterp’, the densest central part of
the LOFAR array located near the town of Exloo in the Netherlands (Image credit: c©Top-Foto,
Assen). LOFAR consists of two arrays observing in the Low Band (10 − 90 MHz) and the High
Band (100 − 250 MHz). The primary interferometer element is a phased array of dipoles called
a ‘station’. Bottom left: A low band station consisting a inverted V dipoles over a ground plane
(Image credit: c©ASTRON). Bottom right: A single ‘tile’ within a high band station consisting
of 16 ‘fat’ dipoles (an earlier model) over a ground plane (Image credit: c©ASTRON).

iments face to date. The quest to observe neutral gas at higher redshifts has prompted
observations at low radio frequencies that present an additional set of challenges. The
best testament to the limitation posed by these challenges is provided by the current sce-
nario in observational 21-cm cosmology. New telescopes such as LOFAR are now rapidly
acquiring sufficient data to make a statistical detection of the 21-cm power spectrum
from high redshifts based on a signal to noise radio (or sensitivity) argument. Yet, we
are limited by real-world challenges (outlined below) that have precluded a detection
thus far16. Indeed, overcoming these challenges by modelling the effects involved and de-
veloping novel observational and data processing techniques to mitigate these challenges
is the central theme that has driven the new ideas and research presented in this thesis.

16 At least this was the case at the time this thesis went to press!
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1.4.1 Foreground emission

The expected 21-cm signal from the early Universe is very faint as compared to Galactic
and extragalactic foreground emission. Current best predictions based on theoretical
considerations place the differential brightness temperature of the 21-cm signal is in the
milli-Kelvin to tens of milli-Kelvin levels depending on redshift and spatial scale (see Fig.
1.6). Several observations of foregrounds have established the dynamic range required
for the measurements of both the global 21-cm signal (de Oliveira-Costa et al. 2008, and
references therein) and its power spectrum of spatial fluctuations (Bernardi et al. 2009,
2010). Figure 1.8 (left panel) shows an all sky model of total power sky emission and the
associated spectral index17, which is mostly a result of Galactic synchrotron emission.
Even in the Galactic halo, the foregrounds are about 3000 K at 60 MHz which is 4 to 5
orders of magnitude larger than the expected global 21-cm signal from the Cosmic Dawn
epoch.

As opposed to a total power measurement, Fig. 1.9 shows an interferometric mea-
surement of spatial fluctuations in the diffuse Galactic emission in Stokes I and polarised
intensity made after subtracting point-like sources from WSRT data at 150 MHz. Even
in the absence of extragalactic point sources, the diffuse Galactic synchrotron emission
has spatial fluctuations of a few to several Kelvins of brightness temperature at 150 MHz.
This again is about 3 orders of magnitude larger than the expected level of spatial fluc-
tuations in the 21-cm signal.

These foregrounds, though formidable, are mostly a result of continuum emission /
absorption mechanisms like synchrotron and thermal Bremsstrahlung (or free-free emis-
sion), and have very smooth spectral response typically modelled as power-laws (to first
order). Since frequency corresponds to line of sight distance for the 21-cm transition, the
cosmic signal itself is expected to have non-smooth spectral structure. All high redshift
21-cm experiments aim to utilise these disparate spectral behaviours to remove fore-
ground emission from the data, thereby exposing the 21-cm signal. This however has
proven to be difficult in practice, some of the reasons for which are mentioned below.

1.4.2 Calibration

At low frequencies relevant for CD and EoR observations (40 . ν . 200 MHz), the
brightness temperature of foreground emission exceeds the detector noise levels expected
for even rudimentary off the shelf front-end amplifiers operating at room temperature.
Hence the thermal uncertainties in such a measurement are completely dominated by
foreground emission. Current instruments such as LOFAR, despite their impressive col-
lecting area, must observe for several hundreds of hours to reduce this sky noise to a
level that is even close to the expected 21-cm signal. Other than sensitivity implications,
the dominant foregrounds are an additive systematic and are not a limitation if one can
model and subtract them from the data. In practice though the foregrounds (and the
signal) are corrupted by instrumental imperfections such as receiver gains, direction de-
pendent antenna gains, and ionospheric propagation effects. Most of the above effects are
of a multiplicative nature, and must be calibrated out to achieve the required dynamic

17 The Galactic radio brightness temperature is well represented by T (ν) = T0ν−α where α is the
spectral index.
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Figure 1.8: The total power sky emission (in Kelvin) at 60 MHz (left panel), and its spectral
index (right panel) at low frequencies (30 to 180 MHz) determined from the global sky models
of de Oliveira-Costa et al. (2008). The total intensity foreground level even in the Galactic halo
is about 3000 K at 60 MHz which is 4 to 5 orders of magnitude larger than the expected 21-cm
signal from the Cosmic Dawn epoch.

Figure 1.9: Interferometric observations of spatial fluctuations in the diffuse Galactic emission
in Stokes I (left panel) and polarised intensity (right panel) at 115 MHz (Bernardi et al. 2009).
The conversion from flux density to brightness temperature in the two plots are 1 mJy beam−1 =
100 mK and 1 mJy beam−1 = 1 K respectively. The expected brightness temperature of spatial
fluctuations in the 21-cm signal is expected to be of the order of few milliKelvins— about 3
orders of magnitude smaller than the measured foreground fluctuations.
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range between foregrounds and the signal while at the same time maintaining high im-
age fidelity. Achieving this in practice is perhaps one of the biggest challenges in 21-cm
cosmology and present day radio-astronomy in general.

The basic underpinnings of calibration strategies used in experiments such as LO-
FAR, called self-calibration, have been well known for for many decades (Jennison 1958;
Readhead & Wilkinson 1978). Self-calibration alternates between estimating optimal an-
tenna based gain factors and the sky emission. This is done iteratively by minimising the
difference between the data and the model to eventually attain the ‘true’ instrumental
gains and a map of the sky. This technique eventually led to high resolution and high
dynamic range imaging of radio sources with arrays like WSRT and the VLA. However,
unlike earlier studies of isolated objects within narrow fields of view, current EoR ex-
periments have wide fields of view (several to tens of degrees) containing a myriad of
sources with complex morphologies. In addition, these sources are viewed through the
primary beam of the phased array elements which is time, frequency, and antenna de-
pendent. These reasons dictate one to use multi-direction self-calibration. Despite being
a multi directional and full-polarisation extension of the traditional self-calibration, the
dynamic range and image fidelity requirements of experiments like LOFAR-EoR KSP18

have exposed previously unappreciated limitations of self-calibration. Improving exist-
ing multi-direction algorithms to obtain the required level of calibration precision and
accuracy remains an important and active field of research within the EoR community.

1.5 Ionospheric effects

One of the primary calibration factors that radio telescopes have to solve for are the ef-
fects of wave propagation through the Earth’s atmosphere. Figure 1.10 shows a schematic
of the different layers19 in the Earth’s atmosphere. The lowest layers have the highest
neutral gas density. An evolution of the refractive index with density and temperature,
albeit weak, along with a curved geometry, causes the well understood refractive shift
in the apparent position of optical sources. In addition, density turbulence in the lower
layers (mostly in the troposphere) also causes well known phenomena such as stellar
speckles and scintillation. At low radio frequencies (ν . 2 GHz) however, propagation
effects in another layer of the atmosphere called the ionosphere becomes dominant.

The Earth’s atmosphere is ionised by UV and X-ray radiation from the Sun. As the
density of the atmosphere decreases exponentially with height, so does the recombination
rate. At heights above about 50 km, photo ionisation rate exceeds the recombination rate
giving rise to a permanent plasma called the ionosphere. The physics of electromagnetic
wave propagation though a magnetised plasma such as the ionosphere is well understood
(Budden 1961). The refractive index of plasma is frequency dependent and decreases
rapidly (from a value of unity at high frequencies) as ν−2. The real part of the refractive
index leads to an additional propagation phase, while the imaginary part leads to wave
attenuation. As observing the 21-cm signal from higher redshifts invariable pushes one
to lower frequencies, ionospheric propagation effects become important due to the ν−2

18 The LOFAR Epoch of Reionization Key Science Project
19 There is a gradual and often poorly defined boundary between the layers. The classification is for

purely phenomenological purposes
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Figure 1.10: A schematic of the different layers of the Earth’s atmosphere (Image credit:
c©NASA). Neutral gas density is highest in the layer closest to the Earth called the troposphere

and accounts for the bulk of wave propagation effects above a frequency of ν & 2 GHz. At much
greater heights (∼ 80 to ∼ 400 km) UV radiation from the Sun creates a thick layer of ionised
gas called the ionosphere. The ionospheric plasma is the cause of the bulk of wave propagation
effects at frequencies below ν . 2 GHz. Unlike the neutral troposphere, the ionospheric plasma
is a highly dispersive medium. Refractive index in a plasma scales with frequency as ν−2. Hence
electromagnetic waves at frequencies below ν . 200 MHz are particularly affected by ionospheric
propagation.

scaling. Since the formidable foregrounds are always observed through the ionosphere,
even small percent level effects become important to reach the dynamic ranges required
to detect the cosmological signal.

The refractive index fluctuations (due to electron density fluctuations) in the iono-
sphere causes distortions in the electromagnetic wavefront. Akin to the tropospheric prop-
agation effects on optical sources, depending on the length-scale of ionospheric electron
density fluctuations, ionospheric propagation effects manifest themselves as refractive
position shifts and scintillation of radio sources. Figure 1.11 shows ionospheric effects on
a single radio source (4C+46.17) at 150 MHz. To demonstrate the effect, I have chosen
LOFAR data20 acquired during relatively bad ionospheric conditions. The top-left frame
shows an image of the source made after 6 hours of exposure with Earth rotation syn-

20 Thanks to Ger de Bruyn for providing the data that are rendered in Fig. 1.11 and Fig. 1.12.
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thesis. The other frames are randomly chosen ‘snapshot’ images of the source made with
just 12 seconds of data. The circle in each frame is centred on the ‘average’ position of
the source to guide the eye, and the size of the circle is set to be equal to the point spread
function (PSF ≈ 3 arcmin). As seen in the figure, ionospheric propagation can distort
the instantaneous apparent position, morphology, and flux of the source. An additional
aspect that makes the above effects particularly insidious is their direction dependence.
In Fig. 1.12, I show snapshots images similar to those in Fig. 1.11, but for a larger field
about 1 deg ×1 deg in size. In addition to a correlated component, the different sources
also show partly uncorrelated changes in apparent position and morphologies even for
inter-source separations that are significantly smaller than the typical field of views of
current low frequency telescopes.

All the effects shown in Fig. 1.11 and Fig. 1.12 are stochastic in nature and hence the
interferometric visibilities measured in their presence also have stochasticity or noise-like
uncertainty associated with them. Just like intensity scintillation of stars (in optical
light), one can think of a equivalent ‘visibility scintillation’ of radio flux from the sky.
Understanding the magnitude of this uncertainty due to ionospheric effects on all the
sources in the telescope’s field of view is extremely important in high redshift 21-cm
experiments due to the immense dynamic range between astrophysical foregrounds and
the 21-cm signal21. Interestingly, all the effects seen in Fig. 1.11 (and the corresponding
effects at optical wavelengths) can be explained using a unified framework of Fresnel
diffraction by phase modulating screens. In this thesis I present the first investigation
on the subject of ionospheric ‘scintillation noise’ in large field of view interferometers
such as LOFAR, and also discuss the associated implications for high redshift 21-cm
experiments.

1.6 This thesis

By now the reader may have conjured up the fact that high redshift 21-cm observations
are reaching a stage where observational and data processing techniques are steadily
attaining maturity with an impending first detection. Regardless, the above problems
have not yet been overcome to the required levels, or shown to be of less importance
in current experiments. This thesis comes at a time when it is not yet clear what the
optimal observational and data processing techniques for such an experiment should be.
At the same time however, plans for the design and construction of a next generation or
larger arrays such as HERA and SKA are at an advanced stage.

In lieu of this context, in my thesis, I have focused on two primary aspects of this
problem:

1. identify and study (some of the) challenges to 21-cm cosmology that despite being
identified as significant, have not received due and rigorous treatment, and

2. develop innovative observational technique outside the traditional methods of radio
observations that may overcome, or better yet, circumvent some of the challenges
discussed here.

21 Even a small percentage scintillation noise on the dominant foreground flux can easily exceed the
expected 21-cm signal.
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Figure 1.11: Images showing ionospheric effects on the unresolved radio source 4C+46.17
during relatively bad ionospheric conditions at 115 MHz (channel width ≈ 200 kHz). The
top-left frame (labelled ‘average’) is an image of the source made with 6 hours of exposure
with Earth rotation synthesis. The grey circles in the images are centred on the ‘average’
position of the source to guide the eye, and show the approximate size of the point spread
function (PSF ≈ 3 arcmin). The different frames are chosen from snapshot images made with
just 12 seconds of exposure. As seen in the images, the ionosphere causes fluctuations in the
apparent morphology, position and flux of the radio source. These fluctuations are stochastic
and if uncorrected, lead to stochastic ‘scintillation noise’ in the visibilities which may dominate
the noise budget at low frequencies (ν . 200 MHz). Chapters 3 and 4 deal with computing the
statistics of this scintillation noise from myriad of sources with the associated covariances along
time, position, and frequency dimensions.

In chapter 2, I take a close look at the problem of frequency dependent (or chromatic)
antenna beam and ionospheric refraction and absorption in global 21-cm experiments.
Any direction dependent chromatic effect such as the antenna beam and ionospheric ef-
fects essentially couple the angular structure in the foregrounds to the spectral structure
of the measured radiometer spectrum. Since spectral smoothness of the measured fore-
grounds is critical to differentiate them from the 21-cm signal, this mixing of angular
and spectral structure is one of the most important effects to consider in global 21-cm
experiments. The results in this chapter are the first treatment (in literature) of iono-
spheric refraction and absorption effects in global 21-cm observations.

In Chapters 3 and 4, I focus on what is perhaps a challenge to 21-cm power cos-
mology that has received the least attention: ionospheric scintillation noise. Turbulence
in the ionosphere leads to phase and amplitude scintillation of radio source flux-density
measured on an interferometer baseline. While a rich literature on the subject of wave
propagation and scattering in turbulent plasma has existed for decades, these theories
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Figure 1.12: Same as Fig. 1.11, but for a larger field (about 1 deg ×1 deg). Besides a
correlated component, there is a significant amount of ionospheric effect that is uncorrelated
between sources.

were largely developed for narrow field of view observations of a single unresolved (or
marginally resolved) source. In chapter 3, I have generalised this theory to the wide FOV
case that contains an arbitrarily large number of sources while taking into account the
baseline, time, frequency, and angular coherence of visibility scintillation. While these
analytical expressions give the statistics of visibility scintillation, one still has to ‘trans-
fer’ this effect through the various data processing steps typical to Fourier synthesis and
21-cm power spectrum measurement to predict the final scintillation noise bias in angu-
lar power spectra measured by arrays such as LOFAR. This forms the subject matter of
Chapter 4.

Chapters 5, and 6 deal with a proof-of-concept and refinement of a novel observational
technique that exploits a less appreciated quirk of interferometry. Global 21-cm measure-
ments with a single antenna spectrometer requires unprecedented calibration accuracy.
Unlike an interferometer, a single antenna spectrometer also suffers from (difficult to
calibrate) receiver noise bias. Interferometers are in general insensitive to a global signal.
However, interferometers can instead measure the brightness contrast between a uniform
background and a foreground occulting object. In Chapter 5, I demonstrate this tech-
nique for the first time by measuring the diffuse Galactic background (that is otherwise
inaccessible to an interferometer) by observing its occultation by the Moon. The results
of Chapter 5 open up a novel observational technique to measure the global 21-cm signal,
though a rigorous elimination of outstanding systematic effects is required to reach the
required measurement precision. In chapter 6 I further refine the technique by exploiting
the motion of the Moon in the sky22. I difference data from 2 consecutive nights to elim-
inate (albeit not perfectly) the confusion from unwanted sky emission while retaining the
occultation response. In Chapter 6, I also touch upon the promise of low-frequency radio

22 The Moon moves by about 12 deg per day with respect to the ‘fixed’ stars.
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observation of the Moon to study the lunar internal regolith composition and heat flow.
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Abstract

The redshifted 21 cm brightness distribution from neutral hydrogen is a promising probe
into the cosmic dark ages, cosmic dawn, and re-ionization. LOFAR’s Low Band An-
tennas (LBA) may be used in the frequency range 45 MHz to 85 MHz (30 > z > 16)
to measure the sky averaged redshifted 21 cm brightness temperature as a function of
frequency, or equivalently, cosmic redshift. These low frequencies are affected by strong
Galactic foreground emission that is observed through frequency dependent ionospheric
and antenna beam distortions which lead to chromatic mixing of spatial structure into
spectral structure. Using simple models, we show that (i) the additional antenna temper-
ature due to ionospheric refraction and absorption are at a ∼ 1% level— 2 to 3 orders of
magnitude higher than the expected 21 cm signal, and have an approximate ν−2 depen-
dence, (ii) ionospheric refraction leads to a knee-like modulation on the sky spectrum at
ν ≈ 4×plasma frequency. Using more realistic simulations, we show that in the measured
sky spectrum, more than 50% of the 21 cm signal variance can be lost to confusion from
foregrounds and chromatic effects. To mitigate this confusion, we recommend modeling
of chromatic effects using additional priors and interferometric visibilities rather than
subtracting them as generic functions of frequency as previously proposed.



24 chapter 2: Chromatic effects in the global 21-cm signal

2.1 Introduction

Neutral Hydrogen (Hi) interacts with 21 cm photons through a spin-flip transition (van
de Hulst 1945). Observing the redshifted 21 cm brightness temperature1 against a back-
ground of the cosmic microwave background is a promising tracer of the cosmic dark ages,
cosmic dawn, and the epoch of reionization (Field 1959; Madau et al. 1997; Sunyaev &
Zeldovich 1972, 1975). Detecting the spatial fluctuations of 21 cm brightness requires
many hundreds of hours of integration with large radio synthesis telescopes, owing to
its faintness as compared to Galactic and Extragalactic foregrounds (Jelić et al. 2008;
Beardsley et al. 2013; Parsons et al. 2012). On the other hand, the sky averaged 21 cm
brightness— also called the global signal, is bright enough to be measured within a day’s
worth of integration based on a signal to noise ratio argument (Shaver et al. 1999). Since
the received frequency of redshifted 21 cm photons corresponds to cosmic redshift, ac-
curately estimating the sky averaged brightness temperature as a function of frequency
will provide insights into the evolution of Hi during the dark ages, cosmic dawn, and the
epoch of reionization (Sethi 2005; Furlanetto 2006; Pritchard & Loeb 2010b).

Thermal uncertainties are not the limiting factor in global 21 cm experiments, and
spectral contamination due to systematic artifacts have impeded a reliable detection
thus far (Chippendale 2009; Bowman et al. 2008). In particular, since the signal in such
experiments is the variation of 21 cm brightness temperature with frequency, any in-
strumental or observational systematic that affects the measured bandpass power poses
a severe limitation. These systematics are especially limiting since the foregrounds are
∼ 5 orders of magnitude larger than the expected 21 cm signal. Consequently, measur-
ing the 21 cm signal spectrum requires precise understanding of frequency dependent
effects of instrumental gain, instrumental noise contribution, antenna beam shape, and
ionospheric effects, coupled with spatially and spectrally varying foregrounds (Galactic
and Extragalactic). The effects of these parameters are not always mutually separable,
further complicating calibration and signal extraction efforts.

Ongoing global 21 cm experiments have primarily focused on frequencies ranging
from ∼ 100 MHz to ∼ 200 MHz (6 < z < 12)(Bowman & Rogers 2010; Chippendale
2009; Patra et al. 2013; Subrahmanyan & Ekers 2012) . Dark ages and cosmic dawn
experiments at lower frequencies are being planned, or are being commissioned— Dark
Ages Radio Explorer (DARE) (Burns et al. 2012a), Large-Aperture Experiment to De-
tect the Dark Ages (Greenhili et al. 2012), and Broadband Instrument for the Global
HydrOgen ReionizatioN Signal (BIGHORNS) experiment (Tingay 2012), among others.
Global 21 cm work especially in the lower frequency band requires a strict assessment
of systematic chromatic corruptions. The reasons for this are threefold. (i) Firstly, the
magnitude of ionospheric effects such as refraction and absorption increase rapidly with
decreasing frequency. (ii) Secondly, Galactic foreground brightness temperatures increase
with decreasing frequency as a power law with a relatively steep spectral index of about
−2.54. Consequently, any systematic corruptions which are multiplicative, which many
of the ones in such experiments are, may undermine 21 cm signal detection efforts more
severely at lower frequencies. (iii) Finally, the increased fractional bandwidth in the lower

1 Throughout this chapter, when we say 21 cm signal or 21 cm brightness temperature we, really
mean redshifted 21 cm signal
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frequency band leads to an increased variation of antenna beams across the measurement
bandwidth, giving larger chromatic effects.

Receiver gain and noise temperature may be calibrated by switching the receiver
between the sky and known man-made noise sources. Such techniques have been demon-
strated with moderate success in global 21 cm experiments (Bowman & Rogers 2010;
Chippendale 2009; Patra et al. 2013). However, little attention has been paid in the
literature to chromatic (frequency dependent) antenna beam and ionospheric effects.
These effects have thus far been assumed to be ‘spectrally smooth’ and possibly fitted
away along with the foregrounds. They have thus escaped qualitative and quantitative
treatment— one of the primary aims of this chapter.

Chromatic effects must be studied in conjunction with algorithms that are used to
separate the measured sky spectrum into foregrounds and the 21 cm signal. Due to
the lack of sufficiently accurate foreground models at these frequencies, such algorithms
must rely on some priors on the differential properties of foregrounds and the 21 cm
signal. These algorithms typically exploit (i) the spectral smoothness of power-law-like
foregrounds in comparison to less smooth structure expected in the 21 cm signal, and/or
(ii) the angular structure of foregrounds as opposed to isotropic nature of the global
21 cm signal. Spectral smoothness of foregrounds may be exploited by casting the mea-
sured sky spectrum in a basis where foregrounds have a sparse representation unlike the
21 cm signal. We may call such techniques spectral-basis methods, since they only use
spectral smoothness as a prior. One such basis set suggested in literature, which we will
call logpolyfit, uses polynomials in logarithmic space as basis to represent the time
averaged spectrum (Pritchard & Loeb 2010b; Harker et al. 2012). Exploiting priors on
the angular structure of foregrounds for global 21 cm experiments has not received due
attention in literature, save a recent effort by Liu et al. (2013), who in light of their sim-
ulations, recommend measurements with an angular resolution of ∼ 5 degrees. Practical
implications of a narrow beam (highly chromatic sidelobes etc.) remain to be evaluated.
Moreover, ongoing and proposed global 21 cm experiments have near-hemisphere fields
of view and lack any meaningful angular resolution. It is then instructive to place limits
on the extent to which beam and ionospheric chromatic effects can confuse 21 cm sig-
natures in the context of spectral-basis algorithms— another primary aim of this chapter.

In this chapter, we simulate the contribution of foregrounds (with chromatic effects)
to the measured antenna temperature and evaluate an optimal set of basis functions for a
sparse representation of foregrounds. By casting the foregrounds and the expected 21 cm
signal in this basis, we place limits on the amount of 21 cm signal power that will be lost
to foreground confusion in any spectral-basis technique. Since the optimal basis functions
are not known apriori in real measurements, we may resort to predefined analytic basis
functions such as polynomials. In this chapter, we show that polynomials in logarithmic
space (logpolyfit) are incapable of even detecting the presence of a template 21 cm
signal in simulated data in the frequency range of 45 MHz to 80 MHz.

In this chapter, we propose an alternative spectral-basis method which we call svdfit,
that evaluates a suitable basis using the measured data itself. Despite hemispherical
fields of view of ongoing experiments, Earth rotation couples angular structure of the
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foregrounds into the time domain, while the global 21 cm signal being isotropic, has no
temporal structure2. Svdfit uses the time variable component of the measured dynamic
spectra to compute an efficient basis in which the foregrounds and chromatic effects have
a sparse representation, but not the 21 cm signal itself. We will show that a svdfit is
better than logpolyfit in ascertaining the presence of a template 21 cm signal in our
simulated data. Nevertheless, we argue that for complete reconstruction of the 21 cm
signal spectrum, spectral smoothness is an inadequate prior in the above frequency range,
and ultimately extracting the 21 cm signal spectrum will require modeling of the fore-
grounds, antenna beam, and ionospheric effects via a full measurement equation.

The rest of the chapter is organized as follows. Details of the simulations used herein
are described in section 2.2. In section 2.3 we describe our two-layered ionospheric model
(F- and D-layers). We derive approximate expressions for chromatic effects from these
two layers, and also quantify the level at which we expect these effects. In section
2.4 we use the results of our simulations to compute an optimal basis to represent the
foreground induced antenna temperature, and quantify the extent to which foregrounds
and chromatic effects confuse the 21 cm signatures in spectral-basis methods. We then
describe the svdfit technique, and also evaluate the efficiency with which logpolyfit

and svdfit remove foregrounds and chromatic effects. Finally in section 2.5 we draw
conclusions and recommendations for future work.

2.2 Simulations

This section describes the simulations used in this chapter. We assume perfect bandpass
calibration of receiver gain and receiver noise. We also assume that the antenna beam
does not vary with time. This is a reasonable assumption since a dipole beam is a function
of its mechanical shape, and hence, we do not expect noticeable variations in the antenna
beam so long as the dielectric environment of the antenna does not change considerably.
We build our simulations from smaller modules, each incorporating a different stage of
signal corruption. The end result of our simulations is a dynamic spectrum measuring
sky brightness temperature as a function of time and frequency.

2.2.1 Model parameters

The following enumeration along with Figure 2.1 describe the parameters in our modular
simulations.

1. Location: We assume the observation location to be one of the LOFAR stations
(DE602) near Munich, Germany, for which we have data in hand 3. The DE602
station is built on slightly sloping land. We assume the latitude and longitude
of observations (47◦47′9.77′′N, 9◦23′46′′E) to be that point on the locally flat el-
lipsoid which ‘sees’ the same sky as DE602 at any instant of time. Though this
corresponding point and DE602 have slightly different horizons, we discount this

2 Chippendale (2009) have also used this temporal variability to mitigate instrumental systematics
which is beyond the scope of this chapter.

3 We have concluded a pilot study with data from DE602, and are currently acquiring science data
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Figure 2.1: Figure depicting the details of simulations presented in this chapter at a frequency of 70 MHz and LST ≈ 0. Going from left
to right, the images show, (i) the Haslam 408 MHz all sky map scaled to 70 MHz with a global temperature spectral index of −2.54, (ii)
the simulated LOFAR LBA dipole beam, and (iii) the ionospheric refraction induced deviation angle for a homogeneous ionospheric model
described in section 2.2
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fact since we are primarily concerned with the chromatic effects of the beam and
ionosphere in this chapter.

2. Sky model: Our simulations can use either of two sky models: (i) the 408 MHz all
sky map by Haslam et al. (1995) scaled with a global temperature spectral index
of −2.54, or (ii) the all-sky model by de Oliveira-Costa et al. (2008) that is a linear
combination of observations at different frequencies. While the second sky-model
presents a more realistic scenario, we use the first sky model as a reference model
to study the spectral nature of chromatic effects due to the ionosphere, LOFAR
LBA dipole beam, and the foreground itself.

3. Antenna beam: To study the effects of the chromatic LOFAR LBA dipole beam
while facilitating comparison with previous work, we present simulations with two
beams: (i) a frequency independent cos2(θ) beam (θ is the zenith angle) considered
by Pritchard & Loeb (2010b) in their simulations, and (ii) a realistic frequency
dependent LOFAR LBA beam obtained from electromagnetic simulations4 of the
antenna geometry including the finite ground-plane (see Figure 2.2). The frequency
dependence of the antenna beam results in the sky being weighed differently at dif-
ferent frequencies and hence couples spatial structure on the sky into the frequency
domain.

4. 21 cm signal: The main feature of the global 21 cm signal expected in the 45 MHz
to 80 MHz range is a relatively broad absorption feature (Furlanetto et al. 2006a;
Pritchard & Loeb 2008). Since we do not address a full signal reconstruction
here, we approximate this absorption feature as a negative Gaussian centered at
about 70 MHz, with FWHM of 7 MHz. Spatial fluctuations of the signal are
expected to be on small angular-scales (< 1 degree), and are averaged away by the
broad dipole beam. Recent work has shown that relative velocity between baryons
and dark matter may imprint fluctuations on the observed 21 cm brightness on
10−100 Mpc scales (McQuinn & O’Leary 2012), that correspond to several degrees
in the sky. However, single dipoles typically have fields of view spanning several
tens of degrees, and hence, we safely ignore any observable brightness fluctuations
in the 21 cm signal.

5. Ionospheric model: Ionospheric effects may be divided into static effects and dy-
namic effects. Dynamic effects include time variant phenomenon such as (i) scintil-
lation induced by turbulence in the ionospheric plasma (Crane 1977), and (ii) re-
fraction from large scale traveling ionospheric disturbances (Bougeret 1981). While
we expect these effects to average away for long integration time scales, there has
not been a comprehensive study thus far on their effects on 21 cm experiments,
and we defer a discussion on these effects to chapters 3 and 4. In this chapter, we
only study static ionospheric refraction and absorption. In section 2.3, we describe
these static effects in detail. In particular, we show in section 2.3 that a static
ionosphere causes (i) frequency dependent deviation of incoming electromagnetic
rays (chromatic refraction) which we model by ‘stretching’ the antenna beam ac-
cordingly, and (ii) frequency and direction dependent absorption due to electron
collision with air molecules which we model as a multiplicative loss factor on the

4 We used HFSS, a Finite Element Method (FEM) based full-wave 3D electromagnetic simulator.
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Figure 2.2: Plots showing the variation of the simulated LOFAR LBA dipole beams with
frequency. The 4 panels show the directive-gain of the antenna at 4 different frequencies: 40 MHz
(top-left), 55 MHz (top-right), 70 MHz (bottom-left), and 85 MHz (bottom-right). Also overlaid
are contours at directive-gain of 2, 2.5, 3, 3.5, and 4 (outer to inner).

antenna beam. These two effects, when applied on the fiducial antenna beam,
give us an effective antenna beam which we use to compute the observed dynamic
spectra.

6. Gridding and computation: The sky temperature at a given time and frequency is
computed by pixel wise multiplication of the sky model and the effective antenna
beam, followed by integration of this product over all pixels while taking their solid
angle into account. For a given epoch t, and frequency ν, this computation may be
represented as

TA(t, ν) =

∫ 2π

0

dφ

∫ π/2

0

dθ sin θ Tf (t, ν, θ, φ)B(ν, θ, φ), (2.1)

where TA is the simulated antenna temperature, Tf is the sky brightness temper-
ature (sky model) which is a function of zenith angle θ and azimuth angle φ, and
B is the antenna beam as a function of frequency and sky position. Note that due
to Earth rotation, Tf changes with time. As mentioned before, ionospheric effects
may be absorbed into the beam term, and if the beam in equation (2.1) is replaced
by an effective beam B̂(ν, θ, φ), then equation (2.1) is the measurement equation



30 chapter 2: Chromatic effects in the global 21-cm signal

 500

 1000

 2000

 5000

 10000

 0

 5

 10

 15

 20
L

S
T

 i
n

 h
o

u
rs

 40  45  50  55  60  65  70  75  80  85
Frequency in MHz

Figure 2.3: Plot showing a typical dynamic spectra which is the output of our simulations.
Color-bar units are in Kelvins of antenna temperature. Chromatic effects, and the 21 cm are
too faint to be discerned by eye on this image. Also plotted on the left and bottom are averages
along frequency and time axes respectively.

which describes the computations in our simulation.

Usually, the antenna beam and the sky model are specified in different co-ordinate
systems, and have to be brought to a common grid to numerically compute a dis-
cretized form of equation (2.1). It is easier to re-grid and interpolate a smoothly
varying antenna beam as opposed to the global sky model that has more com-
plex structure due to the Galactic disk and point-like sources. We thus work in
the co-ordinate system of the sky model (RA,DEC) and interpolate the effective
antenna beams at each frequency and time epoch to the sky grid. An example
sky model, antenna beam, and ionospheric refraction induced deviation angle on
the sky grid is shown in Figure 2.1 for a single frequency channel at a sidereal
time of 00h00m00s. For different values of sidereal time, the effective beam will
be shifted along the Right Ascension axis. The end product of the simulations is
a dynamic spectrum (TA(t, ν) from equation 2.1) in time-frequency domain. An
example dynamic spectrum is shown in Figure 2.3.

2.3 A static ionosphere

This section describes the static model we use for the ionosphere in greater detail, and
the origin and nature of chromatic refraction and absorption. The bulk of refraction and
absorption occur at two separate layers of the ionosphere— the F-layer and the D-layer
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respectively. We thus evaluate two refractive index values for typical conditions in these
two layers, and then use the Earth-ionosphere geometry to compute the refractive ray
deviation and the absorptive loss factor for different frequencies and directions.

2.3.1 Ionospheric refractive index

The ionosphere is a magnetized plasma whose complex refractive index is given by the
Appleton-Hartree equation5 (Shkarofsky 1961) that relates the refractive index to the
electron density, magnetic field, and the geometry of wave propagation. We computed
the change in refractive index due to the Earths magnetic field to be less than 1 part
in 104 for the F-layer and less than ∼ 2 percent for the D-layer. We ignore this effect
since it is smaller than the refractive index variations induced by day to day changes
in ionospheric electron density, and we present results for a broad range of electron
densities. Additionally, the change in refractive index due to a magnetic field is different
for left-hand and right-hand circularly polarized radiation, and results in an effect called
Faraday rotation. In this chapter, we ignore Faraday rotation by assuming the sky to be
unpolarized on scales comparable to our antenna beam. We thus model the ionospheric
refractive index using a simplified form of the Appleton-Hartree equation that does not
include the magnetic field term:

η2 = 1 − (νp/ν)2

1 − i(νc/ν)
, (2.2)

where νp is the electron plasma frequency, and νc is the electron collision frequency. The
electric field of a plane wave traveling in a homogeneous ionospheric layer is given by

E(∆s) = E0 exp

(
− i2πν∆s

c
η

)
, (2.3)

where c is the speed of light in free-space, ∆s is the distance measured along the direction
of propagation in the ionosphere, and E0 is the initial electric field at ∆s = 0.

The real part of the refractive index η is mostly sensitive to the electron density, and
causes a change in the phase velocity (from that in free space) resulting in refraction.
The imaginary part of η (negative in our case) is mostly sensitive to the electron collision
rate that in turn depends on the electron density, atmospheric gas density, and tempera-
ture. The imaginary part exponentially dampens the wave amplitude causing absorption.

Due to its low atmospheric gas density (giving a low collision rate) and high electron
density, we model the F-layer with a real, frequency dependent refractive index ηF , to
account for ionospheric refraction:

ηF =
(

1 − (νp/ν)2
)1/2

; νc = 0. (2.4)

Due to its high atmospheric gas density (giving a high collision rate) and low electron
density, we model the D-layer with an imaginary, frequency dependent refractive index

5 A German physicist by the name H. K. Lassen (Lassen 1926) proposed a theory of propagation in
a magnetized plasma before both Appleton and Hartree, but we use the name that is often found
in literature.
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(iηD) to account for ionospheric absorption:

ηD ≈ −1

2

ν2
pνc/ν

ν2 + ν2
c

. (2.5)

Note that in evaluating equation 2.4 and 2.5, we use the fiducial values of νp and νc for
the corresponding layers.

We expect most of the global 21 cm observations to take place during night-time
when ionospheric electron density is at its lowest. Additionally, this avoids the need to
model the complex and time-variant spectrum of the sun as a foreground source. We
will thus assume values for a typical mid-latitude night-time ionosphere in the absence of
intense solar activity. We refer the reader to Thompson et al. (2007), Evans & Hagfors
(1968), and references therein from which we have drawn parameter values for typical
ionospheric F- and D-layer conditions. The following subsections compute the refractive
and absorptive effects of such an ionosphere.

2.3.2 F-layer refraction

Most of the ionospheric electron column density is accounted for by the F-layer that
extends between a height of ∼ 200 km and ∼ 400 km from the Earth’s surface. The
electron density outside of this layer is known to fall off rapidly. Though the electron
density does vary within the F-layer, to first order, we model the F-layer as a homoge-
neous shell between the heights of 200 km and 400 km. We assume a constant electron
density of 5 × 1011 m−3 which gives a typical mid-latitude electron column density of
10 TEC units6. This value is typical of winter-time in mid-latitudes where LOFAR is
situated. TEC values are typically higher (i) during daytime, (ii) closer to the equator,
and (iii) during summer. Additionally, ionospheric TEC is sensitive to solar and sunspot
activity. Due to the above reasons, we will also present results for higher TEC values.

Figure 2.4 depicts the refractive effect of the ionospheric F-layer. Any incoming ray
suffers Snell’s refraction at the upper and lower boundaries of the F-layer. If the Earth
were flat, there would be no net deviation in the ray. Due to the curvature of the Earth
(and hence the ionosphere) there is a net deviation δθ. This deviation is zero for a source
at zenith, and increases as we move towards the horizon. Hence, the ionosphere acts
like a spherical ‘lens’ that deviates incoming rays towards zenith. Since the ionospheric
refractive index is a strong function of frequency, δθ is also a function of frequency.
Consequently, the ionosphere is a chromatic lens. Figure 2.4 also depicts a horizon ray
that marks the radio horizon, that is below the geometric horizon. This radio horizon
is different at different frequencies. This chromatic lensing of the sky due to ionospheric
refraction is an important effect for global 21 cm experiments that use dipoles with near
hemispherical fields of view.

It is difficult to derive a closed form expression for δθ(ν, θ), and hence we compute it
numerically by applying Snell’s law at the two interfaces. Nevertheless, we may use an

6 1 TEC units equals a column density of 1016 electrons per m2. Ionospheric TEC is rou-
tinely monitored by measuring the propagation delay in GPS signals. See for instance
http://iono.jpl.nasa.gov/latest%5Frti%5Fglobal.html
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Figure 2.4: Not-to-scale depiction of ionospheric refraction. The curvature of the Earth results
in deviation in positions of sources in the sky. A homogeneous ionosphere thus acts as a lens

analytical approximation to study the dependency of δθ(ν, θ), on θ and ν (Bailey 1948):

δθ(ν, θ) ∝ ν−2 cos(θ)

(
sin2 θ +

2hF

Re

)−1.5

, (2.6)

where hF is the mean height of the F-layer (300 km in our case) and Re is the radius of
the Earth which we assume to be 6300 km. Figure 2.5 shows a plot of δθ as a function
of frequency for different elevation angles. These curves are obtained from simple ray
tracing and not from equation (2.6). The curves approximately follow a ν−2 dependence
as expected. We also use the value of δθ for the horizon ray (see Figure 2.4) to compute
the percentage increase in visible sky area as compared to the geometric horizon for each
frequency. This percentage is also plotted in Figure 2.5, and is not only frequency de-
pendent, but also of the order of a few percent even for favorable ionospheric conditions.
Since the foregrounds are ∼ 4 − 5 orders of magnitude higher than the 21 cm signal,
a frequency dependent additional sky area of a few percent adds an amount of power
which is ∼ 2 − 3 orders of magnitude higher than the expected 21 cm signal. Hence, it
is important to consider the chromatic effects of ionospheric refraction7.

The refractive lensing effect of the ionosphere may be absorbed into the antenna
beam. We do this by ‘stretching’ the antenna beam by an amount δθ to form an effective
beam that now includes the effects of chromatic F-layer refraction. If the antenna beam
is represented as B(ν, θ, φ), then the new effective antenna beam may be represented as

B̂(ν, θ, φ) = B(ν, θ − δθ, φ), (2.7)

7 Note that the troposphere also causes refractive deviation by an angle ∼ 0.35◦ at the horizon and
rapidly decreasing as we move towards zenith (Thompson et al. 2007). However this refraction is
expected to be non-chromatic (Thompson et al. 2007) and hence, we disregard it for the purposes
of this chapter.
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Figure 2.5: Calculated deviation angle for a homogeneous ionospheric shell extending from
R = 200 km to R = 400 km with electron density ne = 5 × 1011m−3. The deviation angle is a
strong function of both incidence angle and frequency. Also shown in black ‘+‘ symbols is the
percentage increase in sky area due to extension of radio horizon due to refraction.

which gives the instantaneous measured antenna temperature of

TA(ν) =

∫ 2π

0

dφ

∫ π/2

0

dθ sin θB(ν, θ − δθ, φ)Tf (ν, θ, φ) (2.8)

Note that the effective beam does not integrate to unity like the original antenna beam.
It integrates to a value larger than unity due to the additional sky area added by re-
fraction of sub-horizon rays into the original antenna beam. Since the dipole beam is
‘stretched’ by an amount equal to δθ which is a strong function of frequency, the sky is
weighted differently at different frequencies in equation (2.1). This couples spatial struc-
ture in the sky to frequency structure in the measured antenna temperature spectrum.
It is important to note that this chromatic mixing happens even if the original antenna
beam itself is frequency independent.

Finally, we quantify the approximate extent and nature of chromatic refraction by
considering a simple case where (i) the sky brightness temperature is a power law with
the same spectral index α everywhere (Tf (ν, θ, φ) ∝ ν−α), and (ii) the original antenna
beam is frequency independent and is given by B(ν, θ, φ) ≡ cos2(θ). The effective antenna
beam (due to chromatic refraction) is then given by

B̂(ν, θ) = cos2(θ − δθ), (2.9)

which on Taylor-expansion about θ gives

B̂ ≈ cos2(θ) + δθ(ν, θ) sin 2θ (2.10)
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Note that the effective beam is now chromatic, while the original antenna beam is not.
Additionally, we have shown in equation (2.6) that δ(ν, θ) has a form that is separable
in ν and θ, and may be expressed as δθ = ν−2g(θ), where g(θ) is a function independent
of ν. Substituting this and equation (2.10) into equation (2.8), we find that the antenna
temperature evaluates to the form

TA(ν) = F1(ν−α + F2ν
−α−2), (2.11)

where F1 and F2 are independent of frequency, and depend only on the sky brightness,
antenna beam, and geometric terms. Equation (2.11) shows that chromatic refraction
will add a new component to the original ν−α sky brightness temperature. This new
component has a spectral shape given by ν−α−2, and as argued before, is at a few
percent level. The chromatic foregrounds can now be fit away by the basis functions
ν−α and να−2. However, since the sky brightness and the LOFAR LBA beam are both
more complicated, we will resort to more realistic simulations in section 2.4 to accurately
evaluate the nature and extent of chromatic refraction.

2.3.3 D-layer absorption

The D-layer is the lowest layer of the ionosphere extending from ∼ 60 km to ∼ 90 km
from the Earth’s surface. High electron densities in the D-layer are expected to persist
only during daytime due to solar insolation. However, residual electron densities of the
order of ∼ 108 m−3 exists even during night-time. We will use a fiducial value for D-layer
electron density of 2.5 × 108 m−3 in our simulations. We choose this value to obtain an
absorption of 0.01 dB at 100 MHz that agrees with values quoted in literature (Thomp-
son et al. 2007). While this electron density is too low to cause appreciable refraction,
due to a high atmospheric gas density at these heights, the electron collision frequency is
high enough to cause considerable absorption. We use a typical value of 10 MHz for the
electron collisional frequency (Nicolet 1953). We model the D-layer as a homogeneous
layer between the heights of 60 km and 90 km.

We model the D-layer with a purely imaginary refractive index η = iηD. Using this
in equation 2.3, we can write the amplitude of the wave in the D-layer as

|E(∆s)| = E0 exp

(
2πν∆s

c
ηD

)
, (2.12)

Since the radiation intensity is proportional to the square of the electric field amplitude,
the multiplicative loss factor due to D-layer absorption may be written as

L(ν, θ) = exp
(

4π
νηD

c
∆s
)

≈ 1 + 4π
νηD

c
∆s (2.13)

where the approximation holds for small values of the exponent (expected in the D-
layer). Note that since ηD is negative, L(ν, θ) < 1. We compute ∆s numerically in our
simulations, but to understand its dependencies, we provide an approximate expression
derived from the model geometry:

∆s ≈ ∆hD

(
1 +

hD

Re

)(
cos2(θ) +

2h

Re

)− 1
2

, (2.14)
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Figure 2.6: Plot showing the multiplicative loss factor as a function of frequency due to
absorption in the D-layer. We have assumed the D-layer to be a homogeneous shell with electron
density of 2.5 × 108 m−3, and electron collisional frequency of 10 MHz, extending from a height
of 60 km to 90 km.

where Re is the radius of the Earth, hD is the mean D-layer height (75 km in our case),
and ∆hD is the width of the D-layer. In Figure 2.6 we show the computed values of D-
layer absorption, L(ν, θ), as a function of frequency for different elevation angles. Zenith
absorption increases from ∼ 0.01 dB at 100 MHz to ∼ 0.06 dB at 40 MHz. As seen in
the plot, absorption changes the incoming brightness temperature by ∼ 1 − 2 percent.
Though this is small, it is still large in comparison to the dynamic range between the
foregrounds and the expected 21 cm signal. Hence, studying the nature of D-layer ab-
sorption is important.

Substituting the expression for the imaginary part of the refractive index (equation
2.5) in equation 2.13 gives

L(ν, θ) ≈ 1 −
2πν2

pνc∆s(θ)

c(ν2
c + ν2)

(2.15)

As we did with refraction, we may define an effective beam B̂ that takes into account
ionospheric absorption. This beam will now integrate to less than one, and is given by

B̂(ν, θ, φ) = B(ν, θ, φ)L(ν, θ). (2.16)

For a frequency independent cos2(θ) beam, using equation (2.15), the effective beam is
given by

B̂(ν, θ, φ) = cos2(θ)

(
1 −

2πν2
pνc∆s(θ)/c

ν2
c + ν2

)
. (2.17)
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If the sky brightness temperature had a direction independent ν−α- type power law
behavior, the measured antenna temperature in presence of absorption will be of the
form

TA(ν) = D1

(
ν−α −D2

ν−α

(ν2
c + ν2)

)
, (2.18)

where D1 and D2 are independent of frequency, and depend only on the sky brightness
distribution, D-layer plasma and collision frequencies, and some geometric terms. This
equation shows that, in case of D-layer absorption, we also have an additional component
in the antenna temperature. This component has a spectral shape given by ν−α/(ν2

c +ν2),
is negative, and as shown earlier, is at the 1−2% level. At the lower end of our frequency
range, ν is comparable to νc ∼ 10 MHz, and the excess component does exactly have
a power-law structure. However, if we discount some error near the lowest end of our
bandwidth, we may assume ν2 ≫ ν2

c , and the additional component may be approximated
as having a spectral shape ν−α−2, as in the case of F-layer refraction:

TA(ν) ≈ D1

(
ν−α −D2ν

−α−2
)
, ν ≫ νc. (2.19)

Consequently, for the case of a sky with a global spectral index measured with a fre-
quency independent cos2(θ) beam, ionospheric effects (refraction plus absorption) will
introduce an additional spectral contribution which approximately has a ν−α−2 shape.
This is confirmed in Figure 2.7, where we show the excess antenna temperature from
our simulations due to the inclusion of ionospheric effects. We have plotted the absolute
value of the excess, since absorption over-compensates the additional sky coverage due to
refraction, making the excess temperature negative. The additional antenna temperature
due to F-layer refraction varies from ∼ 20 K at 40 MHz to ∼ 1 K at 85 MHz. The excess
temperature due to D-layer absorption on the other hand varies from about ∼ −130 K
at 40 MHz to ∼ −6 K at 85 MHz. As expected, the net differential temperature is at
a ∼ 1% level. Also shown in the bottom panel is the time averaged excess temperature
along-with (the negative of) the expected 21 cm signal. Our simulations confirm that the
chromatic effects due to a static ionosphere alone are 2 orders of magnitude larger than
the expected 21 cm signal and hence must be studied with care. In Figure 2.7 we have
neither included the chromatic effects of the LBA beam, nor a more comprehensive (and
more complex) sky model by de Oliveira-Costa et al. (2008). Nevertheless, the figure
stresses the fact that chromatic contamination that comes from just the ionosphere is
larger than our signal by more than 2 orders of magnitude. In section 2.4 we show results
from simulations that also include the above two effects.

2.3.4 Low elevation reflection

Figure 2.8 depicts the effects of curvature of the ionosphere in cases when the F-layer
electron density is considerably larger resulting in high deviation angles. We have thus
far assumed that incoming rays that are refracted at the upper F-layer boundary are
always incident on its lower boundary. Due to the Earth’s curvature, this need not be
true in cases when the F-layer electron density is particularly high. Consider the blue
ray in Figure 2.8. The ray is at grazing incidence at the lower F-layer interface marked
as point B. Any ray that comes from space at a lower elevation angle will not be incident
at the lower F-layer interface at all and will escape back into space without reaching
the telescope at point T. Hence, in this case, the blue ray is ‘critical’ and represents
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Figure 2.8: Figure depicting the phenomenon of low elevation cutoff. The horizon ray reaches
the lower F-layer interface at grazing incidence. Any incoming ray with a higher zenith angle
is not incident at the lower F-layer interface at all, and simply escapes into space without ever
reaching the telescope at point T.
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the horizon ray. From the point of view of the observer at T, all incoming rays have a
zenith angle that is greater than some critical zenith angle θc ≥ 0. We will thus call this
phenomenon low elevation cutoff8

We now compute the conditions under which a low elevation cut-off is relevant, and
discuss its effect on the measured sky spectrum. For the case of the horizon ray, the
angle of incidence at the lower F-layer interface is equal to π/2, and hence Snell’s law at
the interface becomes (see Figure 2.8)

sin(φc) = ηF (2.20)

which upon using the sine rule in triangle OBT gives

sin θc =
Re + h

Re
sinφc =

Re + h

Re
ηF (2.21)

where h is the height of the lower interface of the F-layer (200 km in our case). We may
use the Appleton-Hartree formula (equation 2.2) with νc = 0 in the above equation to
get

sin θc =
Re + h

Re

√
1 − (νp/ν)2 (2.22)

Setting θc = π/2 will then give us an expression for the frequency below which low
elevation cut-off becomes relevant. Above this frequency, we may simply follow our earlier
discussion of F-layer refraction from Section 2.3.2. Below this frequency, the increasing
visible sky area due to increasing δθ(ν, θ) (chromatic refraction) is partly compensated
by the decreasing sky area due to low elevation cut-off. Setting θc = π/2, gives

ν = νp
Re + h

h(2Re + h)
. (2.23)

For our values of h = 200 km and Re = 6300 km, this implies ν ≈ 4νp. Typical mid-
latitude night-time F-layer plasma frequencies are below several MHz, and hence ν ≈ 4νp

typically lies outside our bandwidth. In such cases, our discussion about the low eleva-
tion cut-off is not relevant. However, F-layer conditions where νp exceeds 10 MHz do
occur9, and unless due care is taken, some exposure to such conditions may persist in
long integrations.

To illustrate the effect of low elevation cut-off, in Figure 2.9, we plot the elevation
angle of the horizon ray as a function of frequency for different values of F-layer electron
density. The electron density values for the different curves are ne = 5 × 1011, 1 ×
1012, 2 × 1012, 3 × 1012, and 5 × 1012 m−3. These correspond to column densities
of 10, 20, 40, 60, and 100 TEC units respectively. The corresponding values of 4νp

are 25, 36, 51, 62, and 80 MHz respectively. As expected, the first two curves have
their 4νp values outside of our bandwidth, and hence, do not suffer from the effects

8 Conversely, any ray transmitted from point T at zenith angle > θc will suffer total internal reflection
at the F-layer— an important consideration for communication links.

9 Such conditions usually occur at low (Geo-magnetic) latitudes, and only during day-time at mid-
latitudes. Global νp data may be found at http://www.ips.gov.au/HF%5FSystems/6/5 and links
therein.
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Figure 2.9: Plot showing the elevation angle of the radio horizon versus frequency for various
electron densities in the F-layer. The curves have a sharp knee at ≈ 4νp. For lower electron
densities, the knee is below our minimum observation frequency, but not so for higher electron
densities. Such an abrupt knee will introduce highly undesirable modulation in the foregrounds
spectra.

of low elevation cut-off within our bandwidth. The other curves, have a ‘knee’ in their
values of radio horizon positions versus frequency within the bandwidth. This knee exists
because, as we go below the knee frequency (≈ 4νp), the increasing visible sky area due to
chromatic refraction is partly compensated by the decreasing visible sky area due to low
elevation cut-off. Hence, the slope of the curves below and above the knee are markedly
different. Such abrupt modulation of the foreground spectra is undesirable, given that
the foreground subtraction algorithms rely on the smooth spectral nature of foregrounds
at all times. It is also important to note that if such high electron density conditions
persist even for a fraction of the total integration time, the time-averaged spectra will
have components of foregrounds that are heavily modulated. It is thus important to
monitor the ionospheric conditions throughout the observation duration, and perhaps
even flag data acquired during times of high F-layer plasma density.

2.4 Evaluation of chromatic effects

In section 2.3, we provided insight into the nature and extent of chromatic effects due
to the ionosphere using simplistic dipole beams and sky models. Chromatic effects in
presence of a more realistic sky model and dipole beam model are difficult to evaluate an-
alytically. In this Section, we evaluate beam and ionospheric chromatic effects using the
LOFAR LBA beam and more realistic sky models from de Oliveira-Costa et al. (2008).
We will however also include results for a frequency independent beam for comparison
with previous work, and for the benefit of experiments that use dipoles with (approxi-
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mately) frequency independent beams (see Patra et al. (2013) for instance).

How severe chromatic effects are depends on our prior knowledge of their nature and
extent. If we have accurate enough models of foreground brightness and chromatic mix-
ing, we may simply subtract the foreground contribution to antenna temperature (taking
into account all chromatic effects) to expose the 21 cm signal. This may not be the case
in practice, and we are left to making certain simplifying assumptions about the differ-
ential properties of foregrounds (along with chromatic effects) and the 21 cm signal.

The simplest assumption that we may make is that the foregrounds and chromatic
effects have a smooth spectral behavior unlike the 21 cm signal. We may then express
the measured antenna temperature spectra in some optimal basis (polynomials for in-
stance) wherein the foreground contaminants (but not the 21 cm signal) are sparsely
represented. We will refer to algorithms making only this assumption as spectral-basis
methods. These methods assume no additional cognizance of the actual antenna beam,
ionospheric effects, or constraints from other measurements such as interferometric visi-
bilities.

For such spectral-basis methods, we will evaluate the chromatic effects at two levels.
The first level inquires how similar the spectra of chromatic distortions are to the expected
21 cm signal. The relevance of this question comes from the fact that chromatic effects
are insidious if they confuse 21 cm signatures in frequency space. To evaluate a best case
scenario for spectral-basis methods, we will use the dynamic spectra from our simulations
(excluding the 21 cm signal contribution) to find an optimal basis to represent foreground
contribution to the antenna temperature spectrum. We will then evaluate the relative
efficiency with which the foreground contribution and the 21 cm signal contribution to
antenna temperature is fit away by these optimal basis vectors. This first level of inquiry
merely evaluates the extent of foreground confusion. It does not give us a recipe to find
an optimal basis in practice. At the end of this section we will briefly explore our second
level of inquiry, that tries to evaluate two different spectral basis: (i) logpolyfit that
uses polynomials in logarithmic space as basis function and (ii) svdfit (described later)
which is a novel way to evaluate near-optimal basis functions from the dynamic spectrum
itself.

2.4.1 An optimal basis

We compute an optimal non-parametric basis using the simulated antenna temperature
without the inclusion of the 21 cm signal. Note that in practice, with single dipole ex-
periments, we do not have access to the antenna temperature without the inclusion of
the 21 cm signal, and hence we cannot compute an optimal basis from the data itself.

Non-parametric basis functions derived from the data itself have been explored in the
literature. Examples of application to interferometric observations of spatial fluctuations
in the 21 cm signal include the Independent Component Analysis (ICA) (Chapman et al.
2012), Singular Value Decomposition (SVD) (Liu & Tegmark 2012; Paciga et al. 2013),
and smoothing techniques (Harker et al. 2009). Chang et al. (2010) have used the SVD to
remove foregrounds for Hi intensity mapping at lower redshifts, and more recently, (Liu
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Figure 2.10: Plot demonstrating the application of SVD in evaluating chromatic effects of
the ionosphere. For this plot, the de Oliveira-Costa all sky map was used with the simulated
LOFAR LBA beam. The left panels show the first 5 dominant basis vectors (v1 through v5.
Right panels show the residuals of representation of (i) the time averaged foregrounds (solid
red) and (ii) the expected 21 cm signal (broken blue) with the first 1,2,3,4, and 5 basis vectors.

et al. 2013) have used the SVD technique in the context of global 21 cm signal extraction.
We will use the SVD technique to analyze chromatic effects in our simulations, due to
its desirable orthogonality property.

Our simulations provide a dynamic spectrum, Tf , which is a matrix of dimensions
nt x nν where nt and nν are the number of time and frequency bins in the data respec-
tively. We have used the subscript f to note that the dynamic spectrum used here is
due to the foregrounds, and does not include the 21 cm signal itself. We will use the
subscript 21 to denote the measured spectrum due to the presence of the 21 cm signal.
To find an optimal basis where the foregrounds are sparsely represented, we compute the
Singular Value Decomposition (SVD) of the dynamic spectrum Tf :

Tf = UΣVT . (2.24)

Matrix VT = [v1, v2, ...vnµ
] is an orthonormal matrix of size nν x nν whose rows (vi)

provide an orthonormal basis to represent the spectral variability in Tf . The vectors vi

are simply the eigen vectors of the correlation matrix Tf
HTf . Hence, we are treating the

spectra measured at different epochs as different realizations of snapshot measurements
of sky spectrum, and through eigen decomposition, finding a set of basis vectors that ef-
ficiently describe any linear combination of these snapshot spectra. Since each snapshot



2.4: Evaluation of chromatic effects 43

spectrum has contributions from a large part of the sky, we expect the spectra to have
some underlying ensemble properties that are efficiently described by the basis vectors vi.

The representation of the time averaged spectrum tf in terms of a basis vector vi is
given by

tf (vi) = vivi
T tf , (2.25)

and a representation of tf in terms of the first M basis vectors is given by

tf (VM
T ) = VMVM

T tf , (2.26)

where VM
T = [v1, v2, ...vM]. Because the vectors vi form an efficient basis to describe

the foregrounds, we expect the residual rms given by rms
(

tf (VM
T ) − tf

)
to decrease

rapidly as we increase M . Due to its contrasting spectral behavior, the time averaged
21 cm spectrum, t21 is not expected to be efficiently represented by the above basis com-
puted from the covariance matrix Tf

HTf due to the foregrounds alone. Consequently,
we expect the residuals of its representation rms(t21(VM

T ) − t21) to fall-off less rapidly
with increasing M . The last two statements basically reiterate the sparseness assump-
tion mentioned before. The value of M for which the residual rms of foregrounds is
lower than that of the 21 cm signal then gives us the minimum number of parameters
required to fit the foregrounds away. The difference in the rms of the 21 cm signal and
the rms of the 21 cm residuals also gives us the amount of power in the 21 cm signal that
is fitted away along with the foregrounds. It might also come to pass that the rms of
residual of foregrounds are always larger than that of the 21 cm signal. In such cases, the
foregrounds and chromatic effects are expected to introduce sufficient non-smooth struc-
ture, so as to inhibit their separation from the 21 cm signal using only the information
contained in the dynamic spectrum. In other words, the foreground spectral signatures
will completely confuse our efforts to detect the 21 cm signal with spectral basis methods.

Figure 2.10 demonstrates the computation of basis functions and residuals using the
SVD. For this figure, we have used the sky model from de Oliveira-Costa et al. (2008),
the simulated LOFAR LBA beam, and 24 hour observation over the frequency range
40 MHz to 85 MHz. We have included F-layer chromatic refraction (ne = 5 × 1011m−3)
and D-layer chromatic absorption (ne = 5 × 108m−3, νc = 10 MHz). The left-hand side
panels show the first five basis vectors obtained from SVD. The basis vectors are arranged
from top to bottom in decreasing order of dominance. The right hand panel shows the
residuals when the time averaged antenna temperature spectrum due to foregrounds
alone (red) and due to the expected 21 cm signal (blue) are represented in terms of
the first 1, 2, 3, 4 and 5 dominant basis vectors (from top to bottom). The sky model
from de Oliveira-Costa et al. (2008) at our frequencies of interest is constructed from
three principal components, and as such, may be fully expressed as a linear combination
of three spectral basis vectors. The beam and ionospheric chromatic effects however,
add additional complexity to the time-averaged antenna temperature spectrum and as
a consequence, need at least 5 basis vectors to be described to the required level. This
is clear from the right-hand panel plots in Figure 2.10 and the enumerated rms residual
levels for the red and blue curves. Clearly, only for the case of representation with 5 basis
vectors does the rms residuals for foregrounds reduce to levels significantly below those
of the 21 cm signal. The expected 21 cm signal has a residual of ∼ 13.7 mK after fitting
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with 5 basis vectors. The original 21 cm signal that was used in the simulations had an
rms (mean subtracted) of 34.85 mK. This means that if we use spectral-basis methods,
then not only we need a minimum of 5 components to fit the foregrounds, we also end
up loosing at least 85% of the variance (not rms) in the 21 cm signal to foreground
subtraction.

2.4.2 Limits of spectral-basis methods

We now repeat the analysis of Section 2.4.1 for the two dipole beams (i.e. achromatic and
chromatic) and for different F-layer electron densities. The results are shown in Figure
2.11. For brevity, we have not shown the basis vectors and residual spectra, but rather
shown the rms of residuals when (i) the foreground contribution to time-averaged antenna
temperature (red) and (ii) the 21 cm contribution to antenna temperature (blue) are fit
with increasing number of spectral basis vectors. The top panels show the rms residuals
for a frequency independent cos2(θ) beam, for different values of F-layer electron density.
The bottom panels show the same for the fiducial LOFAR LBA beam obtained from
electromagnetic simulations. As argued before, the abscissa for which the red curve dips
below the blue curve denotes the minimum number of spectral basis vectors required to
separate the foregrounds from the 21 cm signal. Note however that this does not neces-
sarily mean that the residuals are a representation of the 21 cm signal as is evident from
Figure 2.10. Each panel also show the levels denoting the 100% (solid black), 50%, and
25% (broken black) of the variance in the original 21 cm signal spectrum (black line) to
give intuition into the amount of variance (not rms) in the 21 cm spectrum that is lost
to foreground subtraction. Figure 2.11 thus also quantifies the minimum extent to which
chromatic effects confuse the 21 cm signature in spectral basis methods. Non-optimal
basis functions (including analytic functions) not only require more parameters to model
the foregrounds, but will also result in higher co-subtraction of the 21 cm signal along
with the foregrounds.

As mentioned before, in the absence of chromatic effects, the de Oliveira-Costa et al.
(2008) models may be fully described by just the first 3 spectral basis vectors. Figure 2.11
shows that for a frequency independent beam, if the F-layer electron density is low (< 2×
1012m−3), then the first 3 spectral basis vectors are still sufficient to separate foregrounds
and chromatic effects from the 21 cm signal. In case of the LOFAR LBA beam, at least
4 spectral basis vectors are necessary. Any generic basis functions (polynomials for
instance) if employed, will only require more than the minimum number of parameters
thus obtained from Figure 2.11. For instance, for the case of the LOFAR LBA beam
with ne = 5 × 10−11m−3 (bottom-left panel), a minimum of 4 parameters, or at least a
3rd order polynomial is required. Indeed, there is no guarantee that a polynomial basis
will represent the foregrounds sufficiently, but Figure 2.11 gives us a hard lower limit on
the number of independent parameters required for foreground subtraction, and also the
minimum amount of 21 cm signal variance that will be lost to foreground subtraction
with a spectral-basis method.
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Figure 2.11: Residual rms temperature when the mean antenna spectrum due to foregrounds (red ‘+’marks) and due to the fiducial 21 cm
signal (blue ‘×’ marks) are fit with an increasing number of basis vectors. All panels contain data simulated using the de Oliveira-Costa et al.
(2008) sky models. The top panels represent data for increasing values of F-layer electron density for a frequency independent cos2(θ) beam,
and the bottom panels are for the simulated (frequency dependent) LOFAR LBA beams. The sold black line marks the 100% of the variance
in the expected 21 cm signal, and the broken and dotted black lines show levels corresponding to 50% and 25% of the original variance
respectively.
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Figure 2.12: Figure showing the rms residual of fit for the cases of logpolyfit (blue curve:
Model 1, magenta curve: Model 2), and svdfit (red curve: Model 1, green curve: Model 2).
While logpolyfit fails to separate the two Models in all 4 panels, svdfit succeeds in the case
of a frequency independent beam.

2.4.3 logpolyfit and svdfit

The analysis of Section 2.4.2 presented an estimate of how much foregrounds and chro-
matic effects confuse 21 cm signatures for spectral-basis methods. In reality, for single
dipole experiments, we do not have access to the optimal basis functions simply because,
we cannot obtain a measurement of antenna temperature that includes foreground con-
tribution but not the global 21 cm signal contribution. If the dipole is embedded into an
array, then we will have independent measurements of spatially varying foregrounds. For
single dipole experiments however, we have to adopt other techniques to construct the
spectral basis vectors. In this subsection, we explore two such techniques. We will call the
first technique logpolyfit. This method has been proposed in literature (Pritchard &
Loeb 2008; Harker et al. 2012) for our frequency band. A closely related technique using
piecewise polynomials has also been applied on real data (Bowman & Rogers 2010), albeit
at higher frequencies. Logpolyfit attempts to use polynomials in logarithmic space as
basis vectors to represent foregrounds. In other words, we seek to fit the time-averaged
antenna temperature due to the foregrounds with the function

M(ν, a0, a1, a2, ...) = 10a0(log ν)0+a1(log ν)1+a2(log ν)2... (2.27)

where log denotes logarithm to base 10, and a0, a1, a2... are parameter values to be
estimated. To evaluate (in simplistic terms) how well logpolyfit performs, we will fit
the model M to two time-averaged antenna temperature spectra which we obtain from
our simulations: (i) tA(ν) − t21(ν), and (ii) tA(ν). Here t21 is the antenna temperature
due to the fiducial 21 cm signal, and tA is the total antenna temperature due to both
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foregrounds and the 21 cm signal. Hence the two models may be represented as

tA − t21 = M(ν, a0, a1...) : Model 1 (2.28)

and
tA = M(ν, a0, a1, ...) : Model 2 (2.29)

Assuming that M(ν, a0, a1...) fits out the foregrounds but not the 21 cm signal, Model
1 must perform significantly better compared to Model 2 in terms of goodness of fit.
This is because, Model 1 acknowledges the presence of the 21 cm signal contribution in
tA, whereas Model 2 does not. Note that we are not trying to fit for or solve for the
21 cm signal spectrum. We are assuming its form and are merely trying to ascertain its
presence in the simulated antenna temperature spectrum. In reality, we have to estimate
the shape of the 21 cm spectrum. But the above goodness of fit test provides a necessary
condition for any spectral-basis algorithm to work in the first place. We evaluate the
goodness of fit by computing the rms of the residuals of fit.

The second technique which we will call svdfit derives basis vectors to describe the
antenna temperature spectrum using the data itself (output of the simulation in our
case). Since as argued before, the data contain the 21 cm signal, evaluating the basis
vectors from the data itself will give us a set of basis vectors that will remove the fore-
grounds and the 21 cm signal with equal efficiency, thereby impeding their separation.
We instead subtract the time averaged spectrum from the dynamic spectra prior to SVD
evaluation. Since the antenna temperature due to a global 21 cm signal is unchang-
ing with time, the new mean subtracted dynamic spectra has no contribution from the
21 cm signal, and we may compute a set of optimal basis vectors that will not efficiently
describe the 21 cm signal. We may then use these basis vectors to fit Model 1 and Model 2.

Subtracting the time-averaged antenna temperature from the dynamic spectra also
removes any contribution from the global component of the foregrounds. In essence, we
are extracting a set of basis from the spatially structured foregrounds, and using them
to fit the away the global foreground component. Since the basis vectors are evaluated
from only a fraction of the sky brightness temperature, they will be sub-optimal. How-
ever, our antenna beam averages over large parts of the sky, and since the sky brightness
temperature spectrum is more or less stationary on such large scales, we expect these
basis vectors to well represent the foreground antenna temperature contribution from the
entire sky.

Figure 2.12 shows the rms residuals for Model 1 and Model 2 for logpolyfit and
svdfit. On the x-axis is the number of basis vectors used in case of svdfit, or the
order of the polynomial used in case of logpolyfit. Model 1 and Model 2 rms for
svdfit are plotted in red and green respectively, whereas, Model 1 and Model 2 rms
for logpolyfit are plotted in blue and magenta respectively. The different panels in
the Figure are for different F-layer electron densities, and the two different beams men-
tioned before. A successful algorithm must show a clear difference in the goodness of
fit (represented by rms residuals here) for the two models. Note that in addition, the
difference in rms between the Models must be larger than the uncertainties due to noise,
which are not considered here. In any case, logpolyfit (blue and magenta curves) is not
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able to separate the two Models for any of the cases, and is hence an inadequate basis.
svdfit on the other hand is able to ascertain the presence of the 21 cm signal for the
case of an ideal frequency independent beam. It however fails for the case of the fiducial
LOFAR LBA beam. This is perhaps because of the highly chromatic nature of the LO-
FAR LBA beam which mixes spatial structure of the foregrounds into spectral structure
in the antenna temperature spectrum. Consequently, basis vectors evaluated from the
spatially structured foregrounds are rendered inefficient in fitting the spectrum due to
the global foreground component. Hence, svdfit may be an interesting technique only
for experiments in our frequency range that use a (more or less) frequency independent
antenna.

2.4.4 Way forward

The simulations presented in this chapter make simplistic assumptions about a more
complicated reality. In particular, the real sky brightness may have much more com-
plex spectrum than the one we have assumed in our simulation. Similar is the case for
the ionospheric effects which in reality are dynamic and originate from an ionosphere
structure that is more complicated than our simple layered model. The results presented
herein are therefore expected to be lower limits to the chromatic mixing due to the fore-
grounds, beam, and the ionosphere. Consequently, spectral-basis methods may not be
the optimal way forward for foreground subtraction in our frequency range, despite being
attractive due to the simplicity of their only assumption— that the foregrounds have a
smooth spectrum compared to the 21 cm signal. The way forward warrants for tech-
niques that use stronger priors on the properties of foregrounds and chromatic effects.
Liu et al. (2013) have reached a similar conclusion in their analysis, and have suggested
that spatial structure in the foreground be exploited to separate them from the 21 cm
signal that has no spatial features. This however requires higher spatial resolution un-
afforded by single dipole experiments. Antennas or arrays that have higher resolution
also have highly chromatic beams with chromatic sidelobes that will cause a high level
of chromatic mixing on many spectral scales. Algorithms that overcome this limitation
have not been demonstrated till date.

Experiments with wide field-of-view dipoles may still benefit considerably from using
stronger priors. This is especially true since we have explicit prior knowledge of (i) the sky
brightness temperature from various surveys, (ii) fairly accurate antenna beam models
from simulations and measurements, and (iii) knowledge of ionospheric conditions from
GPS satellite based measurements or dipole-dipole cross-correlations. The LOFAR LBA
dipoles are part of an array and inter-dipole visibilities may provide strong priors on all
three of the above parameters. We thus propose to improve on spectral-basis methods in
our future work, wherein we plan to model the data using a full measurement equation
similar to equation (2.1).

2.5 Conclusions and future work

Single antenna wide field of view experiments that measure the sky spectrum to high
degree of accuracy are interesting probes of the cosmic dark ages, cosmic dawn, and the
epoch of reionization. Such measurements not only require unprecedented accuracy in
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receiver gain and noise temperature calibration, but also require accurate modeling and
removal of contamination along the frequency axis. Ionospheric refraction and absorption
are highly frequency dependent and are thus a potential limitation in such experiments.
Additionally, a frequency dependent antenna beam mixes spatial structure of foregrounds
into spectral structure providing an additional source of signal contamination. In this
chapter, we have studied the nature and magnitude of the above spectral contaminants
in the frequency range of 40 MHz to 100 MHz that is particularly interesting for cosmic
dawn studies.

We have arrived at the following results/conclusions:

1. A simple ionospheric model that accounts for static chromatic effects consists of
two homogeneous layers: the F-layer that accounts for chromatic refraction, and
the D-layer that accounts for chromatic absorption. In case of a sky with a global
spectral index −α, and a frequency invariant beam, chromatic refraction due to
typical F-layer electron densities (ne = 5 × 1011 m−3) adds a component to the
measured antenna dynamic spectrum that has a spectral index of −α − 2, and
is about ∼ 20 K at 45 MHz and ∼ 1 K at 85 MHz. Likewise, typical D-layer
absorption for an electron density of ne = 5 × 108 m−3, and collisional rate of
∼ 10 MHz, adds a (negative) component to the dynamic spectrum at the ∼ 1 − 2%
level with spectral shape given by ν−α/(ν2

c + ν2). Typical values for additional
signal due to D-layer absorption range from ∼ −130 K at 40 MHz to −6 K at
85 MHz. We have also shown that high F-layer electron densities lead to low
elevation cut-off of incoming rays, and that this leads to a knee-like feature in
elevation angle of the horizon ray versus frequency. We have identified the knee to
be at ∼ 4 times the plasma frequency. We have shown that if the F-layer electron
densities approach or exceed ne = 2 × 1012m−3 during the measurement duration,
low elevation cut-off leads to undesirable modulation of the measured spectrum
within the bandwidth of interest (40-85 MHz). We thus recommend monitoring of
ionospheric TEC throughout observations with an intention of flagging data during
periods with high TEC values.

2. To evaluate chromatic effects from more realistic sky and beam models, we have
set-up simulations that accept a variety of sky, beam, and ionospheric parameters
and produce dynamic spectra of the measured antenna temperature. We have eval-
uated chromatic effects for the de Oliveira-Costa et al. (2008) sky models, for ideal
frequency independent, and simulated LOFAR LBA beams. Using the results of
these simulations we have placed limits on the efficiency of spectral basis methods—
algorithms that separate foregrounds from the 21 cm signal based on the spectral
smoothness of foreground and chromatic effects as compared with the 21 cm signal.
In doing so we have shown that even under ideal ionospheric conditions a minimum
of 4 parameters are required to sufficiently describe chromatic effects of the LOFAR
LBA beam and the ionosphere, and that a minimum of ∼ 50% of the variance in
the 21 cm signal is typically lost due to confusion with foreground and chromatic
effects, rendering such a method inefficient.

3. We have also evaluated the efficiency of two practical algorithms: (i) logpolyfit

that uses polynomial in logarithmic space as basis functions, and (ii) svdfit— an
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algorithm proposed herein that uses the dynamic part of the antenna temperature
spectrum to compute a near-optimal set of basis vectors that may then be used
to separate foreground from the time averaged (static part) antenna temperature
spectrum. We show that logpolyfit fails as a spectral basis method in our fre-
quency range of interest, but svdfit has potential to succeed in case of a near
frequency independent beam. We however conclude that svdfit fails as a spectral
basis method in case of the highly chromatic LOFAR LBA. Moreover, dynamic
ionospheric effects will only decrease the efficiency of any spectral basis method.

4. We conclude that spectral basis methods, though attractive due to their simplicity,
do not use many of the strong priors (that almost always exist) from independent
measurements of the sky brightness temperature, ionospheric conditions, and the
dipole beam, all three of which have a large impact on the dynamic spectrum.
As part of future work, we plan to improve upon spectral basis methods for sin-
gle dipole experiments by modeling the observed data using a full measurement
equation. Additionally, embedding the dipole into an array gives dipole-dipole vis-
ibilities that provide strong constraints on not only receiver bandpass calibration,
but also on all the above factors. Array based measurements/constraints may be
an effective way forward for global 21 cm experiments. Consequently, as part of
future work, we also plan to develop a framework that exploits priors derived from
dipole-dipole visibilities, to address the challenges posed by large foregrounds and
chromatic mixing.

5. While we only address single dipole measurements in this chapter, our analysis
of chromatic lensing in the ionosphere (see sections 2.3.2 and 2.3.4) may have
implication for interferometric 21 cm experiments. This is especially important for
observations at epochs when the Galactic plane is at low elevations where refraction
is at its strongest. Refraction may cause bright radio sources to cross the spectrally
varying radio-horizon within the observation bandwidth giving insidious frequency
structure in the visibilities. As part of future work, we plan to evaluate these effects
on techniques presented by Parsons et al. (2012) and Vedantham et al. (2012) that
propose to filter out discrete foreground sources in the frequency domain.
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Abstract

In this chapter we consider random phase fluctuations imposed during wave propagation
through a turbulent plasma (e.g. ionosphere) as a source of additional noise in interfero-
metric visibilities. We derive expressions for visibility variance for the wide field-of-view
case (FOV∼ 10 deg) by computing the statistics of Fresnel-diffraction from a stochas-
tic plasma, and provide an intuitive understanding. For typical ionospheric conditions
(diffractive scale ∼ 5−20 km at 150 MHz), we show that the resulting ionospheric ‘scintil-
lation noise’ can be a dominant source of uncertainty at low-frequencies (ν . 200 MHz).
Consequently, low-frequency (ν . 200 MHz) widefield radio-interferometers must take
this source of uncertainty into account in their sensitivity analysis. We also discuss the
spatial, temporal, and spectral coherence-properties of scintillation noise that determine
its magnitude in deep integrations, and influence prospects for its mitigation via calibra-
tion or filtering.
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3.1 Introduction

Low frequency radio astronomy (50 MHz . ν . 500 MHz) is currently generating signif-
icant interest from across astronomical disciplines (Taylor & Braun 1999). In a build-up
to future telescopes like the SKA1 and HERA2 new pathfinder instruments like LO-
FAR (van Haarlem et al. 2013), MWA (Tingay et al. 2013), GMRT (Ananthakrishnan
1995), and PAPER (Parsons et al. 2010) are currently operational. Many of the science
cases for these instruments demand unprecedented sensitivity levels. However, attain-
ing the theoretical sensitivity limit (thermal noise) has been a perennial challenge at
low frequencies (ν < 200 MHz). Low-frequency radio waves are corrupted during their
propagation through plasma in the interstellar medium, interplanetary medium, and the
Earth’s ionosphere. Understanding the ensuing propagation effects is critical not only to
mitigate the resulting systematic errors, but also to study the media themselves. These
plasma are known to be turbulent in nature and introduce a stochastic effect on radio-
wave propagation. In this chapter, we treat this inherent randomness 3 as a source of
uncertainty above and beyond the thermal noise. In doing so we show that visibility
scintillation due to ionospheric propagation can be a dominant source of uncertainty at
low frequencies (ν < 200 MHz). Without calibration/filtering of this noise, current and
future instruments may not be able to attain their theoretical sensitivity limit.

Ionospheric-propagation effects are direction dependent, and have traditionally been
mitigated using self-calibration (Pearson & Readhead 1984). Self-calibration is very ef-
fective on individual sources observed with a narrow field-of-view (FOV). With a wide
FOV (several to tens of degrees) there may not be enough signal to noise ratio, or worse
yet, enough constraints to solve for phase errors in different directions within the relevant
phase decorrelation times-scales. This will invariably lead to direction dependent phase
errors that give rise to scintillation noise in visibilities. Such propagation effects have
long been identified as ‘challenges’ to low-frequency wide-field observations, yet there has
not been a concerted effort to evaluate the statistical properties of scintillation noise—
a primary aim of this chapter.

Various aspects of radio-wave propagation through turbulent plasma have been stud-
ied since the discovery of radio-star scintillation (Smith 1950; Hewish 1952). Earlier
theoretical work concentrated mainly on understanding intensity (zero-baseline) scintil-
lations (Mercier & Budden 1962; Salpeter 1967). With the advent of VLBI (Very Long
Baseline Interferometry) investigations into the general case of visibility scintillation were
carried out (Cronyn 1972; Goodman & Narayan 1989). The above authors all assume a
small FOV and compute the scintillation-statistics for a single source that is unresolved
(or partially resolved) by the interferometer baseline— a case that is not relevant for cur-
rent and future arrays with wide FOVs (several to tens of degrees). Recently, Koopmans
(2010) has taken into account a wide FOV and a 3-dimensional ionosphere to study the
ensemble averaged visibilities (infinite time-integration) that contain the speckle-halos
or ‘seeing’ that develops around point-like radio sources. In this chapter though, we are
mainly concerned about the second-order visibility statistics (variance) and the associ-

1 Square Kilometre Array: visit http://www.skatelescope.org for details
2 Hydrogen Epoch of Reionization Array: visit http://reionization.org for details
3 We will call this phenomena as ‘visibility scintillation’ after Cronyn (1972). Manifestation of the

same phenomenon in images will be called ‘speckle noise’.
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ated time- frequency- and spatial-correlation properties for a wide FOV interferometer.

The rest of the chapter is organised as follows. Section 3.2 describes the basic prop-
erties of a turbulent plasma and its effect on the wave-propagation phase. In Section
3.3, we compute the visibility statistics for a given (single) baseline due to phase mod-
ulation by the plasma. In doing so, since we are generalising earlier results concerning
scintillation of point-like sources to the case of an arbitrary sky intensity distribution, we
have borrowed many of the algebraic deductions from the works of Codona et al. (1986);
Coles et al. (1987); Cronyn (1972). Where appropriate, we have included the deductions
as applied to our case in the appendices for completeness. In Section 3.4, we use the
results of Section 3.3 in conjunction with a realistic sky model to make forecasts for
visibility scintillation due to ionospheric propagation. We choose the ionospheric case,
since it is the dominant source of scintillation in current arrays, but we use a notation
that is generic enough so as to be applicable also to inter-planetary and inter-stellar
scintillation. In Section 3.5, we discuss the temporal, spatial, and spectral coherence of
visibility scintillation— properties that are important to the evaluation of time/frequency
averaging and aperture synthesis effects. Finally in Section 3.6 we present our salient
conclusions, and draw recommendations for future work.

3.2 Basic properties

A turbulent plasma introduces a time, frequency, and position dependent propagation-
phase on electromagnetic waves. These phase fluctuations are a direct consequence of
density fluctuations in the plasma due to turbulence. Consequently, the propagation
phase is expected to have certain statistical behaviour in time, frequency, and position.
These statistical properties have been studied in detail elsewhere (see Wheelon (2001) and
references therein), and we only summarise them here. We will make use of the widely
used ‘thin screen’ approximation (Wheelon 2003) wherein we assume the propagation
phase in any given direction to be the integrated phase along that direction. This reduces
the statistical description of plasma turbulence to an isotropic function in 2-dimensions.

3.2.1 Frequency dependence

The refractive index in a non-magnetised plasma is given by

η =

√
1 −

ν2
p

ν2
≈ 1 − 1

2

ν2
p

ν2
, (3.1)

where νp is the electron plasma frequency, ν is the electromagnetic-wave frequency, and
the approximation holds for ν ≫ νp. The plasma frequency itself is given by

νp =
1

2π

√
nee2

meǫ0
, (3.2)

where e and me are the electron charge and mass, and ǫ0 is the permittivity of free space.
Typical ionospheric plasma frequency values are of the order of a few MHz. The phase
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shift due to wave propagation is (thin-screen approximation)

φtot =

∫
dz

2πη(z)

λ
, (3.3)

where λ = c/ν is the electromagnetic wavelength (c is the speed of light in vacuum), and
z is the distance along the propagating ray. Using equation 3.1, we get

φtot =

∫
dz

2πν

c
− 1

2

∫
dz

2πν2
p

cν
, (3.4)

where the second term is the additional phase shift introduced due to the plasma (φ
say), and the first term (geometric delay) is usually absorbed into the interferometer
measurement equation. It follows that the propagation phase φ is inversely proportional
to the frequency ν:

φ(ν) ∝ ν−1. (3.5)

3.2.2 Spatial properties

Spatial variations in plasma density ne may be modelled as a 3-dimensional Gaussian
random field with a power spectrum given by a −11/3 index power-law corresponding

to Kolmogorov-type turbulence4 (Wheelon 2001). Since νp ∝ n
1/2
e (equation 3.2), and

since φ ∝ ν2
p (equation 3.5), it follows that φ ∝ ne. Hence, the propagation phase is also

a Gaussian random field with a power-spectrum given by

∣∣∣φ̃ (k)
∣∣∣
2

∝ k−11/3 ko < k < ki, (3.6)

where k is the length of the spatial wave-number vector k, and ko is the wavenumber
corresponding to the outer-scale or the energy-injection scale, and ki corresponds to the
inner-scale or energy dissipation scale. Note that we have assumed isotropy here for il-
lustration, but we will keep the notation generic in the derivations so as to be applicable
to an anisotropic power spectrum. We will assert the thin-screen approximation by inter-
preting k as the length of the 2-dimensional (transverse coordinates) spatial wavenumber
vector, since kz = 0 essentially corresponds to the path integrated phase used in the thin-
screen approximation. For k < ko the power spectrum is expected to be flat, and for
k > ki the power spectrum is expected to fall off rapidly to zero. For the ionospheric case,
the inner-scale is thought be to of the order of a few metres (ion-gyroradius) (Wheelon
2001). In the regime of interest to us, both the Fresnel scale (defined later) and baseline
lengths are significantly larger than the inner-scale and its effects may be safely ignored.
In any case, the steep −11/3 index power-law gives negligible power in turbulence on
such small scales. The outer-scale on the other hand can be several tens to hundreds of
kilometre. Such scales are typically within the projected field of view of current wide-field
telescopes on the ionosphere and it is prudent to retain the effects of eddies on scales
larger than the outer-scale in widefield scintillation noise calculations. To make the com-
putations analytically tractable, we will choose a form that has a graceful transition from

4 The statistics of ionospheric phase solutions in LOFAR data also attest this assumption (Mevius et
al. priv. comm.).
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the inertial 11/3-law range (k > ko) and the flat range (k < k0)5:

∣∣∣φ̃ (k)
∣∣∣
2

=
5φ2

0

6πk2
o

[(
k

ko

)2

+ 1

]−11/6

, (3.7)

where we have normalised the spectrum to represent a 2-dimensional Gaussian random
field (phase screen) with variance φ2

0. We caution the reader that since there is no
generally accepted theory of ionospheric plasma turbulence, neither the injection scale
ko, nor the index (β = 11/3 here) are uniquely determined. We have chosen the 11/3 law
since it corresponds to a well known Kolmogorov law, and since it falls within the range
of 3 < β < 4 suggested by measurements of ionospheric scintillation (Rufenach 1972).
The two-dimensional Fourier transform of equation 3.7 gives the spatial auto-correlation
function of the ionospheric phase:

ρ(r) =
5

3

(πk0r)5/6

Γ(11/6)
K 5

6
(2πk0r), (3.8)

where r is the spatial separation, Γ(.) is the Gamma function, and K 5
6
(.) is the modified

Bessel function of the second kind of order 5
6 . The auto-correlation function ρ(r) has

been normalised such that ρ(0) = 1. For spatial separations significantly smaller than
the outer scale (rk0 ≪ 1) we can use a small argument expansion of the Bessel function
to get

ρ(r) ≈
[
1 − Γ(1/6)

Γ(11/6)
(πk0r)

5
3

]
. (3.9)

The spatial correlation is often described in terms of the structure function which is
easier to measure in practice:

D (r) = 〈(φ(r0 + r) − φ(r0))2〉 = 2φ2
0 [ρ(0) − ρ(r)] . (3.10)

Using equation 3.9, we can show that the structure function takes the usual form for
Kolmogorov turbulence:

D (r) ≈
(
r

rd

)5/3

, (3.11)

where the approximation holds for πrko ≪ 1, and D (r) . 2〈φ2〉, the latter being its
asymptotic value, and rd is the diffractive-scale: the separation at which the phase
structure-function reaches unity. The diffractive scale is given by

rd =
1

πko

(
Γ(11/6)

2Γ(1/6)φ2
0

)3/5

. (3.12)

Finally, using the frequency scaling from equation 3.5, we can show that the diffractive
scale varies with frequency as

rd(ν) ∝ ν6/5. (3.13)

Typical values of the diffractive scale at 150 MHz vary between ∼ 5 km to ∼ 30 km
(Mevius et al. priv. comm.). Any two of the three variables ko, 〈φ2〉, and rd uniquely

5 The choice of the power spectrum is similar to the one made by von Karman (1948) in his study of
fluid-turbulence.
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Figure 3.1: Phase power spectrum (left) and the corresponding structure function (right) with
typical values for ionospheric turbulence parameters (ro = 400 km, rd = 10 km, φ2

0 = 5.87 rad2).
The shaded region shows the range of Fresnel scale values (for an ionospheric height of 300 km)
for frequencies between 30 MHz and 1 GHz. .

determine the power spectrum. Fig. 3.1 shows an example power spectrum (isotropic)
and its structure function for typical ionospheric parameters (at 150 MHz) of ro =
400 km, rd = 10 km, φ2

0 = 5.87 rad2. In the following section, we will use a vector
argument for the power spectrum and the structure function such that the results are
also valid for anisotropic turbulence.

3.2.3 Time dependence

The temporal variation in interferometric phase is usually dominated by relative motion
between the observer and the plasma irregularities rather than an intrinsic evolution of
the turbulence itself. For instance, ionospheric turbulence is expected to ‘ride along’ a
bulk wind at speeds of the order of v = 100 − 500 kmhr−1. This couples the tempo-
ral and spatial correlation properties of ionospheric phase which we explore in Section
3.5. Regardless, spatial decorrelation of ionospheric on a scales of r implies a temporal
decorrelation on a time scale of

τd = r/v. (3.14)

As shown in Section 3.5.1, the relevant spatial decorrelation scales is of the order of the
baseline length with a minimum decorrelation scale equal to the Fresnel scale. For the
case of ionospheric effects in current low-frequency arrays, the above spatial scales vary
from few hundred metres to several tens of kilometres. Hence, the relevant temporal
decorrelation scales are of the order of few seconds to several minutes.

3.3 Single baseline statistics

In this section we derive the statistical properties of the interferometric visibility for a
given baseline (antenna pair). We will assume that all antennas of the interferometer lie
on a plane that is parallel to the diffraction screen, and denote all positions as vectors
in two-dimensions. The geometry is sketched in Fig. 3.2. The electric field on the
observer plane due to a unit flux source at position-vector l is given by the Kirchhoff-
Fresnel integral (Born & Wolf 1999) evaluated on the diffraction plane (phase-screen in
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h = 300 km

rf = 300 m, θf = 3.5'

height

Fresnel scale

Diffractive scale
rd = 10 km, θd = 2 deg

Station size

θ
FWFN ~ 8 deg

Phase screen

d = 30 m

l = sinθ

hl

b < rf b > rf

Overlapping Fresnel zones

Figure 3.2: A not-to-scale sketch showing the assumed geometry in this chapter along with
some length- and angular-scales that are relevant for our discussion. The numerical values are
typical for the case of ionospheric propagation at ν = 150 MHz.

our case):

E(r, l) =
1

iλh

∫
d2x exp

[
iπ

λh
(x − r)2

]
exp [−i2πx · l/λ] exp [iφ(x)] , (3.15)

where we have used the short-hand notation x2 = |x|2. The second exponent accounts
for the geometric delay in arrival time of the wavefront on different points on the diffrac-
tion plane, and the third exponent denotes the phase modulation of the wavefront as it
crosses the phase screen6. The first exponent which we will call the ‘Fresnel exponential’,
represents the effects of relative path-length differences between the ‘scatterers’ on the
diffraction screen at x and the observer at r. Note that relative distance in equation
3.15 is only accurate to quadratic order (Fresnel diffraction). The higher order terms in
the scatterer-observer distance become comparable to a wavelength if the FOV exceeds
about 10 deg. By completing the square in the first two exponents, we get

E(r, l) =
1

iλh
exp [−i2πr · l/λ] exp

[
−iπhl2/λ

] ∫
d2x exp

[
iπ

λh
(x − r − hl)2

]
exp [iφ(x)] .

(3.16)
Making a change of variable: x − r − hl → x, we get

E(r, l) =
1

iλh
exp [−i2πr · l/λ] exp

[
−iπhl2/λ

] ∫
d2x exp

[
iπ

λh
x2

]
exp [iφ(x + r + hl)] ,

(3.17)

6 Taylor expand this exponential to 1st order (weak scattering regime) gives the well known Born
approximation of the 1st order where φ(x) is the scattering amplitude.
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which is basically a convolution of the phase modulating function with the Fresnel ex-
ponential. The complex Fresnel exponential varies rapidly for x2 & rF where rF =√
λh/(2π) is called the Fresnel-scale (depicted as dashed-line rectangles in Fig. 3.2).

Consequently, most of the contribution to the integral comes from a small region of size
rF around the stationary-phase point x = 0. If the phase variation φ(x) on the diffrac-
tion screen is small (≪ 1 radian) over spatial scales of the size of rF, then the integral
may be approximated by its value at the stationary-phase point. This is often referred
to as the pierce-point approximation since we are reducing the electric-field phase in a
certain direction l to the ionospheric-phase at r + hl, which is the point of intersection
of a ray travelling from r in direction l with the scattering screen:

Epp(r, l) = exp [−i2πr · l/λ] exp
[
−iπhl2/λ

]
exp [iφ(r + hl)] , (3.18)

where the subscript denotes the pierce-point approximation. The visibility on a baseline
b due to a source at l is defined as

V (b, l) ≡ E(r, l)E∗(r + b, l), (3.19)

where (.)∗ denotes complex conjugation. Since we assume the statistics of the ionospheric
phase to be spatially invariant, the visibility statistics are independent of the choice of r
and we choose r to be the origin. Using the expression for the electric field from equations
3.17 and 3.18, we can write the visibility for a unit flux-density source without and with
the pierce-point approximation as

V (b, l) =
exp [i2πb · l/λ]

λ2h2

∫ ∫
d2x1d

2x2 exp

[
iπ

λh
(x1

2 − x2
2)

]

exp [i(φ(x1 + hl) − φ(x2 + hl + b))] and (3.20)

Vpp(b, l) = exp [i2πb · l/λ] [exp [i(φ(hl) − φ(hl + b))]] , respectively. (3.21)

Due to the convolution with the Fresnel exponential, the pierce-point approximation is
accurate only when b & rF where the Fresnel-zones for the two receiving antennas do not
overlap (see Fig. 3.2). In any case, the visibility from the entire sky can be written in
terms of the point-source visibility as

V (b) =

∫
d2l√
1 − l2

I(l)V (b, l), (3.22)

where I(l) is the apparent-sky surface brightness as seen through the primary beam of
the antennas comprising the interferometer elements (primary beam). We are primar-
ily interested in the statistical properties of V (b) such as its expectation 〈V (b)〉, and
variance σ2

V =
〈
|V (b)|2

〉
− |〈V (b)〉|2. We want to compute these statistics as ensembles

over different ionospheric phase screen realisations. The reader should not confuse these
expectations with the expectations over the inherent randomness in emission from astro-
physical sources which has been made implicit in our notation. The expected value of
the visibility is then given by

〈V (b)〉 =

∫
d2l√
1 − l2

I(l) 〈V (b, l)〉 . (3.23)



3.3: Single baseline statistics 59

The above expectation is analytically tractable and yields (Bramley 1955; Ratcliffe 1956,
see also Appendix 3.6)

〈V (b)〉 = 〈Vpp(b)〉 =

∫
d2l√
1 − l2

I(l) exp [i2πb · l/λ] exp

[
−1

2
D (b)

]

= V (b) exp

[
−1

2
D (b)

]
. (3.24)

Hence the expected visibility is equal to the visibility in the absence of the ionosphere,
diminished by a factor that depends on the ionospheric phase structure function for a
separation given by the baseline. Note that the above equation (second-moment of the
electric field) is independent of the strength of scattering, and identical for both cases
(with and without the pierce-point approximation). As we will soon see, this similarity
does not extend to higher moments of the electric field.

The visibility variance due to the entire sky is given by

σ2 [V (b)] =

∫
d2la√
1 − l2

a

I(la)

∫
d2lb√
1 − l2

b

I(lb)σ2 [V (b, la, lb)] . (3.25)

Analytically computing the two-source visibility variance (σ2 [V (b, la, lb)]) is tedious and
not very enlightening. The interested reader may find the proof in Appendix 3.6, and we
present the final expressions here:

σ2 [Vpp(b, la, lb)] = 4 exp [i2πb · ∆l/λ]

∫
d2q exp [−i2πhq · ∆l]

∣∣∣φ̃ (q)
∣∣∣
2

sin2 (πq · b)

(3.26)
for the pierce-point approximation, and

σ2 [V (b, la, lb)] = 4 exp [i2πb · ∆l/λ]

∫
d2q exp [−i2πhq · ∆l]

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
−πq · b + πλhq2

)
, (3.27)

for the full Kirchhoff-Fresnel integral. In deriving the above, we have assumed that the
scattering is weak: the phase fluctuations within a Fresnel-scale are small. The visibility
variance is expressed as an integral of various wavemodes q in the phase power-spectrum
that are modulated by a sine-squared term which is a consequence of the Fresnel ex-
ponent. For this reason, this term is often called the Fresnel-filter (Cronyn 1972). In
Section 3.3.1, the Fourier-domain representation will also be instrumental in developing a
deeper intuitive understanding of Fresnel-diffraction by a phase modulating screen. The
pierce-point expression is a special case of the full Kirchhoff-Fresnel evaluation where
the Fresnel-scale in the Fresnel-filter goes to zero– a direct consequence of the stationary
phase approximation.

Cronyn (1972) has derived an expression for visibility co-variance between two redun-
dant baselines that are spatially displaced by d and are looking at a single point-source.
Whereas we are dealing with visibility co-variance between two sources separated by ∆l,
his expression is identical to our equation 3.26 if we replace h∆l with d. The similarity
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comes from the fact that both derivations are essentially evaluating the 4-point correla-
tion of ionospheric phase (with the Fresnel convolution). In one case the 4-points are the
pierce-points of the 4 antennas forming the redundant baseline pair, each looking in some
direction. In the other case, the pierce-points are those of the two antennas forming the
baseline, looking in two different directions.

The visibility variance due to the entire sky can now be written as

σ2 [V (b)] = 4

∫
d2la√
1 − l2

a

I(la)

∫
d2lb√
1 − l2

b

I(lb) exp [i2πb · ∆l/λ]

∫
d2q exp [−i2πhq · ∆l]

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
−πq · b + πλhq2

)
. (3.28)

Interchanging the order of integration, we get

σ2 [V (b)] = 4

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
−πq · b + πλhq2

) ∫ d2la√
1 − l2

a

I(la)

∫
d2lb√
1 − l2

b

I(lb) exp [i2π(b − λhq) · ∆l/λ] . (3.29)

The integrations with la and lb yield the sky power-spectrum7 computed at b − λhq:

∫
d2la√
1 − l2

a

I(la)

∫
d2lb√
1 − l2

b

I(lb) exp [i2π(b − λhq) · ∆l/λ] = |V (b − λhq)|2. (3.30)

Hence the visibility variance for the Kirchhoff-Fresnel evaluation is

σ2 [V (b)] = 4

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
−πq · b + πλhq2

)
|V (b − λhq)|2, (3.31)

whereas the visibility variance for the pierce-point approximation is

σ2 [Vpp(b)] = 4

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2 (πq · b) |V (b − λhq)|2. (3.32)

We have thus related the visibility variance to the statistics of ionospheric turbulence

(via
∣∣∣φ̃ (q)

∣∣∣
2

), the scattering geometry (via the Fresnel filter) and the sky power spec-

trum. We note here that equation 3.31 is applicable to an arbitrary sky intensity power
spectrum (the |V (b −λhq)|2 term). Cronyn (1972, equation 25) have derived an expres-
sion for visibility scintillation from a single extended (due to scattering) source, where
they make the assumption that source is unresolved by the interferometer baseline in the
absence of propagation effects. Their equation for the scintillation variance is similar to
our equation 3.31 but with the sky power spectrum replaced by |V (λhq)|2— valid only
with the unresolved source assumption. While this assumption is valid for scintillation
of compact sources (such as pulsars and some quasars), it is not necessarily valid for the
case of low frequency wide-field interferometry due to the presence of sky emission on

7 More precisely, the sky power spectrum in the absence of propagation effects.
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many spatial scales.

The pierce-point approximation leads to evident inconsistencies. For instance, when
b = λhq, the visibility variance receives contribution from the total power emission (dif-
fuse) in the sky. In the Kirchhoff-Fresnel expression, however, the Fresnel filter vanishes
for b = λhq. However for |b| ≫ rF, the Fresnel-filter term in equation 3.31 reduces
to the one in equation 3.32. The pierce-point approximation works well for baselines
far larger than the Fresnel-scale, but give erroneous results for baselines of the order of
the Fresnel scale— an important conclusion for current and future low-frequency radio
telescopes that have compact array configurations.

3.3.1 Physical interpretation in one-dimension

We will now present some physical intuition behind equation 3.31. In doing so our
emphasis will be on the ‘meaning’ or significance of the terms and not on the algebraic
correctness. Hence, we will simply use a hypothetical 1-dimensional sky and phase-screen.
Equation 3.31 is an integral on various Fourier modes (with spatial frequency q) of the
modulating phase on the diffraction screen. The diffraction pattern on the observer plane
is a superposition of the Fresnel diffraction patterns due to each of these Fourier modes.

The amplitudes of these Fourier modes are mutually independent:
〈
φ̃(q1)φ̃∗(q2)

〉
= 0 for

|q1| 6= |q2|, and we can add the visibility variances due to individual Fourier modes as in
equation 3.31. The electric field at position r on the observer plane E(R) can be written
in terms of the electric field on the diffraction plane ED(r) using the Fresnel-Kirchhoff
integral:

E(R) =
1√
iλh

∫
dr ED(r) exp

[
iπ

λh
(r −R)2

]
exp [iφ(r)] . (3.33)

We will again make the weak scattering approximation and Taylor expand the exponent
containing the modulation phase φ(r) to write

E(R) =
1√
iλh

∫
dr ED(r) exp

[
iπ

λh
(r −R)2

]
+

i√
iλh

∫
dr ED(r)φ(r) exp

[
iπ

λh
(r −R)2

]
.

(3.34)
The first integral gives the electric field on the observer plane in the absence of any scat-
tering, say Eo(R). The second term is the scattered field Es(R), and it is the interference
between these two fields that we are interested in. Es(R) can be written by expressing
φ(r) as a Fourier transform as

E(R) = Eo(R) +
i√
iλh

∫
dq φ̃(q)

∫
dr ED(r) exp

[
iπ

λh
(r −R)2

]
exp [i2πqr] . (3.35)

Completing the square in the complex exponent, we get

E(R) = Eo(R) +
i√
iλh

∫
dq φ̃(q) exp [i2πqR] exp

[
−iπλhq2

]

∫
drED(r) exp

[
iπ

λh
(r −R+ λhq)2

]
. (3.36)
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The integral is equal to the incident field shifted by λhq: Eo(R− λhq). Hence, we get

E(R) = Eo(R) + i

∫
dq Eo(R− λhq) φ̃(q) exp [i2πqR] exp

[
−iπλhq2

]
. (3.37)

The lateral shift of the scattered field on the observer plane is a direct consequence of
(weak) phase modulation of the electric field on the diffraction plane by a ‘phase-wave’
with spatial frequency of q. For instance, consider a plane wave travelling in direction l.
Its geometric phase on the diffraction screen at position r is 2πlr. Phase modulation by
a ‘phase-wave’ of spatial frequency q adds an additional phase of 2πqr. The aggregate
phase is then 2π(l + q)r— that of a plane wave travelling in direction l + q. Hence, an
incident wave from direction l emerges from the diffraction plane travelling in direction
l + q. This is depicted in Fig. 3.3 where the sky is shown as a set of point sources (blue
dots) on an imaginary ‘sky surface’. In the absence of the diffracting screen, the waves
from these sources interfere to produce an instantaneous electric field on the observer’s
plane Eo(R) depicted as a stochastic blue curve. The diffracted waves, each being ‘de-
flected’ by an angle q form an interference pattern that is shifted on the observer’s plane
by an amount λqh. This is depicted as the stochastic red curve in Fig. 3.3. It is the
interference between the direct incident field Eo(R) and the stochastic8 scattered field
Eo(R−λhq) that leads to most of the visibility scintillation noise. Due to a lateral shift of
λhq between the interfering electric fields, visibility scintillation on a baseline b is indeed
sensitive to sky structures on baseline b−λhq as evidenced in equation 3.31. Finally, the
additional geometric phase terms in equation 3.37, are a consequence of the additional
path-length travelled by the deflected rays (including wavefront curvature effects), and
lead to the sine-squared term (Fresnel filter) in equation 3.31.

We will demonstrate the above deductions more formally by considering a single
wave mode: φ̃(q) = φ̃(q0)δ(q − q0) + φ̃∗(q0)δ(q + q0), where q0 > 0 and we have imposed
conjugate symmetry to get a real phase field φ(r). The electric field on the observer’s
plane is then

E(R) = Eo(R) + iφ̃(q0)Eo(R− λhq0) exp [i2πq0R] exp
[
−iπλhq2

0

]

+iφ̃∗(q0)Eo(R+ λhq0) exp [−i2πq0R] exp
[
−iπλhq2

0

]
. (3.38)

The instantaneous visibility on baseline b can be written as

V (b) = E(−b/2)E∗(b/2) = Vo(b) + 2φ̃∗(q0)Vo(b− λhq0) sin(−πq0b+ πλhq2
0)

+2φ̃(q0)Vo(b+ λhq0) sin(πq0b+ πλhq2
0), (3.39)

where we have disregarded the higher order terms in φ̃(q0) which can be shown to reduce
to zero up to fourth-order in the visibility variance. The fourth-order terms are expected
to be negligible for weak scattering. The first terms Vo(b) is the incident visibility in
the absence of scattering, and the other terms are the result of interference between the
incident and scattered fields. The variance of the visibility (over phase-screen realisations)

may be computed by observing that
〈[
φ̃(q0)

]n〉
=
〈[
φ̃∗(q0)

]n〉
= 0, for n = 1, 2 and

8 Stochastic here refers to the random nature of φ̃(q).
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Figure 3.3: Cartoon (not actual ray-tracing) depicting the physical interpretation of equation
3.31. A single ionospheric phase mode with spatial frequency q results in the displacement of
the visibility on the observer plane by an amount qλh. Equivalently, part of the flux in a source
in the direction l is scattered into directions l + q and l − q.

〈
φ̃(q0)φ̃∗(q0)

〉
=
∣∣∣φ̃ (q0)

∣∣∣
2

:

σ2 [V (b)] = σ2 [Vo(b)] + 4
∣∣∣φ̃ (q0)

∣∣∣
2

sin2
[
−πq0b+ πλhq2

0

]
|Vo(b− λhq0)|2

+4
∣∣∣φ̃ (q0)

∣∣∣
2

sin2
[
πq0b+ πλhq2

0

]
|Vo(b+ λhq0)|2 (3.40)

where q0 > 0. The term σ2 [Vo(b)] is the visibility noise in the absence of scattering
(sky noise + receiver noise), and the second term is the scintillation-noise contribution
to the visibility variance. Since the complex amplitude for different wave-modes φ̃(q) are
uncorrelated, we can express the visibility variance as an integral over variance due to a
single wave mode as computed in equation 3.40:

σ2 [V (b)] = 4

∫ q=+∞

q=−∞
dq
∣∣∣φ̃ (q)

∣∣∣
2

sin2(−πqb+ πλhq2) |Vo(b− λhq)|2

(scint. noise component) (3.41)

where we have extended the limits of integration to include negative values of q. Equation
3.41 is a one-dimensional analogue of equation 3.31, but we derived it along with some
physical intuition behind the nature of visibility scintillation. An ionospheric wave-mode
of spatial-frequency q0 creates a speckle which is a coherent copy of the original sky but
shifted by an angle q0. The phase-coherence between the original sky sources and their
respective (shifted) speckles leads to constructive and destructive interference on the
observer plane. The interference patter varies due to fluctuations in the plasma-screen
(due to turbulence), leading to speckle-noise or equivalently visibility-scintillation. The
reader may note that this interference-effect does not directly follow from application of
the van Cittert-Zernike theorem often used in Fourier synthesis imaging, since it assumes
that all sources are incoherent (or independent) radiators.
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3.4 Scintillation noise for a realistic sky model

As shown in equation 3.31, to compute the scintillation noise in visibilities, we need to
know the sky power spectrum |V (b)|2. The sky power-spectrum obviously depends on
the part of the sky being observed. However, we expected it to have certain average prop-
erties. On short baselines (large angular modes) the sky power spectrum is dominated
by Galactic diffuse emission, and on longer baselines (small angular modes) the power
spectrum is dominated by the contribution from a multitude of compact and point-like
sources. Since the Fresnel filter vanishes for b ≈ λhq, we expect a sub-dominant contri-
bution from the Galactic diffuse emission, and in this section, we numerically compute
the scintillation noise due to point sources as a function of frequency and baseline length.

The sky power spectrum due to point sources can be written as

|V (b)|2 =
N−1∑

a=0

N−1∑

b=0

SaSb exp [i2πb · (la − lb)/λ] , (3.42)

where we have assumed the sky to consist of N sources, and the ith source has a flux-
density Si. Clearly, the sky power spectrum depends on the angular distribution of
sources and their relative flux-densities. For simplicity, we will assume that sources are
distributed uniformly in the sky (no clustering). We will also assume that the averaged
separation between sources la − lb is larger than the interferometer fringe spacing λ/b.
In practice, this assumption implies that we count all sources within the interferometer
fringe-spacing as a single point source. Under these assumptions, if there are many
sources within each flux-density bin, then the complex exponential in equation 3.42
decorrelates the summations unless a = b. For a = b, we get

|V (b)|2 =
N−1∑

a=0

S2
a. (3.43)

Hence, the scintillation noise due to many point sources is equal to the scintillation noise
from a single point source with flux

Seff =

√√√√
N−1∑

a=0

S2
a. (3.44)

We note here that the above assumptions give a baseline independent power spectrum
which is sometimes referred to as the ‘Poisson-floor’ in the sky power spectrum due to
point sources. A few dominant sources in the field will lead to an interference pattern
which may deviate significantly from this Poisson-floor. However, bright sources present
a large signal to noise ratio to solve for (self-calibration) the propagation phase within
scintillation-decorrelation frequency- and time-scales, and hence, we do not compute
their scintillation noise contributions assuming that they have been largely calibrated
and removed. It is the scintillation noise from the myriad of intermediate and low flux-
density sources which may not be removed from direction dependent calibration due to
insufficient signal to noise ratio that we are concerned with. Seff can be evaluated using
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the density function for sources within different flux-bins:

d2N(St)

dStdΩ
= C S−α

t ν−β Jy−1sr−1, (3.45)

where dN is the expected number of sources at frequency ν per unit solid angle whose
flux lie within an interval dSt about St, C is a normalising constant (defined later), and
α and β are typically negative and depend on the flux range. Note that the above source
count is defined for the true flux, not apparent flux. The apparent flux at position l on
the sky is given by

S(l) = StB(d, ν, l), (3.46)

where B(d, ν, l) is the primary beam factor at frequency ν in direction l for a primary
aperture of diameter d. For our scintillation noise calculations, we are interested in the
source counts for the primary-beam weighted sky N(S) which is the number of sources
in the visibly sky whose apparent flux-densities lie in an interval dS about S. Integrating
over the visible 2π solid angle, we can write

dN(S)

dS
=

∫ ∫

2π

dΩ
d2N [S/B(d, ν, l))]

dStdΩ

∣∣∣∣
dSt

dS

∣∣∣∣ , (3.47)

where, we have made a change of variables from St to S, with a simple scaling by
the Jacobian. We can do this since the relationship between true and apparent flux is
monotonic. Using the source-counts from equation 3.45, we get

dN(S)

dS
= CS−αν−β

∫ ∫

2π

dΩBα−1(d, ν, l). (3.48)

We can then define an effective beam as9

Beff(d, ν) =

∫ ∫

2π

dΩBα−1(d, ν, l), (3.49)

and write the number of sources in the visible sky with apparent flux between S and
S + dS as

dN(S)

dS
= CBeff(d, ν)S−αν−β . (3.50)

We can now evaluate the relevant quantity Seff(d, ν) =
√∑

S2 using the source counts
as

S2
eff(d, ν) =

∫ Smax

Smin

dS
dN(S)

dS
S2

=
CBeff(d, ν)ν−β

3 − α

(
S3−α

max − S3−α
min

)
≈ CBeff(d, ν)ν−β

3 − α
S3−α

max , (3.51)

where the approximation holds since α < 3 (typically). This implies that most of the
scintillation noise contribution comes from bright sources. It is then relevant to evaluate
to what flux limit self-calibration is able to remove phase effects on the brightest sources.

9 For α = 2.5 (typical value) the effective beam Beff(d, ν) is about 20 − 25% lower than the area
under the beam.
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Table 3.1: Reference parameters for calculation of the effective scintillating flux

Parameter Value Comments

d 30 m Primary aperture diameter
ν 150 MHz
SEFD 1200 Jy For Tsky of 300 Kelvin (excludes receiver noise

contribution)
α 2.5 For sources at few to tens of Jy (Windhorst et al.

1985, Fig. 4a) (also see text)
β 0.8 Average low frequency radio-source spectral index

(Lane et al. 2014, Fig. 7)
ζ 5 Ensures reliable calibration solutions
Beff 0.0033 sr Numerical integration of equation 3.49
∆ν 1 MHz Frequency cadence for calibration
∆τ 2 sec Typical scintillation decorrelation scale for short

baselines
Smax (with cal) 3 Jy Using equation 3.52
Seff (with cal) 5.86 Jy Using equation 3.53
Smax (without cal) 3.52 Jy Using equation 3.58
Seff (without cal) 6.1 Jy Using equation 3.60

This limit is array and field dependent, a detailed discussion of which is beyond the
scope of this chapter. We will however proceed by assuming that calibration completely
removes scintillation noise on all sources that present a signal to noise ratio per visibility
that is larger than some factor ζ, where we compute the thermal noise for a visibility
integration bandwidth and time of ∆ν and ∆τ respectively. We attain a signal to noise
ratio per visibility of ζ when

Smax(d, ν) = ζ
SEFD(d, ν)√

2∆ν∆τ
, (3.52)

Finally, using this in equation 3.51, we get the effective scintillating flux after removal of
effects on bright sources as

S2
eff(d, ν) =

CBeff(d, ν)ν−β

3 − α

(
ζSEFD(d, ν)√

2∆ν∆τ

)3−α

(3.53)

We will now compute numerical values of Seff(d, ν) for a reference d = 30 m aperture
at ν = 150 MHz and provide scaling laws to compute Seff(d, ν) for other values. Table
3.1 gives the values of this reference parameter set. As will be shown in Sec. 3.5, the
ionospheric phase decorrelates on time-scales of a few seconds on baselines of the order
of the Fresnel scale (100s of metres). The thermal noise per visibility for a 2 sec, 1 MHz
integration is about 0.6 Jy. For ζ = 5, this gives Smax(30 m, 150 MHz) = 3 Jy. We can
now scale the values for Smax(d, ν) by noting that SEFD(d, ν) varies with frequency and
primary aperture diameter as ν−2.5d−2. Hence the scaling law for Smax from equation
3.52 is

Smax(d, ν) = 3

(
d

30 m

)−2 ( ν

150 MHz

)−2.5

Jy (3.54)



3.4: Scintillation noise for a realistic sky model 67

We need to now choose a suitable values for C, α, and β to evaluate Seff(d, ν). Around
this flux range (few to several Jy at 150 MHz), based on the 1.4 GHz source counts of
Windhorst et al. (1985, Fig. 4a) we have chosen (see also table 3.1).

dN(S)

dS
= 3 × 103

(
Beff(d, ν)

1 sr

) (
S

1 Jy

)−2.5 ( ν

150 MHz

)−0.8

Jy−1 (3.55)

Using the above source counts in equation 3.51 gives gives Seff(30 m, 150 MHz) = 5.86 Jy.
We can then scale the value of Seff(d, ν) for other values of d and ν by assuming that
the effective beam Beff(d, ν) scales with d and ν with the same law with which the area
under the beam scales with d and ν, which is d−2ν−2. Numerical evaluation of beam area
shows that the error we make in the ratio is below a few percent. With this assumption,
using equation 3.53, the scaling law for Seff can be written as

Seff(d, ν) ≈ 5.86

(
d

30 m

)−1.5 ( ν

150 MHz

)−2.025

Jy. (3.56)

Fig. 3.4 shows some scintillation noise rms estimates as a function of baseline length
for Seff = 5.86 Jy (at ν = 150 MHz, d = 30 m), and isotropic turbulence of the form given
in equation 3.7. The four panels are for different frequencies between 50 and 200 MHz,
and the different solid lines show the scintillation noise for a range of ionospheric diffrac-
tive scales (specified at 150 MHz) typical to the LOFAR site (Mevius et al. priv. comm.)
situated at mid-latitudes. The dashed lines show the scintillation-noise computed using
the pierce-point approximation, which as discussed before, gives inaccurate results at
baselines . rF. Also shown in the figure are the thermal noise (sky noise only) for a
30 m primary aperture, assuming an integration bandwidth of 1 MHz, and integration
time corresponding to the scintillation-noise decorrelation time-scale for each baseline
(computed in Section 3.5.1). Since Seff(ν) and the thermal noise do not scale with highly
disparate indices (−2.025 and 2.5 respectively), we expect the majority of spectral varia-
tion in thermal to scintillation-noise ratio to be a result of increasing scattering strength
with decreasing frequency.

The scintillation noise values in Fig. 3.4 are computed assuming perfect removal (us-
ing direction dependent calibration) of scintillation-noise from all sources brighter than
Smax(ν, d = 30) = 3(ν/150 MHz)−2.5 Jy. Since scintillation-noise is dominated by the
brighter sources in the field, the reader should interpret Fig. 3.4 as an optimistic scenario.

It is also instructive to compute the effective scintillating flux in the absence of any
calibration, or equivalently, if the calibration solutions are obtained with a time-cadence
that is significantly larger than the scintillation decorrelation timescale. For such cases,
we will choose Smax to be apparent-flux threshold above which we expect to find (on
an average) one source in the sky. The number of sources with apparent flux above
Smax(d, ν) is given by

N(S > Smax) =

∫ ∞

Smax

dN(S)

dS
≈ Cν−βBeff(ν)

α− 1
Sα−1

max (3.57)
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For N(S > Smax) = 1, we get

Smax(d, ν) =

(
α− 1

Cν−βBeff(d, ν)

)1/(1−α)

(3.58)

For the source counts of equation 3.55, we get Smax(30 m, 150 MHz) = 3.52 Jy. We can
write the scaling law for Smax as

Smax = 3.52
( ν

150 MHz

)−1.87
(

d

30 m

)−1.33

(3.59)

using equation 3.51, The corresponding value for Seff is then given by

S2
eff =

(α− 1)(3−α)/(1−α)

3 − α

(
CBeff(ν)ν−β

)2/(α−1)
(3.60)

which yield Seff(30 m, 150 MHz) = 6.1 Jy, and the associated scaling law is

Seff = 6.1
( ν

150 MHz

)−1.87
(

d

30 m

)−1.33

(3.61)

The effective scintillating flux in the absence of calibration is very close to that with
calibration, attesting to the inefficacy of traditional self-calibration10 in mitigating scin-
tillation noise. As shown in section 3.5.3, scintillation noise is a broadband phenomena
(for weak scintillation) and improved calibration algorithms that exploit the frequency
coherence in scintillation noise are required to reduce scintillation noise by a significant
amount. We also caution the reader here that the equations and arguments in this sec-
tion give an ensemble value for Seff(d, ν). Since significant amount of sample variance
may exist in the actual number of bright sources in any field, a more representative value
of Seff for a particular field may be computed from an actual catalogue of sources in that
field.

3.5 Coherence properties of scintillation noise

So far, we have derived the statistical properties of visibility scintillation due to prop-
agation though a turbulent plasma. These statistics must be interpreted as those for
the case of infinitesimal bandwidth and integration time (quasi-monochromatic snapshot
visibilities). In reality visibilities are always measured with certain spatial, temporal, and
spectral averaging. Additionally, aperture synthesis results in averaging of visibilities on
all the above dimensions. Accounting for these averaging effects requires knowledge of
coherence properties of visibility scintillation in all three dimensions.

3.5.1 Temporal coherence

Temporal decorrelation of phase is expected to be mainly driven by bulk-motion of plasma
turbulence relative to the observer, rather than the evolution of the turbulence itself. The

10 By traditional we imply a channel by channel (∆ν ∼ 1 MHz) solution.
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Figure 3.4: Scintillation noise rms (optimistic scenario) per snapshot visibility for different
ionospheric diffractive scales (specified at 150 MHz), for a realistic source distribution and a
primary aperture diameter of 30 m. The two sets of curves (dashed and solid) are for the pierce-
point approximation and the full Kirchhoff-Fresnel solution respectively. The different panels
are for different frequencies (50, 100, 150, and 200 MHz). Also shown for comparison (solid
black) is the sky noise in visibilities assuming an integration over of 1 MHz in frequency and
the scintillation-noise decorrelation time-scale.

visibility at time t can be written as (making the time argument explicit):

V (b, l, t) =
exp [i2πb · l/λ]

λ2h2

∫ ∫
d2x1d

2x2 exp

[
iπ

λh
(x1

2 − x2
2)

]

exp [i(φ(x1 + hl + vt) − φ(x2 + hl + b + vt))] (3.62)

where the vector v is the bulk wind velocity with which the ‘frozen’ plasma irregularities
move, and we have neglected the effects of varying baseline projection due to Earth
rotation. The two-source visibility coherence on a temporal separation of τ is then

σ2
τ [V (b, la, lb, τ)] = 〈V (b, la, t = 0)V ∗(b, lb, t = τ)〉 (3.63)

The derivation for the above temporal covariance follows the same steps are the one in
Appendix 3.6 with h∆l replaced by h∆l + vτ . Hence, we can write

σ2
τ [V (b, la, lb, τ)] = 4

∫
d2q exp [−i2π(hq · ∆l + q · vτ)]

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
−πq · b + πλhq2

)

(3.64)
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The visibility variance due to the entire sky can now be written as (similar to equation
3.31)

σ2
τ [V (b, τ)] = 4

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
−πq · b + πλhq2

)
|V (b − λhq)|2 exp [−i2πq · vτ ]

(3.65)
which is basically a Fourier transform relationship with q and vτ as Fourier-conjugates.
This makes sense, since a lateral displacement of plasma wave-modes by an amount vτ
decorrelates their aggregate phase over a ‘bandwidth’ of ∆q = 1/(vτ). The temporal
decorrelation characteristics for the point source contribution to visibilities is given by
replacing |V (x)|2 in equation 3.65 by S2

eff . The resulting integration can be done numer-
ically, and we show the results11 in Fig. 3.5 for two limiting cases: (i) |b| . rF where the
πλhq2 term in the argument of the sine-squared function dominates, and (ii) |b| & rF

where the πqb term dominates. In the second case, the Fourier transform can also be
carried out analytically to yield

σ2
τ [V (b)] ≈ S2

effφ
2
0 [2ρ(τv) − ρ(τv − b) − ρ(τv + b)] , |b| & rF, (3.66)

where ρ(.) is the spatial autocorrelation function of the ionospheric phase (see equation
3.8). From Fig. 3.5, we see that when |b| . rF (case 1), the correlation-time (τcorr =
2rF/v) is dictated by the time it takes the turbulence to cross the Fresnel-scale, and for
|b| & rF the correlation time (τcorr = 2b/v or 4b/v depending on projection) is dictated
by the time it takes the turbulence to cross the baseline-length (case 2). The latter is due
to the fact that the visibility phase on baseline |b| is dominated by plasma wave-modes of
size ∼ |b| that decorrelate on length-scale of the same order. But in the former case, the
convolution with the Fresnel-exponent sets a minimum decorrelation scale (spatially) that
is of the order rF. For typical values of ν = 150 MHz, h = 300 km, v = 100−500 km/hr for
ionospheric scintillation parameters, the decorrelation time for |b| < rF(≈ 300 m) varies
between 4 and 22 s respectively, whereas for |b| = 2 km (|b| > rF) the decorrelation time
varies between 30 and 150 sec for plasma motion perpendicular to the baseline and twice
as much for plasma motion parallel to the baseline.

3.5.2 Spatial coherence

In practice, we average redundant (or near-redundant) baselines, and hence we will con-
cern ourselves with visibility coherence between baselines-pairs that are identical (same
length and orientation) but are displaced by a vector s. It is straightforward to show
that the coherence relationship is then identical to the one in equation 3.65 but with
τv replaced by s. This is because, laterally shifting the ionosphere by s is identical to
shifting the baseline by the same amount. Hence, we arrive at the following conclusion.
For visibility scintillation of the point-like source flux, we again have two cases: (i) if
|b| . rF, then redundant baseline separated by more than the Fresnel-scale (rF) expe-
rience incoherent visibility scintillation, and (ii) for |b| & rF, the separation between
redundant baseline-pairs must exceed the baseline length itself for the scintillation to
decorrelate. Consequently, in highly compact arrays where all baselines lie within the
Fresnel length rF, all near-redundant baselines experience coherence scintillation-noise.

11 σ2
τ [V (b)] is in general complex for |b| . rF, but the imaginary part is small compared to the real

part. In Fig. 3.5 we plot the absolute value of σ2
τ [V (b)].
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Figure 3.5: Plot showing the correlation properties of scintillation noise from point-like sources
as a function of displacement along (horizontal axis) and perpendicular (vertical axis) to the
interferometer baseline. Displacement can be due to bulk motion of plasma-turbulence, or lateral
shift of the baseline vector. Left and right panels show the correlation when the interferometer-
baseline is smaller than or larger than the Fresnel-scale respectively.

3.5.3 Frequency coherence

Analytically computing the visibility covariance between two frequencies is algebraically
cumbersome, and we will restrict ourselves to heuristic arguments based on the terms in
equation 3.31. Firstly, the overall magnitude of the effect varies as a function of frequency

(via
∣∣∣φ̃ (q)

∣∣∣
2

) due to the frequency-scaling of the diffractive scale. Apart from this bulk

effect, we expect decorrelation on smaller bandwidths due to geometric effects. Since the
interferometer-fringe spacing scales with frequency, even in the absence of scattering, we
expect frequency decorrelation in the visibility on wavelength scales of ∆λfringe = dλ/b:
visibilities at wavelengths separated by more than ∆λfringe are typically not averaged
coherently. An additional geometric effect is imposed by the Fresnel-filter (the sine-
squared term). We can compute this by evaluating equation 3.41 for visibility correlation
at wavelengths λ1 and λ2:

σ2 [V (b, λ1, λ2)] = 4

∫
dq
∣∣∣φ̃ (q)

∣∣∣
2

sin(−πqb+ πλ1hq
2) sin(−πqb+ πλ2hq

2)

〈Vo(b− λ1hq)V
∗

o (b− λ2hq)〉 , (3.67)

where we have assumed a sufficiently small separation between λ1 and λ2, such that

variation in
∣∣∣φ̃ (q)

∣∣∣
2

can be ignored. Using λ0 = (λ1 + λ2)/2, and ∆λ = λ1 − λ2, we can

write

σ2 [V (b, λ1, λ2)] = 4

∫
dq
∣∣∣φ̃ (q)

∣∣∣
2

〈Vo(b− λ1hq)V
∗

o (b− λ2hq)〉
[
sin2(−πqb+ πλ0hq

2) − sin2(π∆λhq2/2)
]

(3.68)

which is the same as the visibility variance at λ0, but with a modified Fresnel-filter
(sine-squared) term. The additional term in the new Fresnel-filter— sin2(π∆λhq2/2)
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reaches appreciable values only for ∆λ & 1/(2hq2). Hence contribution from turbulence
on spatial scales smaller than 1/q =

√
2h∆λ is suppressed in the visibility covariance,

whereas contribution from larger scale fluctuations are mostly unaffected due to a change

in wavelength. Due to the steep −11/3 law followed by
∣∣∣φ̃ (q)

∣∣∣
2

, variance contribution

from ∆λ & 1/(2hq2) is negligibly small for ∆λ . λ0, and we conclude that decorre-
lation in the Fresnel-filter term is sub-dominant to fringe-decorrelation. In the image
domain, this can be thought of as the following: the frequency-decorrelation in the ob-
served speckle pattern is mostly due to a variation in the instantaneous12 point-spread
function (PSF) with frequency, rather than a variation in the intrinsic speckle pattern
itself. Current low-frequency arrays typically have low filling factors, and suffer sig-
nificant snapshot PSF decorrelation with frequency. We expect this to be a dominant
cause of scintillation decorrelation in the Fourier plane (uv-plane) over ∆λ ≈ dλ/b, or
equivalently, ∆ν/ν ≈ d/b.

3.6 Conclusions and future work

Several new and upcoming radio-telescopes operate at low radio-frequencies (ν . 200 MHz),
and cater to a wide variety of science goals. The low frequencies and the accompanying
wide fields-of-view require us to revisit plasma propagation effects that were earlier stud-
ied for the special case of observations of a single unresolved (or partially resolved) source
at the phase-centre. We have done so in this chapter, and have arrived at the following
conclusions. Propagation through a plasma (like the ionosphere) imposes a frequency,
time, and position dependent phase. The inherent randomness in plasma turbulence re-
sults in a stochastic visibility scintillation effect. We have derived expressions (equation
3.31) for the ensuing visibility variance for a wide field of view (several to tens of degrees)
radio interferometer. Using these expressions, we show that for current low frequency ar-
rays (ν . 200 MHz) this source of uncertainty is typically larger than sky noise (Fig. 3.4).

The coherence time-scale for visibility scintillation of point-like sources is dictated
by the time it takes for the turbulence to travel a distance s = 2b or s = 4b (b is the
baseline length) depending on whether the bulk-velocity is perpendicular or parallel to
the baseline. However, the coherence time cannot be smaller than the time it takes for
the bulk motion to travel a distance of s = 2rF, where rF is the Fresnel scale. Coherence
of visibility scintillation between redundant baseline pairs separated by s is similar to
time-coherence on a timescale of τ = s/v. Due to their low filling factors, frequency
decorrelation of visibility scintillation in current arrays is mostly caused by scaling of the
snapshot point-spread-function with frequency, rather than an evolution in the scintilla-
tion pattern itself.

Visibility scintillation effects are particularly relevant for experiments requiring high
dynamic range measurements such as observations of the highly redshifted 21-cm signal
from the Cosmic Dawn and Reionization epochs. In this chapter, we have made the
first inroads into assessing the level of visibility scintillation in such experiments. The
final uncertainty due to ionospheric propagation effects depends on the telescope geom-

12 Instantaneous here must be interpreted as within typical time-decorrelation scale.



3.6: Conclusions and future work 73

etry, and the extent to which calibration algorithms can mitigate the above effects. A
discussion of these issues is presented in chapter 4.

Appendix A: Single source visibility expectation

Using equation 3.24, the single source visibility expectation is

〈V (b, l)〉 =
exp [i2πb · l/λ]

λ2h2

∫ ∫
d2x1d

2x2 exp

[
iπ

λh
(x1

2 − x2
2)

]

〈exp [i(φ(x1 + hl) − φ(x2 + hl + b))]〉 (3.69)

an expression for which was provided by Bramley (1955); Ratcliffe (1956), but we include
the proof here to introduce some algebraic concepts that will be used later. To compute
the expectation on ionospheric phases we will use the following theorem from Mercier &
Budden (1962): If ak are scalars, and φk are Gaussian random variables, then

〈
exp

[
i
∑

k

akφk

]〉
= exp

[
−1

2

∑

k

∑

m

akam 〈φkφm〉
]

(3.70)

The visibility expectation is then

〈V (b, l)〉 =
exp [i2πb · l/λ]

λ2h2

∫ ∫
d2x1d

2x2 exp

[
iπ

λh
(x1

2 − x2
2)

]

exp
[
−φ2

0(1 − ρ(x1 − x2 − b))
]

(3.71)

Making the change of integration variables from x1,x2 to u,v where u = (x1 + x2)/
√

2
and v = (x1 − x2)/

√
2, we get

〈V (b, l)〉 =
exp [i2πb · l/λ]

λ2h2

∫ ∫
d2ud2v exp

[
iπ

λh
u · v

]
exp

[
−φ2

0(1 − ρ(v
√

2 − b))
]

(3.72)
The integration with respect to u is straightforward and yields, λ2h2δ(v), where δ(.) is
the 2-dimensional Dirac-delta function. The integration with respect to v returns the
integrand at v = 0:

〈V (b, l)〉 = exp [i2πb · l/λ] exp
[
−φ2

0(1 − ρ(b))
]

(3.73)

The result can be written in terms of the structure function D (b) = 2φ2
0(1 − ρ(b)) as

〈V (b, l)〉 = exp [i2πb · l/λ] exp

[
−1

2
D (b)

]
. (3.74)

Appendix B: Two-source visibility co-variance

We define the two-source visibility as

σ2 [Vpp(b, la, lb)] = 〈V (b, la)V ∗(b, lb)〉 − 〈V (b, la)〉 〈V (b, lb)〉∗
. (3.75)
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Figure 3.6: Sketch comparing the baseline length to the projected separation (on the iono-
spheric screen) of the baseline for two sources

The first term is basically the mutual-coherence between visibilities on the same baseline
due to two sources in the sky:

〈V (b, la)V ∗(b, lb)〉 =
exp [i2πb · ∆l]

λ4h4

∫ ∫ ∫ ∫
d2x1d

2x2d
2x3d

2x4

exp

[
iπ

λh
(x1

2 − x2
2 − x3

2 + x4
2)

]

〈exp [i (φ(x1 + hla) − φ(x2 + hla + b) − φ(x3 + hlb)+

φ(x4 + hlb + b))]〉 (3.76)

The expectation in the above equation is the 4-point phase coherence on the ionospheric
screen. Fig. 3.6 depicts the geometry of the 4-points that correspond to the ‘pierce-
points’ on the ionospheric plane of the rays that go from the two antennas towards the
two sources. The expectation in the above equation depends on the phase structure on
all 16 pairs that can be drawn from 4 pierce-points, and can be written using equation
3.70 as

〈V (b, la)V ∗(b, lb)〉 =
exp [i2πb · ∆l]

λ4h4

∫ ∫ ∫ ∫
d2x1d

2x2d
2x3d

2x4

exp

[
iπ

λh
(x1

2 − x2
2 − x3

2 + x4
2)

](
exp

[
−φ2

0 (ψ)

2

])
,(3.77)

where ψ is given by

ψ = 4 − 2 (ρ(x12 + b) + ρ(x13 + h∆l) − ρ(x14 + h∆l − b) − ρ(x23 + h∆l + b)

+ρ(x24 + h∆l) + ρ(x34 − b)) , (3.78)

where we have used the short-hand notation xij = xi − xj. The integrations may not be
carried out analytically. Since we are in the weak scattering regime, we may proceed by
Taylor expanding the exponent about 0 as

exp

[
−φ2

0ψ

2

]
≈ 1 − φ2

0ψ

2
(3.79)

Now that the exponent has been linearised, equation 3.77 reduces to a sum of integrals,
with each integral being a Fresnel integral of a two-point correlation function ρ(.). All but
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two of the integrals can be evaluated using a procedure similar to the one in Appendix
3.6, and we get

〈V (b, la)V ∗(b, lb)〉 = exp [i2πb · ∆l]
[
1 − 2φ2

0 (1 − ρ(b)) + φ2
0 (2ρ(h∆l) − T1 − T2)

]
,

(3.80)
where T1 and T2 have ρ(∆x23 + h∆l + b) and ρ(∆x14 + h∆l − b) as the integrands
respectively. T1 can be further reduced as follows.

T1 =

[
1

λ2h2

∫ ∫
d2x1d

2x4 exp

[
iπ

λh
(x1

2 + x4
2)

]]
.

[
1

λ2h2

∫ ∫
d2x2d

2x3 exp

[
iπ

λh
(−x2

2 − x3
2)

]
ρ(∆x23 + h∆l + b)

]
.(3.81)

The integrals with respect to x1 and x4 are both Fresnel integrals in the absence of any
phase modulation, and each of them reduces to i, and their product is −1. To compute the
integrals with respect to x2 and x3, we make the change of variables: u = (x2 −x3)/

√
2,

v = (x2 + x3)/
√

2 to get

T1 = − 1

λ2h2

∫ ∫
d2ud2v exp

[
iπ

λh
(−u2 − v2)

]
ρ(

√
2u + h∆l + b). (3.82)

The integration with respect to v is again a Fresnel integral with no phase modulations
and reduces to −i. Hence, we get

T1 =
i

λh

∫
d2u exp

[
iπ

λh
(−u2)

]
ρ(

√
2u + h∆l + b). (3.83)

We are unable to proceed analytically any further. However, equation 3.83 is a convo-
lution between two functions at lag b + h∆l, and using the convolution theorem we can
write

T1 =
1

φ2
0

∫
d2q exp [i2πq · (b + h∆l)]

∣∣∣φ̃ (q)
∣∣∣
2

exp
[
i2πλhq2

]
, (3.84)

where q and h∆l form a Fourier conjugate pair,
∣∣∣φ̃ (q)

∣∣∣
2

is the Fourier transform of

φ2
0ρ(u), and exp

[
i2πλhq2

]
is the Fourier transform of i/(λh) exp

[
iπ
λh (−u2)

]
. Using a

similar procedure, T2 can be reduced to

T2 =
1

φ2
0

∫
d2q exp [−i2πq · (b − h∆l)]

∣∣∣φ̃ (q)
∣∣∣
2

exp
[
−i2πλhq2

]
. (3.85)

Hence T1 + T2 is given by

T1 + T2 =
1

φ2
0

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

exp [i2πhq · ∆l] 2 cos
(
2πq · b + 2πλhq2

)
, (3.86)

Collecting all terms, we get

〈V (b, la)V ∗(b, lb)〉 = exp [i2πb · ∆l]

[
1 − 2φ2

0

(
1 − ρ(b) − ρ(h∆l) +

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

exp [−iπhq · ∆l] cos
(
−2πq · b + 2πλhq2

))]
, (3.87)
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where we have made the substitutions q → −q to preserve the sign convention in the
Fourier transform with respect to q. Writing φ2

0ρ(h∆l) in terms of its Fourier transform,
taking in into the integral, and using the trigonometric half-angle formula, we get

〈V (b, la)V ∗(b, lb)〉 = exp [i2πb · ∆l]

[
1 − 2φ2

0 + 2φ2
0ρ(b) + 4

∫
d2q exp [−i2πhq · ∆l]

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
−πq · b + πλhq2

)]
(3.88)

The second term in equation 3.75 can be evaluated using equation 3.74 as

〈V (b, la)〉 〈V (b, lb)〉∗ = exp [i2πb.∆l/λ] exp [−D (b)]

= exp [i2πb.∆l/λ] exp
[
−2φ2

0(1 − ρ(b))
]

(3.89)

We may Taylor expand the exponent in the weak-scattering limit to get

〈V (b, la)〉 〈V (b, lb)〉∗ = exp [i2πb.∆l/λ]
[
1 − 2φ2

0 + 2φ2
0ρ(b)

]
(3.90)

Substituting equations 3.88 and 3.90, in equation 3.75, we get the expression for the
two-source visibility co-variance:

σ2 [V (b, la, lb)] = 4 exp [i2πb · ∆l]

∫
d2q exp [−i2πhq · ∆l]

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
−πq · b + πλhq2

)
(3.91)

The two-source visibility variance for the pierce-point approximation may be computed
by discounting the Fresnel-integrations in equation 3.77, or in other words, by extracting
the value of the integral at x1 = x2 = x3 = x4 = 0. The computations are straightfor-
ward, and yield

σ2 [Vpp(b, la, lb)] = 4 exp [i2πb · ∆l]

∫
d2q exp [−i2πhq · ∆l]

∣∣∣φ̃ (q)
∣∣∣
2

sin2 (πq · b) (3.92)
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SCINTILLATION NOISE POWER SPECTRA IN HIGH
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Abstract

Visibility scintillation resulting from wave propagation through the turbulent ionosphere
has recently been shown to be an important sources of noise at low radio frequencies
(ν . 200 MHz). Many low frequency experiments are underway to detect the power
spectrum of brightness temperature fluctuations of the neutral-hydrogen 21-cm signal
from the Epoch of Reionization (EOR: 12 & z & 7, 100 . ν . 175 MHz). In this
chapter we derive scintillation noise power-spectrum in such experiments while taking
into account the effects of typical data processing operations like self-calibration and
Fourier synthesis. We find that for minimally redundant arrays like LOFAR and MWA,
scintillation noise is of the same order of magnitude as thermal noise, has a spectral
coherence dictated by stretching of the snapshot uv-coverage with frequency and as such
yields the well known ‘wedge’ structure in the cylindrical (2-dimensional) power spectrum
space. Compact fully redundant (dcore . rF ≈ 300 m at 150 MHz) arrays like HERA and
SKA-LOW (core) will be scintillation noise dominated at all baselines, but the spatial
and frequency coherence of this noise will allow it to be removed along with spectrally
smooth foregrounds.
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4.1 Introduction

Observations of the highly redshifted 21-cm signal from the epochs of Cosmic Dawn
(CD; 35 & z & 15) and Reionization (EoR; 15 & z & 6) are expected to revolutionise
our understanding of structure formation in the first billion years of the Universe’s his-
tory (Furlanetto et al. 2006a). To achieve this, observations with radio telescopes like
LOFAR (van Haarlem et al. 2013), PAPER (Parsons et al. 2010), MWA (Tingay et al.
2013), PAST (Peterson et al. 2004), and GMRT (Paciga et al. 2013) are ongoing, while a
next generation of larger telescopes like NenuFar (Zarka et al. 2012), HERA1 (DeBoer &
HERA 2015) and SKA2 are being planned or commissioned. Ongoing CD and EoR exper-
iments aim to constrain the 21-cm signal statistically by measuring its 2-point correlation
function, or equivalently the angular power-spectrum. Even a statistical measurement
will require several hundreds to thousands (array dependent) of hours of exposure owing
to the faintness of the predicted signal as compared to astrophysical foreground emission,
prompting a rigorous analysis of various sources of noise and systematic biases.

The 21-cm signal from CD and EoR epochs is redshifted to low radio frequencies
(40 . z . 200 MHz) where ionospheric propagation effects are important. Recently,
Vedantham & Koopmans (2014, and chapter 3) showed that propagation through a tur-
bulent ionosphere results in stochasticity (or uncertainty) in interferometric visibilities,
and that this additional ‘scintillation noise’ can be larger than thermal uncertainties at
low radio frequencies (ν < 200 MHz). The principal aim of this chapter is to apply the
analytical results of Vedantham & Koopmans (2014, and chapter 3) to the case of high
redshift 21-cm observations, and to forecast among other things, the scintillation noise
bias in 21-cm power spectra.

Due to the large number of important equations and the associated variables used in
this chapter, we have (i) summarised our main results in section 4.7, and also (ii) listed
the variables and their meanings at the end of the chapter for easy reference. The rest of
the chapter is organised as follows. Section 4.2 summarises the basic analytical expres-
sions to compute the statistics of visibility scintillation. These expressions were derived
in Vedantham & Koopmans (2014, and chapter 3) for fields of view (FOV) of about
10 degrees at meter wavelengths. In Section 4.3 we extent these results to an arbitrarily
large FOV. In section 4.4, we describe the effects of Fourier synthesis (time/frequency
averaging and gridding) on scintillation noise. In addition to Fourier synthesis inter-
ferometric arrays also employ self-calibration to alleviate ionospheric and instrumental
corruptions. We discuss the calibratability of scintillation noise and the associated im-
plications in Section 4.5. In section 4.6, we use the results of all the preceding sections
to make scintillation noise forecasts in the cosmological wavenumber space in which the
21-cm power spectrum will be determined. Finally in section 4.8, we draw conclusions
and recommendations for future work.

1 http://reionization.org
2 http://www.skatelescope.org

http://reionization.org
http://www.skatelescope.org
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4.2 Basic results

In this section, we summarise the equations describing the statistics of ionospheric phase
fluctuations and the resulting visibility scintillation. We refer the interested reader to
Vedantham & Koopmans (2014, and chapter 3) for a detailed discussion and proof of
these results.

We model the additional electromagnetic phase introduced by the ionospheric as a
2-dimensional (thin-screen approximation) Gaussian random field, with variance φ2

0, and
an isotropic power spectrum of spatial fluctuations given by

∣∣∣φ̃ (k)
∣∣∣
2

=
5φ2

0

6πk2
o

[(
k

ko

)2

+ 1

]−11/6

, (4.1)

where k is the length of the 2-dimensional wavenumber vector k, ko and ki are the
outer scale (or energy injection scale) and inner scale (for energy dissipation scale) for
the turbulence respectively. For ki & k & ko the power spectrum follows the usual
Kolmogorov 11/3-index power law. The outer scale is not uniquely determined but is
typically larger than the other relevant length scales in our calculations (Fresnel-length
rF and baseline length b), and thus does not significantly influence the results. We will
choose it to be 100 km in this chapter. Though the power spectrum is then completely
defined by the phase variance φ2

0, a related quantity called the diffractive scale is easier to
measure. The variance of phase difference between 2 points separated by the diffractive
scale is defined to be 1 radian squared. φ2

0 and rdiff are related by

rdiff =
1

πko

(
Γ(11/6)

2Γ(1/6)φ2
0

)3/5

, (4.2)

where Γ(.) is the Gamma function.

Let the visibility of a source in direction l measured on baseline3 b be VM(b, l). If
the visibility in the absence of any ionospheric effects is VT(b, l), then we can show
the following results for the statistics of VM(b, l). (Vedantham & Koopmans 2014, and
Chapter 3)

〈VM(b, l)〉 = VT(b, l) exp

[
−1

2
D(b)

]
(4.3)

where the expectation is taken over an ensemble of ionospheric phase-screen realisations,
and D(b) is the ionospheric phase structure-function on separation b which may be ap-
proximated for πkor ≪ 1 as

D(r) =

(
r

rdiff

)5/3

. (4.4)

The covariance function of VM on angular, spatial, and temporal dimensions is:

Cov[VM,∆s] = 4

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
πλhq2 − πb · q

)

Pk(b,∆s) exp [−i2πq · ∆s] (4.5)

3 In this chapter, we use the term ‘baseline’ to denote the physical separation between a given pair
of antennas. Hence ‘redundant baselines’ are considered to be separate baselines in this definition.
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where h is the distance to the ionospheric screen, Pk(b,∆s) is the sky power spectrum
(defined below), and the vector ∆s can be interpreted as any of the following:

1. The spatial separation between two baselines of the same length and orientation,
thus yielding the spatial covariance of visibility scintillation, for which Pk(b,∆s) =
VT(b)V ∗

T(b′) = |VT(b)|2 where ∆s is the displacement between redundant baselines
b and b′.

2. ∆s = vτ , where v is the bulk-velocity with which the frozen ionospheric turbulence
moves, thus yielding the temporal coherence of visibility scintillation on a time-scale
τ , for which Pk(b,∆s) = VT(b, t = 0)V ∗

T(b, t = τ)

3. ∆s = h∆l where ∆l is the angular separation of any two sources, thus yielding the
angular coherence of visibility scintillation, for which Pk(b,∆s) = VT(b, l)V ∗

T(b, l′),
and ∆l = l − l′.

Numerically evaluating the Fourier-transform in 4.5, gives the following result: If
b . rF, then the Cov[VM,∆s] reaches half of its peak value (attained at s = 0) for
s ≈ rF , and for b & rf , Cov[VM,∆s] reaches half of its peak value for s ≈ 2b if s is
parallel to b and for s ≈ b is s is perpendicular to b. Additionally, one can use the
angular covariance function defined above to compute the scintillation noise variance
from the entire sky:

σ2[VM(b)] = 4

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2(πλhq2 − πb · q)

|VT(b − λhq)|2 (4.6)

where |VT(...)|2 is the power spectrum of the sky. It becomes independent of the
baseline length for a random distribution of point-like sources. It can then be brought
out of the integral as S2

eff ≡ |VT(b − λhq)|2, where Seff depends on the flux-density
distribution of sources and may be called the effective scintillating flux for a given random
source ensemble. Hence, we get

σ2[VM(b)] = S2
effσ

2
fr[b]

σ2
fr[b] = 4

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2(πλhq2 − πb · q) (4.7)

where σ2
fr[b] is the fractional scintillation variance which may be interpreted as the visi-

bility variance due to scintillation of a 1 Jy source. A useful approximation that is valid
for long baselines is4

σ2
fr[b] ≈

(
b

rdiff

)5/3

for b ≫ rF (4.8)

The above results were derived in Vedantham & Koopmans (2014, and chapter 3) for
fields of view of . 10 degrees at metre-wavelengths, but as shown in section 4.3, they are
also good approximations for larger fields of view.

4 The maximum bound on σ2
fr

[b] under this approximation is 2φ2
0.
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To compute realistic values of scintillation noise, we will use the differential source
counts given by (Vedantham & Koopmans 2014, and chapter 3)

d2N(S)

dSdΩ
= Cν−βS−α Jy−1sr−1. (4.9)

Choosing appropriate values for the constants C, β, and α based on the differential source
counts of Windhorst et al. (1985), and low frequency spectral indices measured by (Lane
et al. 2014), we get

d2N(S)

dSdΩ
= 3 × 103

( ν

150 MHz

)−0.8
(

S

1 Jy

)−2.5

Jy−1sr−1. (4.10)

If the primary beam at frequency ν, and direction l for a circular primary aperture of
diameter dprim is B(dprim, ν, l), then the source counts of equation 4.9 can be converted
into the number of sources with apparent flux in the range S to S + dS from the entire
sky as

dN(S)

dS
= Cν−βBeff(dprim, ν)S−α Jy−1 (4.11)

where Beff is the effective beam for scintillation noise calculations, and is given by

Beff(dprim, ν) =

∫ ∫

2π

dΩBα−1(dprim, ν, l) sr. (4.12)

where dΩ is the differential solid angle. Using the above source counts, and assuming
that scintillation noise from all sources brighter than Smax has been perfectly mitigated
by self-calibration, the effective scintillating flux due to all the weaker sources is

S2
eff(dprim, ν) =

CBeff(dprim, ν)ν−β

3 − α
S3−α

max (dprim, ν) Jy2. (4.13)

Clearly, Smax depends on the thermal noise which at low frequencies is typically domi-
nated by sky noise (as opposed to receiver noise). We assume a sky temperature of

Tsky(ν) = T0ν
−γ Kelvin (4.14)

where T0 and γ are constants. For calculations in this chapter, we will choose these
constants to be

Tsky(ν) = 300
( ν

150 MHz

)−2.5

Kelvin, (4.15)

For a primary aperture of diameter dprim, a sky brightness temperature of Tsky gives a
system equivalent flux density of

SEFD(ν) =
2kTsky(ν)

πd2
prim/4

Jy (4.16)

where k is the Boltzmann’s constant, and for a dipole antenna we will choose dprim = λ/2.
On using Tsky(ν) from equation 4.15, we get

SEFD(ν) = 1.2

(
dprim

30 m

)−2 ( ν

150 MHz

)−2.5

kJy. (4.17)
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Assuming that scintillation noise from all sources that present a signal to noise ratio of
ζ or higher per visibility is perfectly removed using self-calibration, Smax can be written
as

Smax(dprim, ν) = ζ
SEFD√
2∆ν∆τ

Jy, (4.18)

where ∆ν and ∆τ are the frequency and time cadence for calibration solutions. If we
choose ζ = 5, ∆ν = 1 MHz (typical channel-width for self-calibration) and ∆τ = 2 sec
(typical scintillation decorrelation timescale for short baselines), then Smax can be written
as

Smax(dprim, ν) = 3

(
dprim

30 m

)−2 ( ν

150 MHz

)−2.5

Jy. (4.19)

Finally, using this value for Smax in equation 4.13, we can write the effective scintillating
flux as

Seff = 5.86

(
dprim

30 meter

)−1.5 ( ν

150 MHz

)−2.025

Jy. (4.20)

We note here that while thermal noise per visibility scales with aperture size as d−2
prim,

the effective scintillating flux scales as d−1.5
prim. This comes about since decreasing dprim,

increases the number of sources contributing to scintillation noise (increased beam-width)
whose rms flux scales as d−1

prim. In addition, decreasing dprim also increases the thermal
noise per visibility, which increases Smax which results in an additional scaling dependence
of d−0.5

prim.

4.3 Widefield effects

The equations presented in section 4.2 were computed by employing the Fresnel-Huygens
principle, where each point on the phase screen is considered to be a secondary radiator
of spherical waves. The ensuing waves are all coherently summed up at the observer’s
location to compute the emergent field. To keep the analytical derivations tractable, we
Taylor expanded the path-length between the secondary radiators and the observer to
quadratic order. Higher order terms in the path-length become comparable to a wave-
length, if the field of view (FOV) exceeds about 10 degrees for meter-wavelengths. While
LOFAR’s high band antenna stations (HBA) are within this limit, other arrays like the
MWA, PAST, and PAPER have FOVs that exceed this limit. In addition to this, we
have not yet incorporated the effects of an increased distance to the ionospheric screen,
and an increased propagation path-length through the ionosphere5 for off-zenith sources.
Finally, we assumed a plane-parallel diffraction screen in our derivations, which is vio-
lated in wider FOV cases due to the curvature of the Earth’s ionosphere. While inclusion
of all this effects in closed form may be analytically intractable, in this section we extend
equation 4.5 to the generic all-sky FOV case by making certain justified simplifications.

To understand wide-field effects, we consider a slant viewing geometry as shown in
Fig. 4.1 as opposed to a zenith viewing case. Increase in propagation length approxi-
mately follows a sec θ dependence, though this approximation is violated for large zenith

5 Though were are working with the thin-screen approximation, we must still include the effects
increased scattering due to a larger path length through the ionosphere.
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Figure 4.1: A depiction of an off-nadir viewing geometry for scintillation noise calculations.
A zenith angle (θ) increase results in an increase in the distance to the scattering screen h(θ)

and hence an increase in the Fresnel scale rF(θ) =
√

λh(θ)/(2π). Increasing θ also results
in an increase in the path-length through the ionospheric turbulence and in effect, scales the
ionospheric phase-power spectrum by sec(θ).

Table 4.1: Summary of the approximate effects of off-zenith viewing on the fractional scintil-
lation noise variance σ2

1 [b, θ]

Factor Approx. effect on σ2
fr[b, θ]

Ionospheric path-length sec θ
Distance to phase screen sec5/6 θ
Total sec11/6 θ

angles. We may incorporate this effect by scaling the ionospheric power spectrum by a
factor of sec θ. In addition, the associated increase in Fresnel length ensuing from a sec θ
scaling of the distance to the phase screen may be incorporated by a sec5/6(θ) scaling of
the scintillation variance for b . rF (Wheelon 2003). Combining the above two effects, we
conclude that the fractional scintillation variance scales with zenith angles of the source
as σ2

fr[b, θ] ∝ sec11/6(θ), or approximately σfr[b, θ] ∝ sec5/6 θ. The above contributions
to zenith-angle scaling are summarised in Table 4.1. In Fig. 4.2, we have computed the
fractional scintillation rms σfr[b, θ] as a function of source zenith angle for various base-
line lengths (left panel). We show curves for both the sec5/6 θ scaling approximation,
and for an accurate numerically computed ionospheric path-length and Fresnel-length
increase at each zenith angle. For b . 10rF, the latter curves follow the expected sec5/6 θ
scaling for θ . 40 degrees, but increase less rapidly than sec5/6 θ for θ & 40 degrees.
Finally, in addition to the above effects, off-nadir viewing in the presence of curvature
also results in non-zero angles of incidence on the ionosphere which in turn leads to re-
fractive shift in the apparent position of sources. Though this is an important factor for
self-calibration, since we are interesting in computing scintillation noise from an ensemble
of sources (drawn from some source-counts), we will discount this refractive position shift.

To compute the effects of scintillation noise for an arbitrarily large field of view,
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we will take a ‘facet’ approach in conjunction with the above zenith-angle scaling. In
this approach we are essentially dividing the sky into different ‘facets’ and adding the
scintillation noise from each facet in quadrature. To do so, we have to first justify
the implicit assumption that scintillation noise between sources in different facets is
uncorrelated. Two factors affect the coherence of measured visibilities from different
facets.

1. Angular decorrelation of scintillation noise from equation 4.5. The angular coher-
ence scale for scintillation is (as discussed before) ∆lsc ≈ 2rF/h for b . rF, and
∆lsc ≈ 2b/h for b & rF.

2. Geometric (or fringe) decorrelation of visibilities due to varying geometric delays
between an ensemble of sources. If the facets are not sparsely populated by sources
contributing to scintillation noise, then the angular separation over which we expect
decorrelation is ∆lgeo ≈ λ/b.

It is straightforward to show that for b . rF, ∆lsc < ∆lgeo, and the dominant source
of decorrelation is the angular decorrelation of scintillation noise. For this short-baseline
case, if the average separation between sources contributing to the sky power spectrum
exceeds θF = 2rF/h, then we are justified in using our faceted approach. At 150 MHz,
we have θF ≈ 7 arcmin. We expect to find one source per 7 × 7 arcmin2 of sky within
1 dex of about 40 mJy. The majority of sources contributing to scintillation noise are
well above this flux threshold, and their mutual separation safely exceeds θF. Hence they
scintillate independently.

For b & rF the dominant source of decorrelation is geometric (or fringe) decorrela-
tion: on the longer baselines the scintillation noise is coherent over an angular extent
that is larger than the interferometer fringe spacing. The largest baselines on which
one expects to measure the 21-cm power-spectrum with statistical significance is about
b = 1.5 km. The fringe decorrelation scale for such a baseline at 150 MHz of about 4.6 ar-
cmin. Again, we expect to find a source of flux within 1 dex of about 20 mJy at 150 MHz
in a 4.6 × 4.6 arcmin2 area of the sky. This flux threshold is still significantly below the
that of sources which contribute to the bulk of the observed scintillation noise. Hence
even in the long baseline case, decomposing the sky into different facets, and summing
up the scintillation noise from each facet in quadrature is justified.

Hence, to compute the scintillation noise variance from an arbitrarily large field of
view, we can do the following.

1. Decompose the sky in to annuli (or ‘facets’) at varying zenith angle θ. The solid
angle within the annuli is given by 2πdθ sin θ

2. Compute the effective scintillating flux for sources within each annulus: d2Seff(θ)/dθ

3. Sum the resulting scintillation noise variance values from each annulus while taking
into account the zenith-angle scaling law shown in Fig. 4.2 (left panel).
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The last step can be written as6

σ2[V (b)] =

∫
dθ

dS2
eff(θ)

dθ
σ2

fr[b, θ] (4.21)

Using the source counts from equation 4.9, and following a procedure similar to Vedan-
tham & Koopmans (2014, and chapter 3), we can write the effective scintillating flux
within a zenith-angle segment around θ as

dS2
eff(dprim, ν, θ)

dθ
=
Cν−βBeff(dprim, ν, θ)S3−α

max (dprim, ν)

3 − α
Jy2rad−1 (4.22)

where Smax(dprim, ν) is the flux density of the brightest source contributing to scin-
tillation, Beff is the effective beam area under a zenith angle segment at θ, and is given
by

Beff(dprim, ν, θ) = 2π sin(θ)Bα−1(dprim, ν, θ) rad, (4.23)

B(dprim, ν, θ) being the beam response of the primary antenna element. For an electrically
short dipole element we will choose

B(ν, θ) = cos2 θ dipole, (4.24)

and for a circular aperture of diameter d, we use the usual Airy function

B(ν, θ) =

(
2J1(πdprim sin(θ)/λ)

πdprim sin(θ)/λ

)2

circ. ap. (4.25)

Using equations 4.21 through 4.25, we can compute the effective scintillating flux at each
zenith angle segment: dS2

eff(θ)/dθ and the total scintillation variance σ2[V (b)] taking
into account the zenith-angle scaling of scintillation.

The right-panel in Fig. 4.2 shows the variation of dS2
eff(θ)/dθ with θ for the case of a

dipole and a circular aperture of 5 meter diameter (the curves have been normalised to
a maximum value of unity). We have used the typical values for the source counts from
section 4.2 which gives

dS2
eff(dprim, ν, θ)

dθ
= 6 × 103

( ν

150 MHz

)−0.8

(
Beff(ν, θ)

1 rad

)(
Smax

1 Jy

)0.5

Jy2rad−1 (4.26)

dS2
eff(θ)/dθ initially increases with θ due to an increase in the solid angle of annuli with

zenith angle. For larger values of θ the curve falls off due to the rapidly decreasing pri-
mary beam gain away from zenith. For a dipole beam, most of the scintillating flux in
the sky is around a zenith angle of 30 degree. However when combined with the sec11/6 θ
scaling of the fractional scintillation variance most of the scintillation noise itself comes
from zenith angles in the vicinity of θ = 45 degree. Fig. 4.2 also shows that even for
a modest 5 meter wide aperture pointed towards zenith, most of the scintillation still

6 We will absorb the factor 2π sin θ from the differential solid angle into the effective beam in equation
4.23
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Figure 4.2: Left panel: Scintillation noise variance at 150 MHz on a 1 Jy source as a function
of zenith angle of the source, for baseline lengths of 1, 5 and 10 times the Fresnel-length (rF =
310 m). For each baseline length values, the curve with the steeper rise at larger zenith angles
follows the sec11/6 θ approximation, while the other curve results from an accurate numerical
computation of zenith-angle scaling effects. Right panel: The effective scintillating flux as a
function of zenith angle for a dipole primary beam and a 5 meter primary aperture.

comes from zenith angles θ . 20 deg for which σ2
fr[b, θ] ∝ sec11/6 θ is only about 10%

higher than its value at zenith.

We thus conclude the following.

1. Even for modest apertures (& 5 meter diameter) pointed towards zenith, we can
simply use the equations 4.6 and 4.7 by neglecting zenith-angle scaling effects. This
leads to an underestimate of scintillation noise rms of less than 1%.

2. For dipoles however, the above approximation will lead to a modest underestimation
of scintillation noise rms of about 10%.

3. For apertures pointed off zenith, one must use the the numerically computed scaling
law shown in Fig. 4.2. For zenith angles . 40 deg we can approximately scale the
scintillation noise variance (computed for zenith) by sec11/6 θ.

4.4 Fourier synthesis effects

In this section, we describe the effects of Earth rotation and bandwidth synthesis on
scintillation noise. For now, we assume that scintillation noise has not been mitigated by
calibration. We discuss calibration effects in section 4.5. We will also not use the exact
forms for the time and frequency coherence functions (derived later), but rather make
simplified calculations using the coherence time and bandwidth instead. We will use this
‘toy model’ to develop understanding of the problem while at the same time providing
fairly accurate results.
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During Earth rotation synthesis, the visibilities are typically gridded on a 3-dimensional
grid in the (u, v, ν) domain. Since we are primarily concerned with 21-cm power spectrum
estimation, we will assume that the visibilities are gridded with uniform weights, that
is, all visibilities falling within a (u, v, ν) cell are averaged coherently7. Within the tem-
poral coherence time-scale, scintillation noise is correlated between disparate baselines
that are averaged into the same u, v cell (at different ν). Hence estimating the spectral
coherence of scintillation noise in the gridded visibilities essentially becomes a laborious
book-keeping exercise. Fortunately, most current and future arrays fall into one of two
limiting categories (discussed below) that allow us to make justified simplifications to
alleviate the burden of book-keeping.

4.4.1 Minimally redundant arrays

To ensure Nyquist sampling, the uv-plane grid resolution is usually chosen to be

∆ucell = ∆vcell =
dprim

2λ
, (4.27)

where dprim is the primary aperture diameter and λ is the wavelength. A baseline of
length u = b/λ covers an arc of length 2πb/λ during 24 hours of synthesis. Hence, it
spends an amount of time equal to

∆τcell(b) =
24 × 3600

2π

dprim

2b
s (4.28)

in a grid-cell. Similarly in the frequency domain, a baseline of length b moves the length
of a uv-cell within a frequency interval given by

∆νcell(b) =
dprimν

2b
(4.29)

Hence, visibilities from a given baseline are integrated into a uv-cell over a time
and frequency interval of [∆τcell,∆νcell]. For a synthesis bandwidth of ∆νsyn, and a
(baseline-length dependent) scintillation coherence timescale of ∆τcoh, we will call an
array ‘minimally redundant’ if the number of baselines contributing to a uv-cell of size
[∆ucell,∆vcell] within an aperture synthesis interval of [∆τcoh,∆νsyn] is almost always
unity. Under the above definition of redundancy, we find that on average only about
10% or less of LOFAR baselines and about 3 − 5% (frequency dependent) of MWA 128T
baselines are deemed redundant: LOFAR and MWA fall under the category of minimally
redundant arrays for scintillation noise purposes. However SKA-LOW, HERA, and PA-
PER are not in this regime (see section 4.4.3).

Due to the minimal redundancy assumption, we can simply disregard the coherence
of scintillation noise between any pair of disparate baselines in our calculations since
they will never be averaged together during aperture synthesis. Since scintillation noise
is inherently broadband (for weak scintillation), the ‘monochromatic’ thermal and scin-
tillation noise contribution of a given baseline to a uv-cell can be written as.

σth(b) =
SEFD√

2∆νch∆τcell

and σsc(b) =
Seffσfr[b]√

∆τcell/∆τcoh(b)
(4.30)

7 Imaging of point-like sources may use other ‘optimal’ weighting schemes, but angular power spec-
trum estimation typically dictates the use of uniform weights.
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Table 4.2: Assumptions for calculations leading to Fig. 4.3

Quantity Value
rdiff 10 km
ν 150 MHz
SEFD Equation 4.17
Seff Equation 4.20
v 500 km.hr−1

∆τcell Equation 4.28
∆νch = ∆νcell Equation 4.29
∆τcoh 2rF/v for b < rF

and 2b/v for b > rF

σfr[b] Equation 4.7

where ∆νch is the integration bandwidth (or channel width) of the visibilities, and
∆τcell/∆τcoh is the number of independent ‘scints’ that are averaged into the uv-cell.
It is important to note here that the minimum allowed value of ∆τcell/∆τcoh(b) is unity,
since one cannot have less than 1 independent ‘scint’ averaged into a cell.

To gauge the relative magnitudes of scintillation and thermal noise contribution from
a single baseline, in Figure 4.3, we plot the values of σsc(b) and σth(b). Though this is
not done in practice, to compare the two noise values on equal footing, we have chosen
a baseline dependent channel width of ∆νch = ∆νcell since this is the average frequency
interval over which a baseline falls into a uv-cell. Hence we call this the ‘monochromatic’
case, and we will account for frequency-coherence properly in section 4.4.2. Table 4.2
summarises the assumptions that have gone into computations associated with Fig. 4.3.

In Fig. 4.3, the curves marked ‘wide-field’ and ‘narrow-field’ were computed with and
without accounting for the zenith-angle scaling of scintillation respectively. As expected,
notwithstanding a small difference for the dipole case, the two curves are practically
indistinguishable. More importantly, Fig. 4.3 shows that scintillation noise is larger for
smaller receiving apertures. For an aperture of dprim & 5 meter, the monochromatic
scintillation noise contribution from a single baseline is of the same magnitude of larger
than thermal noise. The dominance of scintillation noise over thermal noise is more
pronounced for larger primary apertures since the sky noise scales with the aperture
diameter as d−2 whereas the effective scintillating flux scales as d−1.5 (see equations 4.16
and 4.13). Finally, the ‘break’ in the scintillation noise curve for dprim = 5 m (middle
panel) around b = 1500 m is due to our assertion of a minimum bound of unity for
∆τcell/∆τcoh. In this case for b & 1500 m, the baselines spend less time in a uv-cell
during synthesis than the typical scintillation coherence timescale (for v = 500 kmhr−1).

4.4.2 Frequency coherence and the delay transform

The inherent spectral coherence of scintillation in the weak scattering regime is given by
∆ν/ν ∼ 1. Hence in practice, spectral decorrelation of scintillation in the uv-plane is
dominated by the natural migration of baselines owing to stretching of baseline length in
wavelength units with frequency. Note that Earth rotation synthesis is typically employed
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Figure 4.3: Scintillation noise contribution of a single baseline to a uv-cell (monochromatic case) as a function of baseline length with and
without taking widefield effects into account in scintillation noise calculations. The three panels are for a short-dipole primary antenna, and
circular apertures of 5 and 30 meter diameter. The assumptions that went into computing the above figure are summarised in table 4.2.
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in EoR experiments to ‘fill-up’ the uv-plane. This does not ensure spectral coherence of
measured scintillation because scintillation is not expected to be coherent over timescales
on which Earth rotation synthesis is performed (several hours). Hence the same uv-cell
if sampled (by different baselines) at two different frequency channels at different times
during the synthesis will invariably have incoherent scintillation noise realisations at the
two frequency channels. The relevant uv-coverage to consider for scintillation noise cal-
culations is the snapshot uv-coverage at different frequencies.

The snapshot uv-coverage is array dependent, but as argued earlier, we expect a given
baseline of length b to cross a uv-cell in a frequency interval of ∆νcell = dprimν/(2b). For
a minimally redundant array, ∆νcell sets the frequency scale over which the measured
scintillation noise decorrelates. More formally, if we assume that visibilities are measured
with an integration bandwidth of ∆νch, and that there are Nch such continuous channels
forming a synthesis bandwidth of ∆νsyn = Nch∆νch, then for each uv-cell, we can define
a normalised frequency coherence function for scintillation noise as

Rsc[νi, νj ] =
Nij√
NiNj

(4.31)

where Ni and Nj are the number of visibilities that fall into the uv-cell at channel i and
j respectively, and Nij are the number of visibilities from the same baseline that fall
into the uv-cell at both the channels. Due to the natural migration of baselines with
frequency, for a minimally redundant array, we expect Rsc[νi, νj ] to reach a value of 0.5
for a frequency separation of ±∆νcell/2:

|νi − νj | =
∆νcell

2
=
dprim(ν1 + ν2)/2

4b
when Rsc[νi, νj ] ≈ 0.5 (4.32)

In Fig. 4.4, we plot the numerically computed frequency coherence function Rsc[i, j]
for the case of NCP observations with LOFAR. The curves in the figure were computed
using equation 4.31 where Ni, Nj and Nij were evaluated by tracing all LOFAR baselines
as they were gridded into the uv-cells during 12 hours of synthesis on the North Celestial
Pole (NCP) field. The figure also shows the expected decorrelation bandwidth computed
from equation 4.32 (vertical bars), which gives a fairly accurate expression for the co-
herence bandwidth of measured visibility scintillation. More importantly, the curves in
Fig. 4.4 have an approximately linear linear drop as a function of frequency separation.
This is due to the fact that in our numerical calculations, we employed nearest neighbour
gridding which is similar to gridding by convolution with a top-hat convolution kernel.
The curves in Fig. 4.4 are thus the autocorrelation function of a top-hat function in 2
dimensions (u and v) which is expected to have a triangular shape given by (Fried 1967)

Rsc[νi, νj ] =
2

π


cos−1

(
∆ν

∆νcell

)
− ∆ν

∆νcell

√
1 −

(
∆ν

∆νcell

)2

 ∆ν < ∆νcell

0 otherwise (4.33)

where ∆ν = |νi − νj |. We note here that Rsc should be evaluated as the autocorrelation
function of the particular kernel-function being used in the gridding by convolution.
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Figure 4.4: Frequency coherence function of observed visibility scintillation (normalised to
unity) for different baseline lengths. The different curves have been numerically evaluated by
following the migration of LOFAR baselines with frequency during a synthesis of 12 hours
on the NCP. The small bars on the y = 0.5 line show the points for each baseline given by
[−dprimν/(4b) dprimν/(4b)] which is the (approximate) expected frequency coherence width.

Since the observed frequency of the 21-cm signal corresponds to line of sight distance
(over small bandwidths), 21-cm power spectrum estimation involves a Fourier trans-
form of gridded visibilities along the frequency axis at each uv-cell. This transforms
the frequency axis into a delay (η) axis, and essentially casts the gridded data on the
cosmological wavenumber space on all three dimensions8. The functional behaviour of
scintillation noise in the η domain is then given by the Fourier transform of Rsc[νi, νj ]
from equation 4.33, which may be approximated by the sinc(.)2 function. However, it is
possible to have cases wherein ∆νcell > ∆νsyn such that the frequency coherence function
Rsc is essentially multiplied by a top-hat window of width ∆νsyn (see the b = rF curve
in Fig. 4.4 for instance). This yields an additional convolution in the delay domain
with a sinc function. The Fourier transform of the coherence function Rsc can hence be
approximately9 written as

R̃(η) =
∆νcell

∆νsyn

(
sin (πη∆νcell)

πη∆νcell

)2

∗
(

∆νsyn
sin (πη∆νsyn)

πη∆νsyn

)
(4.34)

where ∗ is the convolution operator, and the factor ∆νsyn has been absorbed into the
convolution kernel for easy interpretation: for ∆νsyn ≫ ∆νcell the convolution kernel
varies rapidly in η, and the area under the kernel is unity. Hence for ∆νcell . ∆νsyn, the
multiplication by the top-hat window is inconsequential, and the above equation reduces
to

R̃(η) =
∆νcell

∆νsyn

(
sin(πη∆νcell)

πη∆νcell

)2

∆νcell . ∆νsyn. (4.35)

8 Hence the name: delay transform. Delay η approximately corresponds to line of sight wavenumber
9 We have approximated Rsc[νi, νj ] of equation 4.33 with a triangular function, which despite being

convenient, gives slightly elevated sidelobe levels in η space (Gibb’s ringing)
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Hence the scintillation noise contribution of a single baseline in the u, v, η domain is

σ2
sc[b, η] = R̃(η)σ2

sc[b], (4.36)

which on using equations 4.30 and 4.34 becomes

σ2
sc[b, η] =

S2
effσ

2
fr[b]∆νcell/∆νsyn

∆τcell/∆τcoh(b)
.

(
sin(πη∆νcell)

πη∆νcell

)2

∗
(
π∆νsyn

sin (πη∆νsyn)

πη∆νsyn

)

=
S2

effσ
2
fr[b]∆νcell/∆νsyn

∆τcell/∆τcoh(b)
.

(
sin(πη∆νcell)

πη∆νcell

)2

, for ∆νcell . ∆νsyn, (4.37)

where we will evaluate ∆νcell at the centre frequency (say ν0) within the synthesis band-
width. We again caution the reader that the maximum permissible value of ∆τcell/∆τcoh

is unity, since one cannot have less than one independent ‘scint’ within an integration
epoch. In addition, the convolution in equation 4.37 is difficult to compute numerically
due to a large support in η for the sinc functions. Hence, an easier and more accurate
method to compute σ2

sc is to numerically evaluate the Fourier transform of Rsc from
equation 4.33 with the relevant truncation for the case of ∆νcell > ∆νsyn.

Evaluation of the thermal noise contribution is relatively straightforward. Since ther-
mal noise is uncorrelated between frequency channels, we can define the thermal noise
frequency coherence function as

Rth[νi, νj ] = δij (4.38)

where δij is the Kronecker-delta function. Taking the delay transform of Rth[νi, νj ] we
can write the thermal noise contribution of a given baseline to a uv-cell in the delay
domain as

σ2
th[η, b] =

1

Nch
σ2

th[b], (4.39)

which on using equation 4.30 becomes

σ2
th[η, b] =

SEFD2

2∆νsyn∆τcell
(4.40)

Equations 4.37 and 4.40 give the scintillation noise and thermal noise contribution to
a u, v, η cell from a single baseline. Due to the minimally redundant assumption both σ2

sc

and σ2
th will be reduced in a full synthesis by the number of baselines that pass though the

given uv-cell, and as such, their ratio is expected to still be given by σ2
sc[η, b]/σ2

th[η, b].
Since considerable effort has already been spent by various authors in computing the
thermal noise contribution to the 21-cm power spectra measured by various minimally
redundant telescopes, we will often present our results in this chapter as the scintillation
to thermal noise ratio.

Fig. 4.5 shows the both the scintillation noise and the ratio of scintillation to thermal
noise (in units of Jy/Jy) for the same three cases of dipole, dprim = 5 m, and dprim = 30 m
as in Fig. 4.3, whereas now, we have taken the frequency coherence of noise into account.
In computing the values in Fig. 4.5, we have made the same assumptions as in table 4.2
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along with ∆νsyn = 10 MHz10. From Fig. 4.5, we conclude that under the assumption
summarised in table 4.2, (i) for a dipole primary aperture, scintillation noise is typically
smaller than sky noise, (ii) for dprim = 5 m, scintillation noise considerably lowers the
power spectrum uncertainty in a region to the to right and bottom of the iso-contour
line ηµsec = 3(bkm − 1/2) placed at a ratio of 1/2. We have chosen this iso-contour
since a ratio of 1/2 requires 25% larger integration time to reach the same noise levels
as computed previously in the absence of scintillation noise. Note also that sidelobes
of the sinc function (see equation 4.35) are prominent in Fig. 4.5. These sidelobes
(not the mainlobe) can be partly mitigated in the region defined by η > 2b/(dprimν)
via a judiciously chosen window function prior to applying the delay transform. The
line η = 2b/(dprimν) is shown in the figure as a broken line and marks the boundary
of the well known sidelobe ‘wedge’ in delay space11 (Vedantham et al. 2012). While
the equations in this section and Fig. 4.3 demonstrate how the scintillation noise power
spectrum (in delay-baseline space) can be calculated for a generic instrument, in section
4.6 we will provide scintillation to thermal noise ratio estimates for different redshifts (or
frequencies) and ionospheric conditions, for some instrument specific parameters.

4.4.3 Maximally redundant compact arrays

We have thus far considered sparse arrays with very few number of redundant base-
lines. Under these assumptions the scintillation noise in gridded uv-data after Fourier
and Earth rotation synthesis can be computed by our knowledge of the temporal and
spectral coherence of scintillation noise alone. This is however not the case for dense
arrays with high filling factors such as the current LWA and PAPER, and the proposed
NenuFAR, HERA and SKA (central core only) which have many redundant baselines
which are averaged together and will invariably have correlated scintillation noise. Cal-
culation of scintillation noise in this case becomes cumbersome since one needs to keep
track of all the mutual coherence values for redundant baselines that are averaged into
the same uv-cell at any given time/frequency interval. We can however circumvent this
‘book-keeping’ for the case of fully filled arrays which are almost wholly within a Fresnel-
scale. This is the case for proposed arrays like HERA and SKA-LOW which have fully
filled apertures with a diameter of about 300 meter (rF = 310 meter at 150 MHz). Since
scintillation noise is coherent on all redundant baselines whose mutual separation does
not exceed rF, we can proceed with scintillation noise calculations as follows.

Consider a fully filled (or maximally redundant) array of diameter dcore ≤ 2rF. Let
the diameter of each primary antenna element in the array be dprim. The number of
interferometer elements in such an array will be Nprim = (dcore/dprim)2. The autocorre-
lation function (normalised to maximum value of unity) of a circular aperture of diameter
dcore is given by (Fried 1967)

Rcore(b) =
2

π


cos−1

(
b

dcore

)
− b

dcore

√
1 −

(
b

dcore

)2

 . (4.41)

10 Note that our choice of ∆νsyn merely sets the resolution along the delay (η) space and does not
affect the values plotted in Fig. 4.5

11 The boundary or ‘sidelobe horizon’ here corresponds to a sources at the first null of the primary
beam.
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Figure 4.5: Top row: scintillation noise in delay-baseline space evaluated using equation 4.37
for parameters summarised in table 4.2 for the three cases of a dipole, 5 m and 30 m primary
apertures. Bottom row: the corresponding ratio of scintillation and thermal noise (evaluated
using equation 4.40). The iso-contour line marks a ratio of 1/2 that corresponds to 25% more
integration than previously thought (thermal noise alone) to achieve the same power spectrum
uncertainty. The broken line traces the sidelobe wedge (Vedantham et al. 2012), above which
scintillation noise can be partly mitigated using a suitable window function.

With this normalisation, we can show that the area under Rcore(d) is equal to Acore =
πd2

core/4. Since the total number of baselines is N2
prim, the baseline density function must

be

Σcore(b) = Rcore(b)N2
prim/Acore. (4.42)

With a primary aperture diameter of dprim, we must choose a uv-cell of dimensions
dprim/2 × dprim/2 for Nyquist sampling of the visibilities. Hence the number of baselines
that will be coherently integrated (in a snapshot) within a uv-cell as a function of baseline
length b is

Nbas(b) =
d2

prim

4
Σcore(b) =

d2
core

πd2
prim

Rcore(b) (4.43)

Using this the thermal noise per uv-cell can be written as

σth(b) =
SEFD√

2∆ν∆τcohNbas(b)
(4.44)
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On expanding the SEFD in terms of the sky temperature Tsky(ν), we get

σth(b) =
8kTsky

dprimdcore

√
2π∆ν∆τcohRcore(b)

(4.45)

where k is the Boltzmann’s constant. Note that we have chosen the integration time-
scale to be the scintillation coherence time-scale to compare thermal and speckle noise
on equal footing. However unlike the sparse array case where the associated bandwidth
for thermal and scintillation noise calculations are set by baseline migration, for a filled
aperture this is not the case since there are no ‘holes’ in the uv-plane even for a snapshot
in time. Hence the choice of ∆ν is somewhat arbitrary, and we choose it to be 1 MHz
since this is the bandwidth within which we expect the 21-cm signal to remain mostly
coherent. Given the coherence of scintillation on all redundant baselines, the scintillation
noise per uv-cell within a decorrelation time-scale is (Vedantham & Koopmans 2014)

σsc[b] = Seffσfr[b] (4.46)

Seff = 5.86

(
dprim

30 m

)−1.5 ( ν

150 MHz

)−2.025

Jy (4.47)

Hence thermal noise scales as d−2
prim, but the effective scintillating flux (and hence the

scintillation noise) scales as Seff ∝ d−1.5
prim. The total scintillation noise per uv-cell de-

creases less rapidly than thermal noise with increasing primary antenna element size.

Figure 4.6 shows the computed values for scintillation and thermal noise for three
different primary apertures: dipoles, and circular apertures of diameters of dprim =
15, 30 meter. In all cases we have assumed a filled array of diameter dcore = 300 m, so
as to approximately reflect the cases of (i) LWA, SKA, and NenuFAR (dipole apertures),
(ii) the proposed HERA telescope (dprim = 15 m), and (ii) LOFAR augmented with extra
high-band stations that fill the entire superterp12. Both telescopes will be dominated by
scintillation noise. However, a critical advantage of filled arrays fully within the Fresnel
scales comes from the fact that since there are no ‘holes’ in the snapshot uv-coverage,
and since scintillation noise is coherent over all baselines, there is no appreciable spectral
decorrelation of scintillation noise due to migration of baselines on the uv-plane as a
function of frequency. Hence the measured frequency coherence of scintillation noise is
equal to the inherent spectral coherence-width for weak scintillation which is ∆ν/ν ∼ 1.
Since scintillation noise is correlated across the compact core, scintillation for the fully
filled aperture case is a source dependent (baseline independent) broadband random
modulation of flux density. Due to this, we expect scintillation noise in filled arrays to
be largely mitigated along with spectrally smooth Galactic and Extragalactic emission
in the foreground subtraction step13.

12 ‘Superterp’ refers to the central dense part of the LOFAR array that currently has 12 primary
apertures with dprim ∼ 30 m.

13 The same is true for the current PAPER array wherein scintillation noise is filtered along with
foregrounds (and part of the 21-cm signal) in the delay domain.
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Figure 4.6: Expected thermal noise (sky-noise only) plotted as solid lines, and scintillation
noise plotted as dashed lines, as a function of baseline length for the case of a fully filled aperture
of diameter dcore = 300 meter. The three pairs of curves are for cases wherein the total collecting
area of Acore = πd2

core/4 is spanned by primary antenna elements made of dipoles, and circular
apertures of diameter dprim = 15 meter and dprim = 30 meter. Thermal noise curves have been
computed for an integration bandwidth of 1 MHz and integration time equal to the scintillation
coherence time-scale ∆τcoh ≈ 4.46 s. Thermal noise curves saturate at longer baselines when
the number of baselines falling into a uv-cell approaches unity.

4.5 Calibration effects

Self-calibration is typically employed in radio-interferometric data processing to remove
among other corruptions, ionospheric effects. To understand residual ionospheric corrup-
tions post-calibration, one has to evaluate the extent to which such effects are mitigated
in the time, direction, and baseline dimensions. For instance, a self-calibration solution
cadence of tsol will be ineffective in mitigating visibility scintillation on timescale much
smaller than tsol. Similarly, solutions obtained on a source in direction lsol may not
fully mitigate corruptions on a source at position l if |l − lsol| is larger than the angular
coherence scale for visibility scintillation. Finally, since visibility scintillation effects are
baseline dependent, calibration obtained from a set of baselines (only long-baselines for
instance) may not be effective in mitigating the effects on a disparate set of baselines.
Since different experiments may use varying data-processing strategies, we will proceed
by discussing the impact of each of the above factors separately, and then proceed to
compute scintillation noise by making representative assumptions about such strategies.

4.5.1 The temporal coherence function

During Fourier and Earth rotation synthesis, visibilities from a baseline are averaged14

over an interval of ∆τcel. Both time averaging of visibilities and self-calibration mitigate
scintillation noise on different time-scales, and hence the effect of both processes must

14 Note that post synthesis, the averaging interval of visibilities from the correlator (≪ ∆τcell) is
inconsequential to noise calculations.
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be treated simultaneously. Temporal averaging over an interval of ∆τcell seconds, can be
analytically expressed as a convolution of the observed visibilities with a square window
function:

Vavg(b, t) =

∫
dτVM(b, τ)havg(t− τ)

= VM(b, t) ∗ havg(t) (4.48)

where ∗ is the convolution operator and

havg(t) =

{
∆τ−1

cell if − ∆τcell/2 < t < ∆τcell/2

0 otherwise
(4.49)

Note that though the true visibility varies with time, within an averaging interval of
∆τcell one can safely assume that this variation is small. Using the Fourier-convolution
theorem we can write

Ṽavg(b, f) = ṼM(b, f)h̃avg(f), (4.50)

where frequency f and time t are Fourier conjugates, and h̃avg(f) is given by the sinc
function

h̃avg(f) =
sin(π∆τcellf)

π∆τcellf
. (4.51)

The variance of the averaged visibilities can be computed in the Fourier domain as

σ2[Vavg(b)] =

∫
df |ṼM(b, f)|2|h̃avg(f)|2 (4.52)

Using Parseval’s theorem, we can compute the variance of Vavg(b, t) in the Fourier domain
as

σ2[Vavg(b, t)] =

∫
dfσ2[ṼM(b, f)]

∣∣∣h̃avg(f)
∣∣∣
2

(4.53)

where σ2[ṼM(b, f)] is the Fourier transform of the temporal coherence function of scin-
tillation from equation 4.5. Assuming the sky power spectrum to be S2

eff , we can write

σ2[Vavg(b)] = 4S2
eff

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2(πλhq2 − πq · b)

[
sin(π∆τcellq · v)

π∆τcellq · v

]2

(4.54)

The integral in general depends on the angle between b and v, but for illustration,
we consider a 1-dimensional scenario (qy = 0) where the two vectors are parallel. In
Fig. 4.7 we plot the two important factors in the integral namely (i) the product of
the ionospheric power spectrum and the Fresnel-baseline filter (sin2 term) and (ii) the
Fourier transform of the square window function (sinc2 term). As seen in the figure, small
scale turbulence gives scintillation with shorter time coherence (larger frequency) and is
mitigated by averaging (sinc2 function has small value). Hence averaging effectively
removes contribution from small scale turbulence, but is ineffective in removing the
contribution of large scale turbulence that is coherent over time-scales larger than the
averaging interval.
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Figure 4.7: Plot showing the time coherence function for visibility scintillation on different
baselines (top and left axes), and the filtering function due to averaging of visibilities within
a fringe decorrelation time-scale of ∆τcell from equation 4.28 (left and bottom axes). The
fractional scintillation noise variance for each baseline is the area under the product of the
coherence function and filtering function.

4.5.2 Solution cadence

Although not always valid, we first assume that sufficient number of constraints exist to
mitigate scintillation noise from an arbitrary number of directions. If such self-calibration
solutions are obtained every tsol seconds, and all scintillating sources are subtracted using
solutions in their respective directions, then taking visibility averaging also into account,
we can write the residual visibility as

∆VC(b, t) = VM(b, t) ∗ [δ(t) − hsol(t)] ∗ havg(t) (4.55)

where δ(t) is the Dirac delta function, and hsol is given by

hsol(t) =

{
t−1
sol if − tsol/2 < t < tsol/2

0 otherwise
(4.56)

By following the same steps are in section 4.4 and using the associative property of
convolution, we can write

σ2[∆VC(b)] = 4S2
eff

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2(πλhq2 − πq · b)

[
sin(π∆τcellq · v)

π∆τcellq · v

]2 [
1 − sin(πtsolq · v)

πtsolq · v

]2

(4.57)

In general, the residual scintillation noise increases as one increases the solution cadence
tsol. However in Fig. 4.7 we saw that the averaging process suppresses power coming from
small scale turbulence since the sinc2 functions falls off for large q. Equation 4.57 shows
that calibration on the other hand suppresses power from large scale structure since the
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Figure 4.8: Residual scintillation noise as a function of ratio between the solution cadence and
averaging interval for different baseline lengths. The black horizontal lines has been placed at
half and one-tenth of the peak values (attained at tsol/tavg ≫ 1) to guide the eye.

(1 − sinc)2 functions falls off for small values of q. Hence one would intuitively choose
tsol . ∆τcell, such that the combined effects of self-calibration and averaging effectively
mitigates scintillation noise15. This fact is reflected in Fig. 4.8 where we plot the residual
fractional scintillation noise as a function of the ratio between tsol and ∆τcell. The figure
shows that for tsol/∆τcell ∼ 1 self calibration mitigates about half of the scintillation
noise rms. As one reduces tsol further, the reduction in residual scintillation noise is
logarithmic. For a 30 meter aperture at 150 MHz, tavg = ∆τcell decreases from about
34 minutes to 1.7 minutes as the baseline length increases from 100 m to 2 km. The
corresponding values for a 5 meter aperture are about 6 minutes and 20 s. The number
of constraints available to any array within these time intervals will then determine the
number of directions scintillation noise can be mitigated in. The required number of
direction though depends on the angular coherence of scintillation noise.

4.5.3 Direction dependent effects and angular coherence

In many scenarios, the EoR fields contain a bright point-like source at the field centre
for precision calibration of instrumental and some ionospheric effects. Since the central
source is typically very bright, one can assume that calibration solutions in the direction
of that source can be obtained with a time cadence that is smaller than the typical
scintillation decorrelation times-scales. It is then instructive to compute the effect of
applying these solutions to the visibilities, which is equivalent to applying the solutions
to all the sources in the field. To understand the effect of applying calibrated gains, we
consider two sources with unit flux density separated by ∆l = l1 − l2 on the sky. The
measured visibility of the two sources is simply the super-position of their individual
visibilities:

VM(b) = g1V1T + g2V2T (4.58)

15 Not that we cannot choose an averaging interval tavg & ∆τcell to avoid fringe decorrelation and loss
of information.
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Figure 4.9: Ratio of scintillation variance of a source after calibration transfer to its pre-
calibration scintillation variance as a function of projected separation (on the ionospheric phase
screen) between the source and the calibrator. Left and right panels are for baselines smaller
and larger than the Fresnel scale respectively. Calibration transfer does more harm then good,
if the projected separation exceeds rF or b respectively. The projected size of rF varies from
about 6’ to 3.5’ as frequency increases from 50 to 150 MHz.

where V1T and V2T are the ‘true’ uncorrupted visibilities of the two sources, and g1

and g2 are random variables that represent the presence of stochastic scintillation noise.
Application of calibration gains obtained on the first source gives the corrected visibility
of the second source as

V2C = V2T
g2

g1
. (4.59)

We are interested in the variance of g2/g1 which is a ratio of two random variables.
Obtaining the variance in closed form is difficult, but we can approximate the variance
by Taylor expanding the quotient about the expected values of g1 and g2. The expression
further simplifies since g1 and g2 have the same expected values and variances, and we
get (proof in Appendix 4.8)

σ2(V2C)

V 2
2T

≈ 2σ2(g1) − 2Cov(g1, g2)

〈g1〉2
(4.60)

Using the generalised covariance expression from equation 4.5, and noting that 〈g1〉 ≈ 1
in the weak scattering regime, we get

σ2(V2C)

V 2
2T

≈ 8i

∫
d2q

∣∣∣φ̃ (q)
∣∣∣
2

sin2
(
πλhq2 − πb · q

)

exp [−iπhq · ∆l] sin (πhq · ∆l) (4.61)

The integral vanishes as ∆l approaches 0 as expected16. Figure 4.9 shows the numer-
ically computed fractional variance σ2(V2C)/V 2

2T for two limiting cases: short baselines

16 In addition, despite the presence of i in front of the integral, the leading term in the RHS of equation
4.61 is still real since the term sin(πhq · ∆l) in the integrand is an odd function.
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(b . rF, left-panel) and long baselines (b & rF, right-panel) as a function of projected
separation of the two sources on the ionosphere h∆l. As expected, the ratio increases
with the the projected separation h∆l, and reaches a value of unity for h∆lcrit = rF for
b . rF and h∆lcrit = b for b & rF. Hence if the angular separation between the source
and the calibrator exceeds the critical value of ∆lcrit then calibration transfer increases
scintillation noise rather than decrease the same. For b . rF where current arrays are
most sensitive to the cosmological 21-cm signal, this critical angular separation varies
from about 6 arcmin at 50 MHz to about 3.5 arcmin at 150 MHz. Hence phase ref-
erencing using a bright calibrator source is effectively impossible with current arrays.
While self calibration on a bright source may mitigate the effects of instrumental gains
variations, it invariably leads to an increase in scintillation noise rms by a factor of

√
2.

If instrumental gains do not fluctuate over timescales of ∆τcoh (few seconds), then an
optimal compromise would be to use the high time resolution self-calibration (on the
bright calibrator) solutions to subtract the calibrator and its scintillation noise, but only
apply a low-pass filtered gain solutions to the residual visibilities.

4.5.4 Calibratability for compact arrays

We now address the topic of calibratability of scintillation noise given an array configura-
tion. Computing the ‘calibratability limit’ for an arbitrary array configurations requires
one to compute the coherence of scintillation noise between two baselines of arbitrary
length and orientation. Obtaining such a covariance in closed for is involved and we do
not attempt it here. Instead since scintillation noise on all baselines within a Fresnel
scale (rF = 310 m at 150 MHz) is expected to be coherent, we will present arguments
regarding calibratability of compact arrays wholly within a diameter of rF, while noting
that most of the sensitivity to the 21-cm power spectrum comes from short baselines17

(b . rF).

For a primary aperture of diameter dprim, the field of view is given by

Ωprim =
4λ2

πd2
prim

(4.62)

On short baselines, scintillation noise from 2 sources decorrelates, if their projected sep-
aration (on the ionosphere) exceeds rF. Hence, for optimal mitigation18 of scintillation
noise, we have to obtain self-calibration solutions on each patch on the sky with solid
angle

Ωcrit =
πr2

F

h2
(4.63)

Hence the number of directions one has to solve for is given by

Ndir = 16r2
F/d

2
prim. (4.64)

17 The arguments presented here may not be applicable to cases where a large number of ‘long’
baselines are used to calibrate the short baselines within a compact core.

18 We say optimal since scintillation noise cannot be completely mitigated in the presence of thermal
noise
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Given Nprim primary antenna elements, we have N2
prim/2 visibilities to solve for scintilla-

tion noise ‘gains’ in the Ndir directions19. However, redundant visibilities in the Fourier
plane do not contribute independent pieces of information. We therefore proceed by
computing the maximum number of independent pieces of information available in the
Fourier plane as follows. The autocorrelation function of a circular aperture of size dprim

has a half-power width of dprim, and a corresponding area of πd2
prim/4 in the Fourier

plane. For an array wholly within a Fresnel scale rF, the total available area in the
Fourier plane is πr2

F. Hence, the maximum number of available constraints is

Ncons =
1

2

πr2
F

πd2
prim/4

=
2r2

F

d2
prim

, (4.65)

where the additional factor of 2 accounts for dependent information contained in the
conjugate visibilities. Clearly Ndir ≥ Ncons, which implies that a compact array wholly
within a Fresnel scale does not contain sufficient number of constraints to fully mitigate
scintillation noise via self-calibration.

If the critical number of constraints are not available, a practical way forward is then
to solve for ionospheric distortions in the direction of K0 brightest sources. For the
source counts of the form given in equation 4.11, the number of source with flux above
a threshold Smax is given by

N(S > Smax) =

∫

Smax

Cν−βS−αBeff =
Cν−βS1−α

maxBeff

α− 1
(4.66)

If we solve in K0 directions towards as many brightest sources, then we get a modified
value for Smax of

Scal
max =

(
(α− 1)K0

Cν−βBeff

)1/(1−α)

(4.67)

Using the relationship between Smax and Seff from equation 4.13, the effective scintillating
flux after direction dependent calibration is

Scal
eff = Scal

eff K
3−α

2(1−α)

0 . (4.68)

For minimally redundant arrays, we can assume K0 = N2
prim/2, whereas for maximally

redundant arrays, we have from equation 4.65 K0 = Ncons, which is typically less than
N2

prim/2. For these two limiting cases, we can write the effective scintillating flux after
direction dependent calibration as

Scal
eff = Seff

(
Nprim√

2

) 3−α

1−α

minimally redundant

Scal
eff = Seff

(√
2rF

dprim

) 3−α

1−α

maximally redundant (4.69)

19 Different visibility polarisations have the same scintillation noise realisation and do not give inde-
pendent ‘constraints’.
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The above for the typical value of α = 2.5 yields

Scal
eff = Seff

(
Nprim√

2

)−1/3

minimally redundant

Scal
eff = Seff

(√
2rF

dprim

)−1/3

maximally redundant

(4.70)

For the maximally redundant case, for dprim = 15 and 30 m, at 150 MHz (rF = 310 m),
we get an effective scintillating flux reduction (due to calibration) of about 33% and 40%
respectively. This is insufficient to bridge the gap between the corresponding thermal
noise and scintillation noise curves of Fig. 4.6. We therefore conclude that even the
large number of constraints provided by the dense cores of arrays like the SKA and
HERA, may not aid in mitigating scintillation noise to a level at or below the thermal
noise (1 MHz bandwidth). We however stress here that scintillation noise in the weak
scattering regime is a broadband phenomenon, hence arrays such as HERA and SKA
that have a fully filled Fourier plane (on short baselines) within a snapshot may be
able to remove this frequency-coherent scintillation noise along with smooth spectrum
foregrounds in their foreground subtraction step. The same is not true for current arrays
like LOFAR and MWA who have a highly chromatic snapshot coverage in the Fourier
plane. In the next section, we compute the scintillation noise power spectrum for such
arrays.

4.6 Scintillation noise power-spectrum

In this section we accumulate the results of the preceding sections to make scintilla-
tion noise predictions for LOFAR and MWA in the 2-dimensional power spectrum space
spanned by k⊥ and k|| which are the transverse and line of sight wavenumbers respec-
tively. The 21-cm power spectrum computation typically involves gridding the visibilities
from the entire exposure into a regular uvν-grid, where u and v are the transverse Fourier
modes measured by the interferometer, and ν corresponds to the line of sight distance20.
All visibilities that fall into a given uvν cell are averaged coherently to obtain VG(u, v, ν).
A Fourier transform along the frequency dimensions then places the measurements in
wavenumber co-ordinates in all 3 dimensions: ṼG(u, v, η). The power spectrum is then

computed as
∣∣∣ṼG(u, v, η)

∣∣∣
2

. Many of the instrumental and ionospheric effects are best rep-

resented in a 2-dimensional power spectrum that is obtained by averaging
∣∣∣ṼG(u, v, η)

∣∣∣
2

within annuli in the uv plane at each η. To forecast the ratio between scintillation and
thermal noise, we use equation 4.30, with the appropriate scaling between η and k||, and
between b and k⊥ at each redshift.

We assume a synthesis bandwidth of 10 MHz for each redshift bin, since we do not
expect significant power spectrum evolution within the associated redshift range. We

20 Since the 21-cm signal is a spectral line, frequency corresponds to redshift with in turn corresponds
to line of sight distance (within a small bandwidth)
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Table 4.3: Parameters used to generate Fig. 4.10 representative of LOFAR observations of the
NCP field

Parameter Value
θ 38 deg
θ scaling of σsc sec11/12 θ
SEFD 3807 Jy (freq. independent)
Smax 9.5 Jy (freq. independent)
Seff equation 4.13 with above Smax

dprim 30 m
v 500 km.hr−1

σsc equation 4.37
σth equation 4.40
tsol & 2bmax/v (= 20 sec)

present results for ‘bad’, ’moderate’ and ’good’ ionospheric conditions. Based on statis-
tics of diffractive scale measurements (with LOFAR data on 3C196) accumulated over
several nights (Mevius 2014), we have chosen diffractive scale values at 150 MHz of
rdiff = 5, 10, 20 km to represent bad, moderate, and good nights respectively. We cau-
tion the reader that it is not uncommon to find epochs where rdiff ≪ 5 km, but such
data typically show strong diffractive scintillation and must not be used in EoR analysis.

Figure 4.10 shows the ratio between the scintillation noise and thermal noise:

σsc(k⊥, k||)/σth(k⊥, k||)

for different redshifts (rows) and ionospheric conditions. We have assumed parameters
(summarised in table 4.3) representative of LOFAR observations of the North Celestial
Pole. Figure 4.11 shows the same plot but for parameters (summarised in table 4.4)
representative of MWA observations with a zenith pointing. In both cases, we have
not assumed any mitigation of scintillation noise by direction dependent self-calibration.
Hence the plots represent the condition tsol & ∆τcoh at the longest baselines that goes
into the 21-cm power spectrum analysis, and as such may be considered the worst case
scenario. The iso-contour line traces a ratio of 1/2 at which we have to integrate for 25%
longer to achieve the same power spectrum sensitivity as previously thought (thermal
noise alone). Hence the region to the right and below the contour is expected to have
a considerable impact on the sensitivity to the 21-cm power spectrum signal. We again
stress here that the delay-domain sidelobes can be largely mitigated with a suitable win-
dow function (see Fig. 4.5). As expected, scintillation noise follows the well understood
‘wedge’ like structure in the k⊥, k|| space, and is about the same order of magnitude
(within the wedge) as thermal noise.

4.7 Main Results

In this chapter, we have used the analytical results from Vedantham & Koopmans (2014,
and chapter 3) to compute the scintillation noise bias in 21-cm power spectrum measure-
ments. In the process, we have discussed the implications of various data processing steps
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Figure 4.10: Expected scintillation noise to thermal noise ratio cast in cosmological line of
sight (k||) and transverse (k⊥) wavenumber axes. The parameters assumed here are summarised
in table 4.3 and are representative of LOFAR observations of the NCP field. The contour line
traces a ratio of 1/2.
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Figure 4.11: Same as Fig. 4.10 but for parameters (summarised in table 4.4) representative
of MWA observations at zenith.
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Table 4.4: Parameters used to generate Fig. 4.11 representative of MWA observations at
zenith

Parameter Value
θ 0 deg
SEFD equation 4.17
Seff equation 4.20
dprim 5 m
v 500 km.hr−1

σsc equation 4.37
σth equation 4.40
tsol & 2bmax/v (= 20 sec)

like averaging, calibration, gridding (during Fourier synthesis) for scintillation noise. We
have arrived at the following conclusions.

1. Scintillation noise from a ‘sea’ of point sources that follow a certain source-counts
law (equation 4.9) is equal to scintillation noise of a single source of flux Seff which is
the rms apparent-flux of all sources in the sky. The value of Seff is mostly influenced
by the high-flux end of the source distribution and is related to the maximum flux
of sources contributing to the scintillation noise through equation 4.13.

2. Off zenith viewing geometry leads to an increase in scintillation noise variance by a
factor of sec11/6 θ due to (i) increased path-length through the ionosphere, and (ii)
increase in distance to the effective ionospheric phase-screen leading to an increase
in the Fresnel-length (Fig. 4.2 and table 4.1). This scaling law is accurate for zenith
angles of θ . 40 degree. For zenith viewing, the analytical expressions derived in
Vedantham & Koopmans (2014, and chapter 3) are still valid approximations.

3. The monochromatic scintillation and thermal noise evaluated within a scintillation
decorrelation timescale, and fringe decorrelation bandwidth is given by equation
4.30. After applying a delay transform (Fourier transform along frequency) to the
gridded visibility data, the scintillation and thermal noise contribution from a single
baseline to a uvη-cell is given by equations 4.37 and 4.40.

4. Though scintillation noise is a broadband phenomena, its sampling in the Fourier
plane is generally not so. This is because snapshot uv-coverage of minimally re-
dundant arrays like LOFAR and MWA is poorly filled leading to a spatial sampling
function in the uv-plane that ‘stretches’ with frequency. This leads to decorrelation
of measured scintillation noise (Fig. 4.4) over the fringe decorrelation bandwidth
(∆νcell from equation 4.29). Hence spectral coherence properties of scintillation
noise also follow those of sidelobe noise leading to a well established ‘wedge’ struc-
ture in the 2-dimensional (cylindrical) power spectrum (Vedantham et al. 2012, and
Fig. 4.5). It is important to realise that though the uv-plane may be completely
filled at all frequencies after Earth rotation synthesis, since scintillation is a time
variable phenomena, the relevant uv-coverage to consider here is the snapshot uv-
coverage. Scintillation noise leaks above the wedge by virtue of the sidelobes of the
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delay transform point spread function21, and can be mitigated in this region using
a suitable window function in the delay transform (Vedantham et al. 2012).

5. Although filled apertures like HERA and SKA-LOW (core only) will be scintillation
noise dominated (Fig. 4.6), because this scintillation noise is correlated on all base-
lines of a compact array wholly within a Fresnel scale (rF = 310 m at 150 MHz),
the resulting scintillation noise manifests as an uncertainty in the flux emanating
from every patch of the sky of solid angle πr2

F/h
2 (h is distance to the ionosphere).

However such arrays have a completely filled snapshot uv-coverage, and the scintil-
lation noise they measure will have large frequency coherence (weak scintillation),
which will probably enable it to be subtracted away along with smooth-spectrum
astrophysical foregrounds.

6. During Earth rotation synthesis, visibilities are averaged over timescales of ∆τcell

(equation 4.28). While this time averaging leads to suppression of scintillation
from small-scale turbulence (Fig. 4.7), self-calibration leads to suppression of con-
tribution from large-scale wavemodes. If the ratio of solution cadence to averaging
interval tsol/∆τcell = 1 then scintillation noise is mitigated by about 50% in rms
(Fig. 4.8). Decreasing solution cadence further logarithmically reduces residual
scintillation noise.

7. Efficiency of scintillation noise mitigation using self-calibration solution transfer
from a calibrator to a target source depends on the projected separation between
the sources on the phase-screen ∆s = h∆l where h is the distance to the phase
screen and ∆l is the angular separation of the two sources (Fig. 4.9). For b . rF

calibration transfer does more harm then good if |∆s| & rF. For b & rF the same
is true for |∆s| & b.

8. The above result and the angular coherence of scintillation noise set a lower limit of
16r2

F/d
2
prim on number of direction one has to solve for in self-calibration to mitigate

scintillation noise to at or below the thermal noise in compact arrays wholly within
a Fresnel scale (see equation 4.64). The number of independent visibility constraints
available in such an array is insufficient to solve in as many directions.

9. Due to the above lack of constraints, one can solve for the scintillation noise from
the brightest K0 sources, where K0 scales as N2

prim/2 and is bounded by a maximum
value of K0 = 2r2

F/d
2
prim. Such a solution will reduce the effective scintillating flux

by a factor of K−1/6
0 . Regardless, as stated earlier, the measured scintillation noise

for arrays with a fully-filled snapshot uv-coverage such as SKA (core) and HERA
is broadband, which may allow it to be subtracted along with smooth-spectrum
foreground emission.

10. Figures 4.10 and 4.11 shows the predicted ratio of scintillation to thermal noise at
different redshifts for differing ionospheric conditions. We have chosen the param-
eters for the two figures (summarised in table 4.3 and 4.4) to represent the case
of LOFAR observations of the NCP and MWA observations at zenith respectively.
The region to the left and bottom of the iso-contour lines (drawn at a ratio of 1/2)
will require significant increases (> 25%) in integration time to attain the same

21 Which is also the Fourier transform of the bandpass window function
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sensitivity as previously thought (based on thermal noise alone).

4.8 Conclusions and future work

In this chapter, we have shown that

1. Ionospheric scintillation noise in the cylindrical power spectrum space for current
arrays (e.g. LOFAR and MWA) is largely confined below the ‘wedge’ (Vedantham
et al. 2012) for the case of weak scattering (rdiff & bmax), and as such does not pose
a fundamental limitation to current 21-cm power spectrum efforts.

2. Assuming ‘primary calibration’ removes scintillation noise from very bright sources
(those that present a signal to noise (1 MHz, 2 s interval) ratio of 5 or more per
visibility), scintillation noise within the wedge, if unmitigated, will require at least
25% (and in some regimes 100%) more integration time to achieve the same power
spectrum sensitivity as previously thought.

3. Mitigating ionospheric effects via phase referencing using a bright calibrator is not
an option for high redshift 21-cm experiments.

4. The fully filled cores of HERA and SKA will be scintillation noise dominated on all
baselines. Since the cores are mostly confined to a size . rF, all ionospheric effects
are coherent in space and frequency. This allows scintillation noise to be largely
subtracted together with the smooth foregrounds in the frequency direction.

5. Computing the efficacy of direction-dependent calibration in mitigating scintillation
noise for an arbitrary array configuration will be instrumental in evaluating the
utility of longer baselines in mitigating ionospheric effects on shorter baselines which
contain the bulk of the cosmic 21-cm signal. This forms an important part of current
research efforts.

6. Antenna based calibration solutions may not be the most efficient technique to mit-
igate scintillation noise on short baselines (b . rF) since they experience direction-
incoherent but baselines-coherent scintillation noise. Our future efforts involve
developing and testing such a source-dependent, baseline-independent calibration
algorithm.

Appendix: Variance of a ratio

We are interested in computing the variance σ2(g1/g2) where g1 and g2 are random vari-
ables with means µ1 and µ2 and variances σ2(g1) and σ2(g2) respectively. Obtaining the
variance of the ratio in closed form is difficult, but we can obtain a good approximation
by Taylor expanding the ratio about µ1/µ2 as

g1

g2
≈ µ1

µ2
+
g1 − µ1

µ2
− µ1

µ2
2

(g2 − µ2). (4.71)
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The variance of the ratio is thus

σ2

(
g1

g2

)
≈ σ2

(
µ1

µ2
+
g1

µ2
+
µ1g2

µ2
2

)
(4.72)

which on using σ2(a± b) = σ2(a) + σ2(b) ± 2Cov(a, b) yields

σ2

(
g1

g2

)
≈ 1

µ2
2

(
σ2(g1) +

µ2
1

µ2
2

σ2(g2) − 2
µ2

1

µ2
2

Cov(g1, g2)

)
. (4.73)

For the case of scintillation from a spatially stationary ionosphere, we have µ1 = µ2 = 〈g1〉
say, and σ2(g1) = σ2(g2). Using this we get

σ2

(
g1

g2

)
≈ 2σ2(g1) − 2Cov(g1, g2)

〈g1〉2 (4.74)
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Table 4.5: A glossary of terms used in this chapter and their meaning

Term Meaning
ν Electromagnetic wave frequency
λ Electromagnetic wavelength∣∣∣φ̃ (q)

∣∣∣
2

Ionospheric phase power spectrum where q is the wavenumber
vector.

φ2
0 Ionospheric phase variance
ko Outer-scale (of turbulence) wavenumber
rdiff Ionospheric diffractive scale
v Ionospheric bulk-velocity
Seff Effective scintillating flux
α Spectral index with which differential source counts scale with flux

density
β Spectral index with which differential source counts scale with

frequency
γ Spectral index with which sky brightness temperature scales with

frequency
rF Fresnel-scale
θ Zenith angle
σ2

rf [b] Scintillation variance due to a 1 Jy source at the phase centre.
Also called fractional scintillation variance.

l 2D direction cosine vector
h(θ) Distance to ionospheric phase screen
b 2D baseline vector
B(ν, l) Primary beam of interferometer element
Beff(ν) Effective beam for scintillation calculations
∆ucell,∆vcell uv-plane cell size
∆τcell(b) Time spent by a baseline (length = b) in a uv-cell.
dprim Aperture diameter of primary antenna
∆νcell(b) Frequency interval spend by a baseline (length = b) in a uv-cell
SEFD System equivalent flux density
∆τcoh(b) Scintillation noise coherence time-scale
tavg Visibility time-averaging interval
∆νch Visibility frequency-averaging interval
tsol Self-calibration solution-time interval
dcore Array diameter for a maximally redundant array
Nprim Number of interferometer elements in a maximally redundant ar-

ray
σth Thermal noise standard deviation
σsc Scintillation noise standard deviation
VT Visibility in the absence of scintillation
VM Visibility corrupted by scintillation
VC Visibility after application of self-calibration solutions
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Abstract

We present radio observations of the Moon between 35 and 80 MHz to demonstrate a
novel technique of interferometrically measuring large-scale diffuse emission extending
far beyond the primary beam (global signal) for the first time. In particular, we show
that (i) the Moon appears as a negative-flux source at frequencies 35 < ν < 80 MHz since
it is ‘colder’ than the diffuse Galactic background it occults, (ii) using the (negative) flux
of the lunar disc, we can reconstruct the spectrum of the diffuse Galactic emission with
the lunar thermal emission as a reference, and (iii) that reflected RFI (radio-frequency
interference) is concentrated at the center of the lunar disc due to specular nature of
reflection, and can be independently measured. Our RFI measurements show that (i)
Moon-based Cosmic Dawn experiments must design for an Earth-isolation of better than
80 dB to achieve an RFI temperature < 1 mK, (ii) Moon-reflected RFI contributes to
a dipole temperature less than 20 mK for Earth-based Cosmic Dawn experiments, (iii)
man-made satellite-reflected RFI temperature exceeds 20 mK if the aggregate scattering
cross section of visible satellites exceeds 175 m2 at 800 km height, or 15 m2 at 400 km
height. Currently, our diffuse background spectrum is limited by sidelobe confusion on
short baselines (10-15% level). Further refinement of our technique may yield constraints
on the redshifted global 21-cm signal from Cosmic Dawn (40 > z > 12) and the Epoch
of Reionization (12 > z > 5).
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5.1 Introduction

The cosmic radio background at low frequencies (< 200 MHz) consists of Galactic
and Extragalactic synchrotron and free-free emission (hundreds to thousands of Kelvin
brightness) and a faint (millikelvin level) redshifted 21-cm signal from the dark ages
(1100 > z > 40), Cosmic Dawn (40 > z > 15), and the Epoch of Reionization
(15 > z > 5). The redshifted 21-cm signal from Cosmic Dawn and the Epoch of Reion-
ization is expected to place unprecedented constraints on the nature of the first stars and
black-holes (Furlanetto et al. 2006a; Pritchard & Loeb 2010b). To this end, many low-
frequency experiments are proposed, or are underway: (i) interferometric experiments
that attempt to measure the spatial fluctuations of the redshifted 21-cm signal, and (ii)
single-dipole (or total power) experiments that attempt to measure the sky averaged (or
global) brightness of the redshifted 21-cm signal.

An accurate single-dipole (all-sky) spectrometer can measure the cosmic evolution of
the global 21-cm signal, and place constraints on the onset and strength of Lyα flux from
the first stars and X-ray flux from the first accreting compact objects (Mirocha et al.
2013). However, Galactic foregrounds in all-sky spectra are expected to be 4 − 5 orders
of magnitude brighter than the cosmic signal. Despite concerted efforts (Chippendale
2009; Rogers & Bowman 2012; Harker et al. 2012; Patra et al. 2013; Voytek et al. 2014),
accurate calibration to achieve this dynamic range remains elusive. Single-dipole spectra
are also contaminated by receiver noise which has non-thermal components with complex
frequency structure that can confuse the faint cosmic signal. The current best upper lim-
its on the 21-cm signal from Cosmic Dawn comes from the SCI-HI group, who reported
systematics in data at about 1-2 orders of magnitude above the expected cosmological
signal (Voytek et al. 2014). In this chapter, we take the first steps towards developing
an alternate technique of measuring an all-sky (or global) signal that circumvents some
of the above challenges.

Multi-element telescopes such as LOFAR (van Haarlem et al. 2013) provide a large
number of constraints to accurately calibrate individual elements using bright compact
astrophysical sources that have smooth synchrotron spectra. Moreover, interferomet-
ric data contains correlations between electric fields measured by independent receiver
elements, and is devoid of receiver noise bias. These two properties make interferom-
etry a powerful and well established technique at radio frequencies (Thompson et al.
2007). However, interferometers can only measure fluctuations in the sky brightness (on
different scales) and are insensitive to a global signal. However, lunar occultation in-
troduces spatial structure on an otherwise featureless global signal. Interferometers are
sensitive to this structure, and can measure a global signal with the lunar brightness
as a reference (Shaver et al. 1999). At radio frequencies, the Moon is expected to be
a spectrally-featureless black body (Krotikov & Troitskii 1963; Heiles & Drake 1963)
making it an effective temperature reference. Thus, lunar occultation allows us to use
the desirable properties of interferometry to accurately measure a global signal that is
otherwise inaccessible to traditional interferometric observations.

The first milestone for such an experiment would be a proof-of-concept, wherein one
detects the diffuse or global component of the Galactic synchrotron emission by interfer-
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ometrically observing its occultation by the Moon. McKinley et al. (2013) recently led
the first effort in this direction at higher frequencies (80 < ν < 300 MHz) correspond-
ing to the Epoch of Reionization. However, McKinley et al. (2013) concluded that the
apparent temperature of the Moon is contaminated by reflected man-made interference
(or Earthshine) — a component they could not isolate from the Moon’s intrinsic ther-
mal emission, and hence, they could not estimate the Galactic synchrotron background
spectrum.

In this chapter, I present the first radio observations of the Moon at frequencies cor-
responding to the Cosmic Dawn (35 < ν < 80 MHz; 40 > z > 17). We show that (i)
the Moon appears as a source with negative flux density (∼ −25 Jy at 60 MHz) at low
frequencies as predicted, (ii) that reflected Earthshine is mostly specular in nature, due
to which, it manifests as a compact source at the center of the lunar disc, and (iii) that
reflected Earthshine can be isolated as a point source, and removed from lunar images
using the resolution afforded by LOFAR’s long baselines (> 100λ). Consequently, by
observing the lunar occultation of the diffuse radio sky, we demonstrate simultaneous
measurement of the spectrum of (a) diffuse Galactic emission and (b) the Earthshine re-
flected by the Moon. These results demonstrate a new and exiting observational channel
for measuring large-scale diffuse emission interferometrically.

The rest of the chapter is organized as follows. In Section 5.2, we describe the theory
behind extraction of the brightness temperature of diffuse emission using lunar occulta-
tion. In Section 5.3, we present the pilot observations, data reduction, and lunar imaging
pipelines. In Section 5.4, we demonstrate modeling of lunar images for simultaneous es-
timation of the spectrum of (i) reflected Earthshine flux, and (ii) the occulted Galactic
emission (global signal). We then use the Earthshine estimates to compute limitations
to Earth and Moon-based single-dipole Cosmic Dawn experiments. Finally, in Section
5.5, we present the salient conclusions of this chapter, and draw recommendations for
future work.

5.2 Lunar occultation as seen by a radio interferom-

eter

As pointed out by Shaver et al. (1999), the Moon may be used in two ways to estimate
the global 21-cm signal. Firstly, since the Moon behaves as a ∼ 230 K thermal black-
body at radio frequencies (Krotikov & Troitskii 1963; Heiles & Drake 1963), it can be
used in place of a man-made temperature reference for bandpass calibration of single-dish
telescopes. Secondly, the Moon can aid in an interferometric measurement of the global
signal, which in the absence of the Moon would be resolved out by the interferometer
baselines. In this section, we describe the theory and intuition behind this quirk of radio
interferometry. For simplicity, we will assume that the occulted sky is uniformly bright
(global signal only), and that the primary beam is large compared to the Moon, so that
we can disregard its spatial response.
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5.2.1 Interferometric response to a global signal

A radio interferometer measures the spatial coherence of the incident electric field. We
denote this spatial coherence, also called visibility, at frequency ν, on a baseline separa-
tion vector ū (in wavelength units) as V (ū, ν). The spatial coherence function V (ū, ν) is
related to the sky brightness temperature T (r̄, ν) through a Fourier transform given by
(Thompson et al. 2007)

V (ū, ν) =
1

4π

∫
dΩTsky(r̄, ν) e−2πiū.r̄, (5.1)

where r̄ is the unit vector denoting direction on the sky, and dΩ is the differential solid
angle, and we have assumed an isotropic antenna response. Note that we have expressed
the visibility in terms of brightness temperature rather than flux density, since brightness
temperature gives a more intuitive understanding of a diffuse signal such as the global
21-cm signal as compared to the flux density which lends itself to representation of emis-
sion from compact sources.

If the sky is uniformly bright as in the case of a global signal, then1 Tsky(r̄, ν) = TB(ν),
and by using a spherical harmonic expansion of the integrand in Equation 5.1, we can
show that (full derivation in Appendix 5.5)

V (ū, ν) = TB(ν)
sin(2π|ū|)

2π|ū| (5.2)

where |ū| is the length of vector ū. Equation 5.2 implies that the response of an interfer-
ometer with baseline vector ū (in wavelengths) to a global signal (no spatial structure)
falls off as ∼ 1/|ū|. Hence only a zero baseline, or very short baselines (< few λ) are
sensitive to a global signal. This is seen in Figure 5.1 (solid red curve) where we plot the
interferometric response to a global signal as given by Equation 5.2.

In zero-baseline (single-dipole) measurements, the signal is contaminated by receiver
noise which is very difficult to measure or model with accuracy (∼ 10 mK level). This
is evident from recent efforts by Chippendale (2009); Rogers & Bowman (2012); Harker
et al. (2012); Patra et al. (2013); Voytek et al. (2014). On shorter non-zero baselines,
the receiver noise from the two antennas comprising the baseline, being independent, has
in principle, no contribution to the visibility V (ū). In practice however, short baselines
(< few wavelengths) are prone to contamination from mutual coupling between the an-
tenna elements, which is again very difficult to model. Moreover, non-zero baselines are
also sensitive to poorly constrained large-scale Galactic foregrounds and may not yield
accurate measurements of a global signal.

5.2.2 Response to occultation

The presence of the Moon in the field of view modifies Tsky(ν). If the lunar brightness
temperature is TM(ν) and the global brightness temperature in the field is TB(ν), then

1 In this context, we use TB(ν) to denote a generic spatially invariant function— not necessarily the
particular case of the global 21-cm signal.
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lunar occultation imposes a disc-like structure of magnitude TM(ν) −TB(ν) on an other-
wise featureless background.

To mathematically represent the occultation, we introduce the masking function
which is unity on a disc the size of the Moon (∼ 0.5 deg) centered on the Moon at
r̄M, and zero everywhere:

M(r̄, R̄m) =

{
1 r̄.r̄M > cos(0.25 deg)
0 otherwise.

}
(5.3)

The sky brightness may then be expressed as,

Tsky = TB (1 −M) + TM M
= (TM − TB)M︸ ︷︷ ︸

occulted

+ TB︸︷︷︸
non-occulted

, (5.4)

where the function arguments have been dropped for brevity. Equation 5.4 shows that
Tsky consists of (i) a spatially fluctuating ‘occulted’ component2: (TM − TB)M , and
(ii) a spatially invariant ‘non-occulted’ component: TB akin to the occultation-less case
discussed in Section 5.2.1. By substituting Equation 5.4 in Equation 5.1, we get an
expression for the visibility:

V (ū) =
1

4π
(TM − TB)

∫
dΩM(r̄, r̄M) e−2πiū.r̄

︸ ︷︷ ︸
occulted

+
1

4π
TB

∫
dΩ e−2πiū.r̄.

︸ ︷︷ ︸
non-occulted

(5.5)

The above equation is central to the understanding of the occultation based technique
presented in this chapter. The second integral representing the ‘non-occulted’ brightness
evaluates to a sinc-function (see Equation 5.2):

V2(ū) = TB
sin(2π|ū|)

2π|ū| (non-occulted) (5.6)

This is the interferometric response we expect in the absence of any occultation.

The first integral is the additional term generated by the occultation. It is a measure of
TB −TM: the differential brightness temperature between the background being occulted
and the occulting object itself. This integral is simply the Fourier transform of a unit
disc, and if we (i) assume that the angular size of the occulting object, a is small, and
(ii) use a co-ordinate system which has its z-axis along r̄M, then it reduces to the well
known Airy-pattern:

V1(ū) ≈ (TM − TB)
Ωa

4π

2J1(πa|ū|)
πa|ū| (occulted), (5.7)

2 Though TB and TM are assumed here to have no spatial fluctuations, (TM − TB)M has spatial
fluctuations due to M .
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Figure 5.1: Normalized response of an interferometer to lunar occultation as a function of
baseline length: the blue broken line shows the ‘occulted’ component (Equation 5.7) and the
solid red line shows the ‘non-occulted’ component (Equation 5.6). The solid red line is also the
interferometer response in the absence of occultation.

where Ωa is the beam-solid angle of the occulting object, and J1 is the Bessel function
of the first kind of order 1. This is the additional interferometric response due to the
presence of the occulting object.

In Figure 5.1, we plot the interferometric response to the ‘occulted’ and ‘non-occulted’
components as a function of baseline length for a = 0.5 deg. Clearly, longer baselines
(|ū| ∼ 1/a) of a few tens of wavelengths are sensitive to the ‘occulted’ component TM −
TB. With prior knowledge of TM, the global background signal TB may be recovered
from these baselines. The longer baselines also have two crucial advantages: (i) they
contain negligible mutual coupling contamination, and (ii) they probe scales on which
Galactic foreground contamination is greatly reduced as compared to very short baselines
(few wavelengths). These two reasons are the primary motivations for the pilot project
presented in this chapter.

5.2.3 Lunar brightness: a closer look

Since an interferometer measures TM − TB, our recovery of TB hinges on our knowledge
of TM. We have thus far assumed that the lunar brightness temperature, TM, is given by
a perfect black-body spectrum without spatial structure. In practice, the apparent lunar
temperature consists of several non-thermal contributions. We now briefly discuss these
in decreasing order of significance.

1. Reflected RFI: Man-made interference can reflect off the lunar disc into the tele-
scope contributing to the effective lunar temperature. Radar studies have shown
that the lunar surface appears smooth and undulating at wavelengths larger than
∼ 5 m (Evans 1969). Consequently, at frequencies of interest to Cosmic Dawn
studies (35 < ν < 80 MHz) Earthshine-reflection is expected to be specular in
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nature and may be isolated by longer baselines (> 100λ) to the center of the lunar
disc. This ‘reflected Earthshine’ was the limiting factor in recent observations by
McKinley et al. (2013). In Section 5.4, we demonstrate how the longer baselines
of LOFAR (> 100λ) can be used to model and remove Earthshine from images of
the Moon.

2. Reflected Galactic emission: The Moon also reflects Galactic radio emission inci-
dent on it. As argued before, the reflection at tens of MHz frequencies is mostly
specular. Radar measurements of the dielectric properties of the lunar regolith
have shown that the Moon behaves as a dielectric sphere with an albedo of ∼ 7%
(Evans 1969). If the sky were uniformly bright (no spatial structure) this would
imply an additional lunar brightness of 0.07TB(ν) K, leading to a simple correction
to account for this effect. In reality, Galactic synchrotron has large-scale structure
(due to the Galactic disk) and the amount of reflected emission depends on the ori-
entation of the Earth—Moon vector with respect to the Galactic plane and changes
with time. For the sensitivity levels we reach with current data (see Section 5.4.1),
it suffices to model reflected emission as a time-independent temperature of 160 K
at 60 MHz with a spectral index of −2.24:

Trefl = 160

(
ν MHz

60

)−2.24

(5.8)

Details of simulations that used the sky model from de Oliveira-Costa et al. (2008)
to arrive at the above equation are presented in Appendix 5.5.

3. Reflected solar emission: The radio-emitting region of the quiet Sun is about
0.7 deg in diameter, has a disc-averaged brightness temperature of around 106 K at
our frequencies, and has a power-law-like variation with frequency (Erickson et al.
1977). Assuming specular reflection, the reflected solar emission from the Moon
is localized to a 7 arcsec wide region on the Moon, and as such can be modeled
and removed. In any case, assuming an albedo of 7%, this adds a contribution of
about 1 K to the disc-integrated temperature of the Moon. While this contribution
must be taken into account for 21-cm experiments, we currently have not reached
sensitivities where this is an issue. For this reason, we discount reflected solar
emission from the quiet Sun in this chapter. During disturbed conditions, transient
radio emission from the Sun may increase by ∼ 4 orders of magnitude and have
complex frequency structure. According to SWPC3, such events were not recorded
during the night in which our observations were made.

4. Polarization: The reflection coefficients for the lunar surface depend on the po-
larization of the incident radiation. For this reason both the thermal radiation
from the Moon, and the reflected Galactic radiation is expected to be polarized.
Moffat (1972) has measured the polarization of lunar thermal emission to have
spatial dependence reaching a maximum value of about 18% at the limbs. While
leakage of polarized intensity into Stokes I brightness due to imperfect calibration
of the telescopes is an issue for deep 21-cm observations, we currently do not detect

3 National Oceanic and Atmospheric Administration’s Space Weather Prediction Center
(http://www.swpc.noaa.gov)
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any polarized emission from the lunar limb in our data. The most probable rea-
son for this is depolarization due to varying ionospheric rotation measure during
the synthesis, and contamination from imperfect subtraction of a close (∼ 5 deg),
polarized, and extremely bright source (Crab pulsar).

In this chapter, we model the lunar brightness temperature as a sum of its intrinsic
black-body emission, and reflected emission:

TM = Tblack + Trefl = 230 + 160

(
ν MHz

60

)−2.24

K (5.9)

The top-panel in Fig. 5.2 shows the expected diffuse background TB, and the above two
contributions to the lunar brightness temperature TM as a function of frequency assuming
that the Moon is located at 05h13m00s, +20d26m00s4. The bottom panel of Fig. 5.2
also shows the flux density of the lunar disc Sm (Stokes I) given by

Sm =
2k(TM − TB)Ω

λ210−26
Jy, (5.10)

where the temperatures are expressed in Kelvin, k is the Boltzmann’s constant, λ is the
wavelength, and Ω is the solid angle subtended by the Moon. Since TM − TB is negative
in our frequency range, the Moon is expected to appear as a negative source with flux
density of about −25 Jy at 60 MHz. In Section 5.4.3, we will use Equations 5.10 and 5.9,
along with a measurement of the Sm, to compute the spectrum of the diffuse background
TB.

5.3 Proof of concept

We acquired 7 hours of LOFAR (van Haarlem et al. 2013) commissioning data between
26-12-2012 19:30 UTC and 27-12-2012 02:30 UTC. 24 Low Band Antenna (LBA) core-
stations (on a common clock) and 11 remote stations participated in the observation5.
The core-stations are distributed within a ∼ 3 km core near the town of Exloo in the
Netherlands, and the remote-stations are distributed up to ∼ 50 km away from the core
within the Netherlands. Visibility data were acquired in two simultaneous (phased array)
primary beams : (i) a calibration beam on 3C123 (04h37m04s,+29d40m13.8s), and (ii) a
beam in the direction of the Moon at transit (05h13m, +20d26m)6. We acquired data on
the same 244 sub-bands (each ∼ 195 kHz wide) in both beams. These subbands together
span a frequency range from ∼ 36 MHz to ∼ 83.5 MHz. The raw data were acquired at
a time/freq resolution of 1 sec, 3 kHz (64 channels per sub-band) to reduce data loss to
radio-frequency interference (RFI), giving a raw-data volume of about 15 Terabytes.

5.3.1 RFI flagging and calibration

RFI ridden data-points were flagged using the AOFlagger algorithm (Offringa et al.
2010) in both primary (phased-array) beams. The 3C123 calibrator beam data were

4 This corresponds to the transit point of the Moon during the observations presented in this chapter
5 Station here refers to a phased array of dipoles that forms the primary antenna element in the

interferometer
6 All co-ordinates are specified for equinox J2000 at epoch J2000, but for lunar co-ordinates that are

specified for equinox J2000 at epoch J2012 Dec 26 23:00 UTC
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Figure 5.2: Plot showing the expected temperature of occulted Galactic synchrotron emission,
reflected Galactic emission, and lunar thermal emission as a function of frequency (top panel),
and also the resulting flux density of the Moon as measured by an interferometer (bottom panel).

then averaged to 5 sec, 195 kHz (1 channel per sub-band) resolution such that the clock-
drift errors on the remote stations could still be solved for. We then bandpass calibrated
the data using a two component model for 3C123. The bandpass solutions for the core-
station now contain both instrumental gains and ionospheric phases in the direction of
3C123. Since 3C123 is about 12 deg from the Moon, the ionospheric phases may not
be directly translated to the lunar field. To separate instrumental gain and short-term
ionospheric phase, we filtered the time-series of the complex gains solutions in the Fourier
domain (low-pass) and then applied them to the lunar field. Since the baselines sensitive
to the occultation signal (< 100λ) are well within typical diffractive scales for ionospheric
phase fluctuations ( few km), to first order, we expect negligible ionospheric corruptions
in the measurement of the occultation response.

5.3.2 Subtracting bright sources

The brightest source in the lunar field is 3C144 which is about 5 deg from the pointing
center (see Fig. 5.4). 3C144 consists of a pulsar (250 Jy at 60 MHz) and a nebula (2000 Jy
at 60 MHz) which is around 4 arcmin wide. After RFI flagging, the lunar field data were
averaged to 2 sec, 13 kHz (15 channel per sub-band). This ensures that bright sources
away from the field such as Cassiopeia A are not decorrelated, such that we may solve
in their respective directions for the primary beam and ionospheric phase, and remove
their contribution from the data. We used the third Cambridge Catalog (Bennett 1962)
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Figure 5.3: Plot showing the simulated apparent flux (primary-beam attenuated) of sources
which dominate the flux budget in the lunar field for three different frequencies: 35 MHz,
60 MHz, and 80 MHz. The modulations in time are due to the sources moving through the
sidelobes of the primary (station) beam during the synthesis.

with a spectral index scaling of α = −0.7, in conjunction with a nominal LBA station
beam model to determine the apparent flux of bright sources in the lunar beam at 35,
60 and 85 MHz (see Figure 5.3). Clearly, 3C144 (Crab nebula) and 3C461 (Cassiopeia
A) are the dominant sources of flux in the lunar beam across the observation bandwidth.
Consequently, we used the BlackBoard Self-cal (BBS7) software package to calibrate in
the direction of Cassiopeia A, and the Crab nebula simultaneously, and also subtract
them from the data. We used a Gaussian nebula plus point source pulsar model for the
Crab nebula, and a two component Gaussian model for Cassiopeia A in the solution and
subtraction process.

5.3.3 Faint source removal

Since the Moon is a moving target (in celestial co-ordinates), all the background sources
and their sidelobes will be spatially smeared in lunar images. Standard imaging routines
cannot clean (deconvolve) the sidelobes of such spatially smeared sources. To mitigate
sidelobe confusion, it is thus important to model and subtract as many background
sources as possible prior to lunar imaging. After removing the bright sources, Cassiopeia
A and the Crab nebula, we average the data to a resolution of 10 sec, 40 kHz (5 channel
per sub-band) to ensure that the faint sources that populate the relatively large beam
(FWHM of ∼ 20 deg at 35 MHz) are not decorrelated from time and bandwidth smearing,
such that they may be reliably subtracted. We then imaged the sources and extracted a
source catalog consisting of ∼ 200 sources in the field (see Fig. 5.4). These sources were
clustered into 10−12 directions depending on frequency. The SAGECal software (Kazemi
et al. 2011) was then used to solve for the primary-beam variation in these directions
with a solution cadence of 40 minutes, and subsequently these sources were subtracted
to form the visibilities. We note here that none of the sources detected for the 200 source
catalog were occulted by the Moon. In future experiments, if bright sources are occulted
by the Moon during the synthesis, then care must be exercised to (i) not subtract them

7 BBS is a self-calibration software package developed for LOFAR
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Figure 5.4: Continuum image of the lunar field between 36 and 44 MHz (natural weights)
with no primary-beam correction applied. The point spread function is about 12 arcmin wide.
Prominent 3C source names have been placed right above the respective sources. 3C144 (Crab
nebula) has been subtracted in this image. The gray circles approximately trace the first null
of the primary beam at 35 (outer) and 80 MHz (inner). The shaded rectangular patch shows
the trajectory of the Moon during the 7 hr synthesis. We have not fringe-stopped on the Moon
(moving source) in producing this image, and hence the Moon is not visible due to the ensuing
decorrelation.

during the occultation, and (ii) flag data at the beginning and end of occultation that
contains edge diffraction effects.

Multi-direction algorithms may subtract flux from sources that are not included in the
source model in their quest to minimize the difference between data and model (Kazemi
& Yatawatta 2013; Grobler et al. 2014). Furthermore, the Moon is a moving source
(in the celestial co-ordinates frame in which astrophysical sources are fixed). The Moon
fringes on a 100λ East-West baseline at a rate of about 360 deg per hour. Based on
fringe-rate alone, such a baseline will confuse the Moon for a source that is a few degrees
from the phase center that also fringes at the same rate. This implies that calibration
and source subtraction algorithms are expected to be even more prone to subtracting
lunar flux due to confusion with other sources in the field. While a discussion on the
magnitude of these effects are beyond the scope of this chapter, to mitigate these effects,
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we excluded all baselines less than 100λ (that are sensitive to the Moon) in the SAGECal

solution process to avoid suppressing flux from the Moon, and also to avoid confusion
from the unmodeled diffuse Galactic emission.

5.3.4 Lunar imaging

After faint source removal, the data were averaged to a resolution of 1 min, 195 kHz
(1 channel per sub-band) to reduce data volume while avoiding temporal decorrelation
of the Moon (moving target). We then phase rotated (fringe stopping) to the Moon
while taking into account its position and parallax given LOFAR’s location at every
epoch. After this step, we used standard imaging routines in CASA to make a dirty
image of the Moon. Since we are primarily interested in the spectrum of lunar flux in
images, it is critical to reduce frequency dependent systematics in the images. As shown
later, sidelobe confusion on short baselines (< 100λ) is the current limitation in our
data. This contamination is a result of the frequency dependent nature of our native uv-
coverage— an indispensable aspect of Fourier synthesis imaging. To mitigate this effect
on shorter baselines, we choose an inner uv-cut of 20λ for all frequency channels. This
value was chosen as it corresponds to the shortest baselines (in wavelengths) available at
the highest frequencies in our observation bandwidth. Figure 5.5 shows 3.9 MHz wide
(20 subbands) continuum images of the Moon in different frequency bands. As expected
the Moon appears as a source with negative flux density. As frequency increases, the
brightness contrast between the Moon and the background Galactic emission decreases,
and the (absolute) flux of the Moon decreases, just as expected.

5.4 Image analysis

In this section, we use the lunar images such as the ones shown in Fig. 5.5 to extract the
background temperature TB and the reflected RFI (Earthshine) flux.

5.4.1 Sensitivity analysis

The noise in lunar images such as the ones in Fig. 5.5 primarily originate from (i) thermal
noise, (ii) classical and sidelobe confusion noise, and (iii) residuals of the bright in-field
source 3C144 (about 2250 Jy at 60 MHz)8. To estimate thermal noise, we differenced
the bandpass calibrated visibilities between channels separated by 40 kHz. The aggre-
gated flux from sources across the sky are correlated on such a small frequency interval
(0.01 per-cent), and drop off in the difference. After taking into account the frequency
and time resolution of the visibilities, the rms of the differenced visibilities gives us an
independent measurement of the System Equivalent Flux Density (SEFD). From the
SEFD, we compute the thermal noise in natural weighted images as

σth(ν) =
SEFD(ν)√

2 tsyn ∆ν Nbas

, (5.11)

where tsyn is the observation duration, ∆ν is the bandwidth, and Nbas is the number of
baselines used in imaging. Figure 5.6 shows the expected thermal noise in lunar images

8 The dirty images of unsubtracted sources are spatially smeared in lunar images since we have fringe
stopped on the Moon
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2.0 1.6 1.2 0.8 0.4 0.0 0.4 0.8 1.2 1.6 2.0
Jy/PSF

37.79 MHz 41.70 MHz 45.61 MHz 49.51 MHz

53.42 MHz 57.32 MHz 61.23 MHz 65.14 MHz

Figure 5.5: Synthesis images of the Moon at 8 different frequencies: 0.5 deg wide gray circles are
drawn centered on the expected position of the Moon. Each image is made over a bandwidth
of 3.9 MHz (20 sub-bands) for 7 hours of synthesis. The lunar flux increases towards zero
with increasing frequency as the contrast between the Galactic background and lunar thermal
emission is decreasing (as expected).

(solid black line). The thermal noise is sky limited for ν < 65 MHz, and receiver noise
begins to become a significant contributor at higher frequencies. Fig. 5.6 also shows the
measured rms noise in Stokes I lunar images (solid triangles), which is a factor of ∼ 10
higher than the thermal noise alone. The expected confusion noise is about 15 mJy at
60 MHz and increases to about 50 mJy at 35 MHz, and cannot account for the excess.
Simulations of the effects of 3C sources outside the field of view yielded a sidelobe noise
of about 100 mJy at 60 MHz, which may account for no more than a third of the excess.
Most of the remaining excess may be due to the residuals of 3C144 which is only about
5 degree from the Moon, is scintillating (ionospheric) and is extremely bright (2200 Jy
at 60 MHz, and 3600 Jy at 35 MHz) and possibly polarized. We currently do not have
reliable models to get rid of its contribution with an error less than 0.5%. We thus defer
a detailed sensitivity analysis of the lunar occultation technique.

5.4.2 Mitigating Earthshine

The lunar images in certain frequency channels comprise of a negative disc (as expected),
along with a bright point-source like emission at the center of the disc (see for instance
the panels corresponding to 61.23 and 65.14 MHz in Fig. 5.5). Since this point-source
like emission is always present only at the center of the lunar disc, it is not intrinsic
to the Moon. Additionally, it can not emanate from man-made satellites orbiting the
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Figure 5.6: Plot showing noise estimated in the lunar images. The thermal noise was estimated
by differencing visibilities between frequency channels separated by about 40 kHz. The measured
image noise is shown for naturally weighted images (20λ−500λ baselines) made over a bandwidth
of about 195 kHz with a 7 hour synthesis.

Moon, since the apparent positions of man-made satellites must change during the 7 hour
synthesis. The only known source we may attribute this point-source like emission to is
Earthshine— man-made RFI reflected off the lunar surface. Since the lunar surface is
expected to be smoothly undulating on spatial scales comparable to the wavelength (4
to 9 meters), reflection off the lunar surface is expected to be mostly specular. Hence
Earthshine always images to the center of the lunar disc. For specular reflection, the
angular size of Earthshine in lunar images may be approximately written as (derivation
in Appendix 5.5)

∆θes ≈ Re Rm

(D −Re)2
, (5.12)

where Re and Rm are the radius of the Earth and Moon, respectively, and D is the
distance between the Earth and the Moon. The approximation holds for D ≫ Rm and
D ≫ Re. Assuming approximate values: Re = 6400 km, Rm = 1740 km, D = 384400 km,
we get ∆θes ≈ 16 arcsec9. Additionally, lunar topography results in ‘angular broadening’
of reflected Earthshine. For typical rms slopes of 14 deg on the moon (Daniels 1963), we
compute the broadening to be about 3.86 arcmin (derivation in Appendix 5.5). This is
still smaller than the 7 arcmin resolution of the largest baselines (500λ) we use in lunar
imaging: for the purposes of this chapter, we will treat it a point source.

We thus model the dirty lunar images with two components: (i) a lunar disc of 0.5 deg
diameter with negative flux Sm, and (ii) a point source centered on the lunar disc with
positive flux, Ses. If D is a matrix with dirty image flux values, M is a mask as defined
in Equation 5.3, and P is the telescope Point Spread Function (PSF) matrix then our

9 LOFAR’s international baselines can achieve sub-arcsecond resolutions. In future, this may be used
to make maps of reflected Earthshine!
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model may be expressed as

D = (SmM + Ses) ∗ P + N, (5.13)

or equivalently,

D = SmG + SesP + N (5.14)

where G = M∗P is the dirty image of the unit disc given the telescope PSF, and ∗ denotes
2-D convolution. The above equation may be vectorized and cast as a linear model with
Sm and Ses are parameters:

vec(D) = Hθ + vec(N) (5.15)

where

H = [vec(G) vec(P)]

θ = [Sm Ses]
T (5.16)

The Maximum Likelihood Estimate of the parameters is then

θ̂ = [Ŝm Ŝes]
T = (HT

H)−1
H

T vec(D), (5.17)

and the residuals of fitting are given by

vec(R) = vec(D) − Hθ̂ (5.18)

In practice, we solve Equation 5.17 with a positivity constraint on Ŝes, and a negativity
constraint on Ŝm. Finally, if σ2

N is the noise variance, the parameter covariance matrix
is given by

cov(θ) = σ2
N (HT

H)−1 (5.19)

Note that we have assumed that the noise covariance matrix is diagonal with identical
entries along its diagonal. A more realistic noise covariance matrix may be estimated
from autocorrelation of the images themselves, but we found this to lead to marginal
change in the background spectrum which is still dominated by larger systematic errors
(see Figure 5.8).

Figure 5.7 demonstrates our modeling procedure on a dirty image of the Moon made
with a subband strongly contaminated by reflected Earthshine. The top left panel shows
the dirty image of the Moon D. The bright positive emission at the center of the lunar disc
is due to reflected Earthshine. The bottom left and right panels show the reconstruction
of the dirty images of the lunar disc alone (given by Ŝm(M ∗ P), and that of reflected
Earthshine alone (given by ŜesP). The top right panel shows an image of the residuals
of fit R. The residual images show non-thermal systematics with spatial structure. This
is expected as the noise N is dominated by sidelobe confusion and residuals of 3C144.
Nevertheless, to first order, we have isolated the effect of reflected Earthshine from lunar
images, and can now estimate the background temperature spectrum independently.
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Figure 5.7: Plot demonstrating the mitigation of reflected RFI (Earthshine) in lunar images.
Top left panel shows a dirty image of the Moon at 68 MHz contaminated by Earthshine. Bottom-
left panel shows the reconstructed dirty image of the Moon with Earthshine removed. Bottom-
right panel shows the reconstructed dirty image of Earthshine only, and top-right panel shows
the residuals of model fitting.

5.4.3 Background temperature estimation

As shown in Section 5.2.2, the estimated flux of the lunar disc Ŝm is a measure of the
brightness temperature contrast between the Moon and the background: TM −TB. Using
Equations 5.9 and 5.10, we get the estimator for the background-temperature spectrum
as

T̂B(ν) = 230 + 160

(
ν MHz

60

)−2.24

− 10−26c2Ŝm

2kΩν2
. (5.20)

Figure 5.8 shows the estimates T̂B(ν) computed from Equation 5.20 and lunar disc flux
estimates Ŝm(ν) from the fitting procedure described in Section 5.4.2.

For the data in Fig. 5.8, we split our 7 hour synthesis into 7 one-hour syntheses.
Hence, for each frequency channel (195 kHz wide), we obtain 7 estimates of the occulted
brightness temperature. In figure 5.8 we plot the mean (black points) and standard



5.4: Image analysis 129

 2

 4

 6

 8

 10

 12

 14

 16

 18

 20

 35  40  45  50  55  60  65  70  75  80

In
fe

rr
ed

 b
ac

kg
ro

un
d 

te
m

pe
ra

tu
re

 in
 k

ilo
K

el
vi

n

Frequency in MHz

Measured from occultation (this work)
Expected (previous work)

 0

 1

 2

 3

 4

 5

 60  65  70  75

Figure 5.8: Plot showing the inferred background temperature occulted by the Moon. At each
channel, we estimate 7 background temperature values using 7 one-hour synthesis images of the
Moon. Plotted are the mean and standard deviation of the 7 temperatures measured in each
channel.

deviation (error bars) of 7 temperature estimates at each frequency channel. The ac-
tual uncertainties on the estimates (given by Equation 5.19) is significantly smaller than
the standard deviation, and hence, we do not show them on this plot. We have ap-
plied two minor corrections to the data in Fig. 5.8: (i) Since the Moon moves with
respect to the primary-beam tracking point during the synthesis, we apply a net (7 hour
averaged) primary-beam correction for each frequency using a simple analytical primary-
beam model (array factor), and (ii) we bootstrapped the overall flux scale to the 3C123
scale from Perley & Butler (2013). These two corrections only lead to a marginal flat-
tening of the estimated background spectrum, but we include them nevertheless for
completeness.

Though the Moon moves by about 0.5 deg per hour, the large hour-to-hour variation
seen in our data (error bars in Fig. 5.8) is likely not intrinsic to the sky, and mostly
emanates from sidelobe-confusion noise on short baselines where most of the lunar flux
lies. Due to a lack of accurate models for bright in-field sources (3C144 for instance)
and the complex resolved Galactic structure (close to the Galactic plane), we are unable
to mitigate this confusion with current data. Fig. 5.8 also shows the expected Galactic
spectrum from available sky models from de Oliveira-Costa et al. (2008) (solid line) which
may be approximated by a power law with spectral index α = −2.364 and a temperature
of 3206 K at 60 MHz10. The inferred background spectrum from our data is best fitted by
a power law of index α = −2.9 with a temperature of 2340 K at 60 MHz. If we assume the
background spectrum of de Oliveira-Costa et al. (2008) to be true, then our data imply
a lunar brightness temperature (thermal emission) of around 1000 K with a lunar albedo
at 7%, or a lunar albedo of around 30% with a lunar brightness temperature to 230 K.

10 The de Oliveira-Costa et al. (2008) sky model is a composite of data from various surveys, and as
such, may suffer uncertainties due to scaling and zero-point offset in these surveys.
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The nominal values for the lunar albedo (7%) and thermal emission (230 K black body)
have been taken from measurements at higher frequencies (ν > 200 MHz). The lowest
frequency measurements of the lunar thermal emission that we are aware of is the one at
178 MHz by Baldwin (1961), where the authors did not find significant deviation from
the nominal value of 230 K. The penetration depth into the lunar regolith for radiation
with wavelength λ is ∼ 100λ (Baldwin 1961). Though significant uncertainties persist
for penetration depth estimates, using the above value, the penetration depth in our
observation bandwidth varies between 375 and 860 meter. Lunar regolith characteristics
have not been constrained at these depths so far. Nevertheless, given the high amount
(10 − 20%) of systematics in our estimate of the background temperature spectrum (due
to confusion from unmodeled flux in the field), any suggestions of evolution of lunar
properties at lower frequencies (larger depths) at this point is highly speculative. In
any case, we expect future observations proposed in Section 5.4.5 to resolve the current
discrepancy we observe in the data.

5.4.4 Earthshine estimation

Given the Earth-Moon distance D, and the effective back-scattering cross section of the
Moon 11 σm, we can convert the estimated values Ŝes(ν), to the incident Earthshine flux
as seen by an observer on the Moon, Sinc(ν):

Sinc(ν) =
Ŝes(ν) 4πD2

σm
. (5.21)

Following Evans (1969), and since the Moon is large compared to a wavelength, its
scattering cross section is independent of frequency, and equals its geometric cross section
times the albedo:

σm = 0.07πR2
m. (5.22)

Using Equation 5.22 in Equation 5.21 gives

Sinc(ν) =
4

0.07
Ŝes(ν)

(
D

Rm

)2

. (5.23)

Using, D = 384000 km and Rm = 1738 km, we get

Sinc(ν) ≈ 2.8 × 106 Ŝes(ν) Jy. (5.24)

Furthermore, Sinc (in Jy) can be converted to the effective isotropic radiated power
(EIRP) by a transmitter on the Earth within our channel width of ∆ν Hz according to:

EIRP(ν) = 4π∆νD2Sinc(ν) 10−26 Watt, (5.25)

Figure 5.9 shows the best estimates Ŝes(ν) (left-hand y-axis), and the corresponding
values of Earthshine flux as seen from the Moon Sinc(ν) (right-hand y-axis). The cor-
responding EIRP levels of transmitters on the Earth in a 200 kHz bandwidth are also
indicated. As in Fig. 5.8, we have plotted the mean and standard deviation of Earthshine

11 Also called the Radar Cross Section (RCS) in Radar literature.
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Frequency (MHz) Mean Sinc MJy Isolation (dB)

35-45 3.6 73
45-55 2 78
55-65 2.7 68
65-75 4.3 69

Table 5.1: Minimum Earth-isolation required for Moon-based dark ages and Cosmic Dawn
experiments to achieve an Earthshine temperature lower than 1 mK

estimates obtained from 7 one-hour syntheses.

Estimates of Sinc(ν) in Fig. 5.9 form critical inputs to proposed Moon-based dark
ages and Cosmic Dawn experiments, such as DARE (Burns et al. 2012b). Due to the
high-risk nature of space mission, we will conservatively assume that such experiments
must attain systematic errors in their antenna temperature spectrum of about 1 mK or
lower. Our estimates from Fig. 5.9 may then be converted to a minimum Earth-isolation
that such experiments must design for. We present these estimates for median Earth-
shine values in different frequency bins in Table 5.1. The values in Fig. 5.9 may also be
re-normalized to low frequency radio astronomy missions to other solar system locations.
For instance, the Earth-Sun Lagrange point L2 is about 3.9 times further than the Moon,
and hence the corresponding values for Sinc are about 15 times lower, giving a minimum
Earth-isolation that is lower that the values in Table 5.1 by about 12 dB.

Fig. 5.9 also shows the Moon-reflected Earthshine flux in a single dipole on the Earth
corresponding to sky averaged brightness temperatures of 10, 20, 30, and 50 mK (dashed
lines). Since reflected Earthshine (from the Moon) is within 20 mK of single-dipole
brightness temperature, we expect the presence of the Moon in the sky to not be a lim-
itation to current single-dipole experiments to detect the expected 100 mK absorption
feature (Pritchard & Loeb 2010b) from Cosmic Dawn with 5σ significance.

Earthshine may also be reflected from man-made satellites in orbit around the Earth.
Since single-dipole experiments essentially view the entire sky, the aggregate power scat-
tered from all visible satellites may pose a limitation in such experiments. The strength
of reflected earthshine scales as σd−4 where d is the distance to the scattering object, and
σ is its scattering cross-section. Due to the d−4 scaling, we expect most of the scattered
Earthshine to come from Low Earth Orbit (LEO) satellites which orbit the Earth at
a height of 400 − 800 km. To proceed with approximate calculations, we will assume
that transmitters are uniformly distributed on the Earth, and that their transmission
is beamed towards their local horizon. A LEO satellite will then scatter radiation from
transmitters situated on a circular rim on the Earth along the tangent points as viewed
from the satellite. A simple plane-geometry calculation shows that at a 400 km height, a
LEO satellite receives from only 34% of the transmitters as compared to the moon. This
ratio increases to about 46% at an 800 km height. Using the above ratios and the σd4

scaling, we conclude that the scattering cross-section of a satellite that scatters the same
power into a single dipole as the Moon (1 − 2 Jy) to be about 2.4 m2 at 400 km height
and 27 m2 at 800 km height. We expect the majority of the scattered power to come from
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Figure 5.9: Plot showing the reflected Earthshine (left-hand y axis) and Earthshine as seen
by an observer on the Moon (right-hand y axis). At each frequency channel (195 kHz wide), we
measure 7 values of Earthshine each from a one hour synthesis images (7 hours in total). Plotted
are the mean and standard deviation of the 7 Earthshine values at each frequency channel. Also
shown are 5 EIRP levels of the Earth in a 195 kHz bandwidth. The dotted lines denote the flux
level in a single dipole for different brightness temperatures of 10, 20, 30, and 50 mK.

large satellites and spent rocket stages as their sizes are comparable to or larger than
a wavelength. The myriad smaller (< 10 cm) space debis, though numerous, are in the
Rayleigh scattering limit and may be safely ignored12. Moreover, the differential delay in
back-scattering from different satellites is expected to be sufficient to decorrelate RFI of
even small bandwidths of 10 kHz. Hence, we can add the scattering cross-sections of all
the satellites to calculate an effective cross-section. Assuming a 10 Jy back-scatter power
limit for reliable detection of the cosmic signal with a single dipole 13, we conclude that
the effective cross-section of satellites (at 800 km), should be lower than 175 m2. For
a height of 400 km, we arrive at a cross-section bound of just 15 m214. Since there are
thousands of cataloged satellites and spent rocket stages in Earth orbit15, reflection from
man-made objects in Earth-orbit may pose a limitation to Earth-based Cosmic Dawn
experiments.

5.4.5 Next steps

Due to the pilot nature of this project, we chose to observe the Moon when it was in
a field that presented a high brightness contrast (close to the Galactic plane) facilitat-
ing an easy detection, and when the Moon reached its highest elevation in the sky as
viewed by LOFAR. The latter choice put the Moon close to the bright source 3C144,
and may have contributed to a large systematic error in the background temperature
spectrum measurements (see Figure 5.8). In future observations we plan to mitigate
this systematic using two complementary approaches: (i) choice of a better field (in the

12 This is because in the Rayleigh scattering limit, the cross-section of an object of dimension x scales
as x6

13 This corresponding to 20 mK of antenna (single dipole) temperature at 65 MHz— required for a
5σ detection of the Cosmic Dawn absorption feature

14 These values may not be interpreted as back-scattering cross-section, but rather as an effective
cross-section that is dependent on the transmitter-satellite-telescope geometry.

15 See Figure II from UN office for Outer Space Affairs (1999)
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Galactic halo) for easier bright source subtraction, and (ii) exploiting the 12 deg per day
motion of the Moon to cancel weaker sources through inter-night differencing (Shaver
et al. 1999; McKinley et al. 2013). In practice, residual confusion may persist due to
differential ionospheric and primary-beam modulation between the two nights. Our next
steps involve evaluating such residual effects.

We will now assume perfect cancellation of sidelobe noise and compute the thermal
uncertainty one may expect in such an experiment. Since the SEFD is lower towards the
Galactic halo, we use the value of 28 kJy (van Haarlem et al. 2013) rather than the ones
derived in Section 5.4.1. Conservatively accounting for a sensitivity loss factor of 1.36
due to the time variable station projection in a 7 hour synthesis, we expect an effective
SEFD of about 38 kJy. Taking into account the fact that the LOFAR baselines resolve
the Moon to different extents, we compute a thermal uncertainty in Moon-background
temperature contrast measurement (via inter-night differencing) in a 1 MHz bandwidth
of of 5.7 K. The poorer sensitivity of the occultation based technique as compared to a
single-dipole experiment with the same exposure time ensues from LOFAR’s low snap-
shot filling factor for baselines that are sensitive to the occultation signal (< 100λ). In
contrast, the Square Kilometer Array Phase-1 (SKA1) will have a low frequency aperture
array (50 − 350 MHz) with a filling factor of 90 per-cent in its 450-meter core16. Lunar
occultation observations with SKA1-Low can thus yield a significant detection of the
21-cm signal from Cosmic Dawn in a reasonable exposure time (several hours).

In the near-term with LOFAR, a background spectrum with an uncertainty of few
Kelvin, will place competitive constraints on Galactic synchrotron emission spectrum at
very low frequencies (< 80 MHz). Additionally, since the thermal emission from the Moon
at wavelength λ comes primarily from a depth of ∼ 100λ (Baldwin 1961), such accuracies
may also provide unprecedented insight into lunar regolith characteristics (albedo and
temperature evolution) up to a depth of ∼ 1 km.

5.5 Conclusions and future work

In this chapter, we have presented a theoretical framework for estimating the spectrum
of the diffuse radio sky (or the global signal) interferometrically using lunar occultation.
Using LOFAR data, we have also demonstrated this technique observationally for the
first time. Further refinement of this novel technique may open a new and exciting
observational channel for measuring the global redshifted 21-cm signal from the Cosmic
Dawn and the Epoch of Reionization. We find the following:

1. We observationally confirm predictions that the Moon appears as a source with
negative flux density (−25 Jy at 60 MHz) in interferometric images between 35
and 80 MHz (see Fig. 5.5) since its apparent brightness is lower than that of
the background sky that it occults. Consequently, we find the apparent brightness
temperature of the Moon to be sufficiently (up to 10−20% systematic measurement
error on its flux) described by (i) its intrinsic 230 K black-body emission as seen at
higher frequencies (Krotikov & Troitskii 1963; Heiles & Drake 1963), (ii) reflected

16 Based in the SKA1 system baseline design document: https://www.skatelescope.org/home/

technicaldatainfo/key-documents/

https://www.skatelescope.org/home/technicaldatainfo/key-documents/
https://www.skatelescope.org/home/technicaldatainfo/key-documents/
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Galactic emission (Moon position dependent) which is about 160 K at 60 MHz
with a spectral index of −2.24, and (iii) reflected Earthshine comprising of the
reflected radio-frequency interference from the Earth. Lack of reliable estimates of
Earthshine was the limiting factor in prior work done by McKinley et al. (2013).

2. Lunar images in some frequency channels have a compact positive flux source at the
center of the (negative flux) lunar disc. We attribute this compact source to be due
to reflected Earthshine (Radio Frequency Interference), and observationally confirm
predictions that the Earthshine reflection off the lunar regolith is mostly specular
in nature. We demonstrated how this Earthshine can be independently measured
using resolution afforded by LOFAR’s long (> 100λ) baselines. Consequently,
reflected Earthshine is currently not a limiting factor for our technique.

3. Our Earthshine measurements between 35 and 80 MHz imply an Earth flux as seen
from the Moon of 2-4 × 106 Jy (frequency dependent), although this value may be
as high as 35 × 106 Jy in some isolated frequency channels. These values require
Dark Ages and Cosmic Dawn experiments from a lunar platform to design for a
nominal Earthshine isolation of better than 80 dB to achieve their science goals
(assuming a conservative upper bound for RFI temperature in a single dipole of
1 mK).

4. For Earth-based Cosmic Dawn experiments, reflected RFI from the Moon results in
an antenna temperature (single dipole) of less than 20 mK in the frequency range
35 to 80 MHz, reaching up to 30 mK in isolated frequency channels. This does
not pose a limitation for a significant detection of the 100 mK absorption feature
expected at 65 MHz (z = 20). However, if the effective cross-section of visible
large man-made objects (satellite and rocket stages) exceeds 175 m2 at 800 km
height, or just 15 m2 at 400 km height, then their aggregate reflected RFI will
result in a single-dipole temperature in excess of 20 mK— a potential limitation
for Earth-based single-dipole cosmic dawn experiments.

5. We plan to mitigate the current systematic limitations in our technique through (a)
lunar observations in a suitable field away from complex and bright Galactic plane,
and (b) inter-day differencing of visibilities to cancel confusion from the field while
retaining the lunar flux (the Moon moves by about 12 deg per day). We expect
to reach an uncertainty of ∼ 10 K in our reconstruction of the radio background.
If successful, such a measurement may not only constrain Galactic synchrotron
models, but also place unprecedented constraints on lunar regolith characteristics
up to a depth of ∼ 1 km.
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Appendix A: Interferometric response to a global signal

This section provides the intermediate steps in the derivation of Equation 5.2 from Equa-
tion 5.1. Equation 5.1 is

V (ū, ν) =
1

4π

∫
dΩ Tsky(r̄, ν)e−2πiū.r̄ (5.26)

The exponential in the integrand can be cast in a spherical harmonic expansion as 17

(Harrington 2001)

e−2πiū.r̄ = 4π

∞∑

l=0

l∑

m=−l

ilJl(2π|ū||r̄|)Ylm(θr, φr)Y ⋆
lm(θu, φu) (5.27)

where Jl is the spherical Bessel function of the first kind of order l, Ylm are the spheri-
cal harmonics for mode (l,m), (|r̄|, θr, φr) are the spherical co-ordinates of the direction
vector r̄, and (|ū|, θu, φu) are the spherical co-ordinates of the baseline vector ū.

Using, |r̄| = 1, substituting Equation 5.27 in Equation 5.26, and interchanging the
order of integration and summation, we get

V (ū, ν) =
∞∑

l=0

l∑

m=−l

ilJl(2π|ū|)Ylm(θu, φu)

∫
dΩTsky(r̄, ν)Y ⋆

lm(θr, φr) (5.28)

The above integral is simply the spherical harmonic expansion of the sky brightness
distribution: T lm

sky(ν). This gives us

V (ū, ν) =

∞∑

l=0

l∑

m=−l

ilJl(2π|ū|)Ylm(θu, φu)T lm
sky(ν) (5.29)

Equation 5.29 shows that the measured visibility on a given baseline is simply a weighted
sum of the spherical harmonic coefficients of the sky brightness temperature distribution.
The weights are a product of the baseline length dependent factor Jl(2π|ū|) and a base-
line orientation dependent factor Ylm(θu, φu).

If the sky is uniformly bright (global signal only), then

T lm
sky(ν) =

{
TB(ν) l = m = 0

0 otherwise

}
(5.30)

Substituting this in Equation 5.29, we get

V (ū) = TB J0(2π|ū|) = TB
sin(2π|ū|)

2π|ū| (5.31)

which is Equation 5.2.

17 Also called plane wave expansion, or Rayleigh’s expansion after lord Rayleigh.
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Appendix B: Reflected emission

We compute the intensity of Galactic and Extragalactic emission reflected from the Moon
using ray tracing with an assumption of specular reflection. Under this assumption, given
the Earth-Moon geometry, every pixel on the lunar surface corresponds to a unique
direction in the sky that is imaged onto the lunar pixel as seen by the telescope. The
algorithm used in computation of reflected emission at each epoch is summarized below.

1. Define a HealPix (Górski et al. 2005) grid (N=32) on the lunar surface. Given
RA,DEC of the Moon and UTC extract all the pixels ‘visible’ from the telescope
location. Compute the position vector î, and surface normal vector n̂ for each pixel.

2. For each lunar pixel î, define the plane of incidence and reflection using two vectors:
(a) normal n̂, and (b) vector t̂ = (n̂× î) × n̂ tangential to the surface.

3. For each lunar pixel î, the corresponding direction vector which images onto that
pixel is then given by r̂ = (̂i.t̂)t̂+ (−î.n̂)n̂.

4. Re-grid the sky model from de Oliveira-Costa et al. (2008) on the grid points
specified by vectors r̂. We use gridding by convolution with a Gaussian kernel
since a moderate loss of resolution is not detrimental to our computations. The

value of each pixel in the regridded map t̂iI(ν) gives the temperature of incident
radiation from direction r̂ on the corresponding pixel î on the Moon at frequency
ν. The subscript I denotes that this is the incident intensity.

5. The temperature of reflected emission from each pixel î is then given by

t̂iR = 0.07︸︷︷︸
albedo

n̂.̂i︸︷︷︸
projection

t̂iI (5.32)

where subscript R denotes that this is the reflected intensity.

6. Cast the Moon pixel co-ordinates in an appropriate map-projection grid. We use
the orthographic projection (projection of a sphere on a tangent plane).

Figure 5.10 shows images of the computed apparent temperature of the lunar surface
at ν = 60 MHz due to reflection of Galactic and Extragalactic emission. We only show
images for 3 epochs: beginning, middle, and end of our synthesis for which we pre-
sented data in this chapter. The disc-averaged temperature in the images is ≈ 160 K
(at 60 MHz). Most of the apparent temporal variability (rotation) in the images is pri-
marily due to the change in parallactic angle. The time variability of the disc-averaged
temperature is ∼ 1 K, and is discounted in subsequent analysis.

Appendix C: Angular size of reflected Earthshine

As shown in Figure 5.11, we compute the angular size of reflected Earthshine ∆θes by
tracing the critical ray that emanates from the tangent point on the Earth (B), undergoes
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Figure 5.10: Images showing the apparent brightness temperature of the lunar surface at
ν = 60 MHz due to reflected Galactic and Extragalactic emission assuming specular reflection
with a polarization independent albedo of 7%. The three panels correspond to 3 epochs at the
beginning, middle, and end of the synthesis, the data for which is presented in this chapter.
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Figure 5.11: Not-to-scale schematic of the Earth-Moon geometry used in the calculation of
the angular size of reflected Earthshine

specular reflection on the lunar surface at A, and enters the telescope at T. The angle of
incidence and reflection are then given by

i = r = φ+
∆θes

2
(5.33)

Using sin(x) ≈ x for x ≪ 1 and applying the sine rule in triangle AMT, we get

φ

D −Rm −Re
≈ ∆θes/2

Rm
, (5.34)

where we have approximated the length of segment AT by D−Rm −Re. Similarly, sine
rule in triangle ABE gives

i+ r

Re
=

2i

Re
=

sin( π
2 )

D −Rm
(5.35)
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Eliminating i and φ between Equations 5.33, 5.34, and 5.35 we get

∆θes =
RmRe

(D −Rm)(D −Re)
, (5.36)

which under the assumptions D ≫ Rm and D ≫ Re yields

∆θes ≈ RmRe

D2
, (5.37)

which is Equation 5.12. For typical values for the Earth-Moon geometry, we get ∆θes ≈
16 arcsec.

We have so far assumed that the reflection is perfectly specular. We will now relax this
assumption, and compute the ‘angular boradening’ of the reflected image of a transmitter
at T. We will use the notation in Fig. 5.11. Let θ/2 be the angle ATM, and φ as before
be the angle AMT. Let the distance AT be x. If the lunar terrain in the vicinity of
point A, presents a slope of φ, then a ray travelling along TA will reflected back to
T. To understand the angular broadening of the backscatter, we need to compute the
relationship between θ and φ. Cosine rule in traingle AMT gives

x2 = (D −Re)2 +R2
m − 2(D −Re)(Rm). (5.38)

Combining this with the sine rule in triangle AMT, we get

sin(θ/2) =
Rm sinφ√

(D −Re)2 +R2
m − 2(D −Re)Rm cosφ

. (5.39)

Using the small angle approximation, and D −Re ≫ Rm, we get

θ ≈ 2
Rm

D −Re
φ (5.40)

For the Earth-Moon geometry, we get θ ≈ 9.2 × 10−3φ. Radar backscatter data has
shown that the rms slope on the lunar surface is about 14 deg (Daniels 1963). This
implies an rms width of the broadened image to be θ ≈ 3.86 arcmin.
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SIX

LOFAR MEASUREMENTS OF THE LOW FREQUENCY
BRIGHTNESS TEMPERATURE OF THE MOON

Vedantham H. K. et al., In preparation for submission to MNRAS

Abstract

The first measurement of the large scale diffuse Galactic synchrotron spectrum via inter-
ferometric observation of its occultation by the Moon was recently presented by Vedan-
tham et al. (2014). Here we present results from follow-up LOFAR-LBA observations
between 35 and 75 MHz that employ differencing of data between 2 consecutive nights
to subtract confusion from unwanted sources in the field, while retaining the lunar oc-
cultation response (the Moon moves by about 12 degrees per day). Using the priors
on the Galactic synchrotron spectra from previous measurements, we find an unexpect-
edly high radio brightness temperature of the Moon of about 717 ± 135 K (systematic
error) for a lunar albedo of 8%. A more precise albedo calculation based on a 2 layer
regolith model (soil+bedrock) stills yields a lunar temperature of 420 ± 100 K (system-
atic error). This anomalous result may be explained by lunar thermal evolution with
depth and/or an increased albedo due scattering from additional subsurface structures.
However, accurate interferometric and total power flux-scale determinations at low fre-
quencies (ν . 200 MHz) are required to reach firm quantitative conclusions about any
lunar regolith evolution with depth, which will have to await new data.
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6.1 Introduction

The quest to observe the highly redshifted 21-cm emission from the unexplored epochs of
Cosmic Dawn and Reionization have resulted in the construction of a new generation of
radio interferometers (van Haarlem et al. 2013; Tingay et al. 2013; Peterson et al. 2004;
Parsons et al. 2010), as well as highly accurate single (or dual) dipole radiometers (Patra
et al. 2013; Rogers & Bowman 2008; Greenhili et al. 2012). While the interferometers
are attempting to measure the power spectrum of angular fluctuations in the redshifted
21-cm signal, the single dipole spectrometers are targeting the sky averaged or global 21-
cm signal. Recently Vedantham et al. (2014) demonstrated a novel technique of using an
interferometric observation of the lunar occultation of the diffuse radio sky (that is other-
wise resolved out by the interferometer) to measure the brightness contrast between the
Moon and the occulted diffuse radio background. This technique has the potential to cir-
cumvent certain calibration challenges inherent to single dipole radiometers. Vedantham
et al. (2014) were able to determine the spectrum of the Moon-background contrast to
only about ∼ 15 % accuracy since their measurement was limited by systematic effects—
a dominant contributor being sidelobe confusion from unsubtracted sources in the field.

In this chapter, we report follow-up observations of the Moon acquired with the
LOFAR-LBA telescope (van Haarlem et al. 2013) between 35 and 75 MHz. To reduce
confusion from unmodelled Galactic and Extragalactic emission, we have acquired data
on two consecutive nights towards two lunar fields (using the multi-beaming capability
of LOFAR) at the same sidereal time, such that we can difference the visibilities between
the two nights. The beams towards the two lunar fields were placed at the lunar transit
points on the two nights respectively, providing two independent measurements of the
occultation. Since the Moon moves by about 12 degrees per day, the inter-night differ-
ence should in principle eliminate stationary confusion and sidelobe noise while retaining
the occultation response1 (McKinley et al. 2013) during both nights.

This differencing technique allows us to significantly reduce the systematic errors in
the data to within a few percent. This allows us to use previous measurements of diffuse
radio background to determine the lunar thermal emission component, lunar albedo, or
combinations thereof. In section 6.2 we present the data processing steps leading to
our determination of the lunar brightness temperature. In section 6.3 we present a brief
discussion of our results and in section 6.4, we draw our conclusions and recommendations
for future work.

6.2 Data Reduction

LOFAR-LBA data between 35 and 75 MHz were acquired on two nights between 19-Dec-
2013 23:00:00 UTC and 20-Dec-2013 05:00:00 UTC, and between 20-Dec-2013 22:56:04
UTC and 21-Dec-2013 04:56:04 UTC. The exposure windows were chosen such that we
acquired data at the same sidereal time on both nights. Simultaneous interferometric
data from three fields2 were acquired: Field-0 pointed at the calibrator source 3C196

1 The 12 degree angular motion is significantly larger than the telescope resolution
2 LOFAR primary antennas are phased arrays and unlike dishes can be electronically beamformed in

multiple directions simultaneously.
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(170 Jy at 60 MHz), Field-1 pointed at 07h52m52.4s, +15d14m21.6s which is the lunar
transit point on the first night, and Field-2: pointed at 08h41m51.37s, +12d24m44.7s
which is the lunar transit point on the second night. All positions refer to the epoch
J2000.0. We split LOFAR’s available instantaneous bandwidth of 95 MHz equally be-
tween the three fields. This gave us visibility data at 1 s, 3 kHz resolution spanning the
frequency range (non-contiguous) of 35.16 MHz to 75 MHz with 31.64 MHz of bandwidth
per field.

The data at full resolution were flagged to remove Radio Frequency Interference using
the AOFlagger software (Offringa et al. 2010, 2012), and then averaged to a resolution of
2 s, 13 kHz. Despite the presence of bright 3C sources, the dominant source of flux in the
lunar fields (Field-1 and Field-2) is the Cassiopeia-A supernova remnant (3C461) that is
viewed through the primary-beam sidelobes. We used the Black-Board Self-Calibration
(BBS) software to solve for antenna-dependent gains in the direction of Cassiopeia-A
with gains solutions obtained every 1 minute and 195.3 kHz. The data resolution of
2 s, 13 kHz ensured minimal bandwidth and time smearing of the out-of-field source
Cassiopeia-A. We used the ensuing gain solutions to subtract Cassiopeia-A from the
visibilities. The data were then averaged to a resolution of 10 s, 65 kHz at which in-field
sources still suffer minimal bandwidth and time smearing.

6.2.1 Out of field calibration transfer

Despite having good quality commensal data on 3C196, we were unable to accurately
calibrate the lunar fields by transferring gains from 3C196. The reason for this involves a
less appreciated difference between dishes and phased arrays. Discounting the effects of
ground reflections and dish-deformation due to mechanical loading, the forward gains of
a dish is nearly identical towards both the calibrator and target. This is because dishes
are mechanically steered and present the same full aperture to the calibrator and the
target fields. Phased array telescopes such as LOFAR on the other hand electronically
steer their beams. In this case, not only is the projected aperture different towards the
calibrator and the target, but the forward gain of the beam is also direction dependent
due to complex coupling coefficients between the phase array elements (dipoles) which
are difficult to determine in practice. The spectra of sources such as 3C190 in the lunar
field images at different frequencies made after calibration transfer (from 3C196) showed
unexpected features on top of the expected power-law like behaviour, probably due to
the reason mentioned above. We were therefore unable to take advantage of calibration
transfer from 3C196 to the lunar fields and we sought other avenues to bandpass calibrate
the lunar fields and to set the correct flux scale.

6.2.2 In-field calibration

To properly calibrate the data, we therefore constructed a sky model with all sources
within about 10 degrees from the pointing centre of the lunar field that have flux densities
above 5 Jy in the VLSS catalogue (Lane et al. 2014) at 74 MHz. We used a spectral
index3 of −0.8. However, some of the brighter sources in the catalogue are well studied

3 The flux of radio sources typically follows a power-law S(ν) = S0(ν/ν0)α where α is the spectral
index.
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at low frequencies and wherever possible, we used the spectral indices from the 3CRR
catalogue (measured between 178 and 750 MHz). Our model for three of the brightest
sources in Field-1 (3C190, 3C191, 3C192) and their flux densities from previous studies
are shown in Fig. 6.1. Since the bright sources dominate the flux in the field, they
serve to set the flux scale in our determination of the occulted sky spectrum. 3C190
is particularly important in setting our flux scale because it is close to the Moon and
at higher frequencies, it is also the dominant source in the lunar field. To demonstrate
the accuracy of our flux calibration, in Fig. 6.1 we show the measured peak flux in the
direction of 3C190 determined from images at different frequencies made after bandpass
calibration.

In addition, figure 6.2 shows a synthesis image of the lunar field after calibration.
We have chosen an image at the lowest frequencies in our data since it has the largest
primary-beam field of view. The Moon suffers significant decorrelation due to its motion
(relative to the ‘fixed’ stars) during the synthesis and is hence not visible in the image.
The approximate track of the lunar motion during the synthesis is shown as a blue
polygon in the figure.

6.2.3 Lunar flux estimation

We model the Moon as a circular disc of diameter given by the average angular size of the
Moon on the night of the observations. For observations in Field-1, the average angular
size of the Moon was a = 29.416 arcmin. The occultation response of a circular disc in
the Fourier plane (or uv-plane) is given by the well known Airy-function:

Vocc(bλ, ν) = Sapp
M (ν)

2J1(πabλ)

πabλ
(6.1)

where J1 is the Bessel function of the first kind of order 1, bλ is the projected interferom-
eter baseline in wavelength units, and Sapp

M is the apparent interferometric flux-density
of the Moon. We use the term apparent since the observed flux density of the Moon has
reflected Galactic radiation in addition to the lunar thermal emission. The apparent flux
density of the Moon can be written as

Sapp
M (ν) =

2kΩM

λ2
[T app

M (ν) − Tdrb(ν)] (6.2)

where we have assumed the Rayleigh-Jeans’ approximation to relate brightness temper-
ature to flux-density, T app

M , and Tdrb are the apparent radio brightness temperatures of
the Moon and the diffuse radio background it occults respectively, and ΩM is the solid
angle of the lunar disc:

ΩM = 4π sin2(a/4) ≈ πa2

4
(6.3)

The diffuse radio background primarily consists of Galactic synchrotron emission and
integrated emission from a myriad of Extragalactic radio sources. Using equations 6.1
and 6.2, we can infer the integrated flux of the lunar disc and convert it to a background-
Moon brightness temperature contrast.
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Figure 6.1: Flux density of three of the brightest sources in the field— 3C190, 3C191, and
3C192. Circles with error bars are previous measurements by various authors (values taken from
the NED database: https://ned.ipac.caltech.edu/). The solid line is the model we use in
this chapter and has been constructed from the VLSS 74 MHz flux of the sources with spectral
indices from the 3CRR catalogue determined between 178 MHz and 750 MHz. Blue boxes in
the top panel are the peak flux density towards 3C190 in our images made after calibration.

https://ned.ipac.caltech.edu/
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Figure 6.2: An image of the first lunar field (Field-1) made with 8 subbands (each 200 kHz
wide) equally spaced between 35.16 MHz and 38.28 MHz with 6 hours of synthesis. The image
was made by ‘robust’ weighting baselines between 10λ and 500λ. The PSF is (asymmetrical)
about 10’×7’ in size. The blue polygon shows the approximate track of the Moon during the
synthesis.

In practice, as shown by Vedantham et al. (2014), the lunar flux is also contaminated
by reflected RFI (Radio Frequency Interference) which we will call ‘Earthshine’ here-
after. If the Moon were a perfectly smooth sphere, then the Earthshine would appear as
a compact 15 arcsec source at the centre of the lunar disc due to the specular nature of
reflection. Vedantham et al. (2014) took into account the measured topographic features
on the lunar surface and estimated Earthshine to be scattered to about 3 arcmin in size
which is still smaller than the resolution of the baselines we will be using in our analysis
(b . 500λ), hence for now, we will treat it as a point source, and we model the Earthshine
as a baseline independent flux-density of Srfi(ν).

Assuming that all other astrophysical sources have been removed in the inter-night
differenced visibilities, the measured visibility as a function of baseline length is

VM(bλ, ν) = Vocc(bλ, ν) + Srfi(ν) = Sapp
M (ν)

2J1(πabλ)

πabλ
+ Srfi(ν) (6.4)

The linearity of Equation 6.4 in Sapp
M and Srfi allows us to cast the process of determining
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the lunar and Earthshine flux densities as a linear estimation problem.

To accomplish this, we divide the measured visibilities into time and frequency bins.
We have conservatively chosen frequency bins of size 195 kHz such that once we have
fringe stopped the visibilities on the Moon, the data do not suffer appreciable amounts
of bandwidth decorrelation. Since Earthshine may be time variable as transmitters come
in and out of the Earth’s rim as viewed from the Moon, we conservatively choose the
time interval to be about 10 minutes. Within each time and frequency interval, we
collect the measured visibilities in a data vector denoted by d of dimensions Nvis × 1.
We only take the real part of the visibilities since after fringe-stopping on the Moon,
the imaginary part must not contain the occultation response. We denote the parameter
vector as θ = [Sapp

M , Srfi]. Let the thermal noise in the measurements be represented by
the random vector n of dimensions Nvis × 1. The linear model can then be represented
as

d = Hθ + n (6.5)

where the transform matrix H has dimensions of Nvis × 2. The first column of H is
given by the value of the Airy function (see equation 6.1) at the baselines on which
the visibilities in d have been measured, and the second column consists of ones since
we model the Earthshine as a baseline independent flux (point-source approximation).
We assume the noise vector to consist of independent identically distributed Gaussian
random values with variance σ2

n. With this assumption, the maximum likelihood value
of the parameter vector can be shown to be

θ̂ =
(
H

T
H
)−1

H
T d (6.6)

where the superscript T denotes matrix transpose. The 2 × 2 covariance-matrix of the
estimated parameters can be shown to be

σ2
θ = σ2

n

(
H

T
H
)−1

(6.7)

Finally the residues of the maximum-likelihood fit are given by the vector

r = d − Hθ̂ (6.8)

An inspection of our data in the visibility and image domains shows that our intra-night
differencing is not perfect, especially for sources that are far away from the field of view.
This comes about since the sidelobes of the phased array station beams can vary from
night to night, as can the apparent position of sources due to differential ionospheric
refraction between the nights. To isolate the fit from bright 3C sources that might come
into a primary-beam sidelobe as a function of time and frequency, we perform two it-
erations of the maximum likelihood estimation shown in equation 6.6. We use all the
available data in the data vector d in the first iteration. We then find the residual vec-
tor using equation 6.8, and flag all visibilities that lie beyond 2 standard deviations (on
either sides of the mean) in the residual vector. We then perform a second iteration of
equation 6.6 but now only with an abridged data vector that contains only the unflagged
visibilities. We also determine the thermal noise variance in the data as the variance
of the residual vector r after the second iteration, and use this value of thermal noise
variance to estimate the formal errors in our parameter estimates via equation 6.7.
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Figure 6.3: Results from the simultaneous determination of the Moon-background temper-
ature contrast (left vertical axis), and the Earthshine flux density (right vertical axis). The
vertical dashed lines mark the assigned video carrier frequencies for different channels in the
analogue television broadcast, and the dotted lines mark the associated audio carrier frequency.
Earthshine levels from 66 to 72 MHz is most likely channel 4 analogue TV broadcast

Fig. 6.3 shows the results of the procedure described above, where we have shown
the inferred lunar flux (converted to a temperature contrast using equation 6.2) and
Earthshine flux. The thermal noise in the visibilities are elevation dependent and vary
over the 6 hours of synthesis. In Fig. 6.3, we have inverse variance weighted our estimates
that are obtained every 10 minutes, to compute the apparent lunar flux and Earthshine
flux averaged over the entire 6 hour synthesis duration. The vertical lines in the figure
are drawn at the position of known carrier frequencies for analogue TV transmission
where we expect to find particularly strong Earthshine.

6.2.4 Lunar flux - Earthshine covariance

Fig. 6.3 shows that the inferred Moon-background contrast still suffers from systematic
errors that are larger than the formal error bars. A large part of the systematic error is
also correlated with the inferred Earthshine flux. This is a result of a non-zero covariance
between the estimated parameters that is allowed by the data. For instance, on short
baselines for which the lunar disc is largely unresolved (limiting case), we cannot distin-
guish between an elevated Earthshine flux and diminished Moon-background brightness
contrast. Since our data consists of many baselines that resolve the lunar disc, the de-
generacy is small but non-zero and accounts for a significant amount of systematic error
seen in Fig. 6.3. To understand the magnitude of degeneracy between the inferred lunar
and Earthshine flux values, in Fig. 6.4, we show their normalised covariance computed
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Figure 6.4: Normalised covariance between the inferred lunar and Earthshine flux densities as
a function of time and frequency. Towards the beginning and end of synthesis, the projected
baselines are foreshortened. At lower frequencies, the baselines (in wavelength units) are shorter.
The relative lack of longer baselines in these two regimes leads to increased (negative) covariance
between the inferred lunar and Earthshine flux values. Inclusion of LOFAR’s remote stations
(after calibration) may mitigate this partial degeneracy.

using the parameter covariance matrix from equation 6.7 as

Cov(Sapp
M , Srfi) =

σ2
θ [1, 2]√

σ2
θ [1, 1]σ2

θ [2, 2]
, (6.9)

where σ2
θ [i, j] is the element on the ith column and jth row of σ2

θ . Towards the beginning
and end of the synthesis, the Moon is at low elevations (≈ 35 degrees) leading to shorter
projected baselines. At lower frequencies, the baselines in wavelength units are also rel-
atively shorter. In the above regimes, the data suffer from elevated covariance as seen in
Fig. 6.4.

While we have only used the baselines within the LOFAR core (2.5 km diameter) in
this chapter, data were also acquired on remote stations that give projected baselines of
up to 80 km. Since Earthshine is expected to be about 3 arcmin in size (Vedantham
et al. 2014), data on baselines of up to 10 km (projected length) may be instrumental
in reducing the degeneracy between the lunar and Earthshine flux estimates. LOFAR’s
remote stations however are not on a common clock and hence require additional cal-
ibration to correct for clock drifts in addition to ionospheric phase errors, and we not
attempt it here. Instead, since strong Earthshine is present only in isolated frequency
channels, we can partly mitigate this degeneracy using Tikhonov regularisation where
we penalise a nonzero value of estimated Earthshine. In effect, such an algorithm allows
for a non-zero Earthshine only when the data demands for it. The estimated parameters
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with Tikhonov regularisation are given by

θ̂ =
(
H

T
H + α2

Γ
T

Γ
)−1

H
T d (6.10)

where Γ is a 2 × 2 matrix given by [0 0; 0 1] and α is the regularisation parameter.
α = 0 yields the unregularised solution, and increasing α, increases the dominance of
regularisation. For simplicity, we choose

α =
√
Nvis (6.11)

such that the algorithm allows for a non-zero Earthshine only when not doing so would
significantly affect the χ2 of fit. Fig. 6.5 show the estimated lunar flux with Tikhonov
regularisation (equations 6.10 and 6.11). The regularisation has indeed decreased the
scatter at low frequencies, and as expected the overall trend in the Moon-background
contrast has not been affected. We note that another form of regularisation that demands
a smooth solution for the apparent lunar flux as function of frequency is also under
consideration.

6.2.5 Lunar brightness temperature

To determined the lunar brightness temperature from our Moon-background contrast
measurement, we use prior measurements of the diffuse radio background in the direction
of the lunar field. Several surveys of the low frequency radio sky in total intensity are
available, but such data are known to suffer from zero-point offset and scaling errors
(Subrahmanyan & Cowsik 2013; Fornengo et al. 2014). However most authors find that
the low frequency brightness temperature spectral index away from the Galactic plane
(where free-free absorption becomes important) is about −2.5 (Patra et al. 2014; de
Oliveira-Costa et al. 2008). Guzmán et al. (2011) have made attempts to correct their
map at 45 MHz for zero point offsets, and since their frequency lies within our observation
bandwidth, we will use the radio background temperature from their map at the position
of the Moon. Guzmán et al. (2011) have separated their map into a Galactic component,
and an isotropic Extragalactic component with their respective spectral indices. Based
on their results, we estimate the aggregate occulted radio background to be

Tcrb(ν) = 4450
( ν

45 MHz

)−2.5

+ 1116
( ν

45 MHz

)−2.79

Kelvin, (6.12)

where the two terms account for the Galactic and Extragalactic components respectively.
We note here that the de Oliveira-Costa et al. (2008) sky models give a similar temper-
ature at 60 MHz albeit with a shallower spectrum. The reflected Galactic emission is
dominated by the Galactic disc where the spectrum is flatter and show variation with
Galactic longitude. Computing the Galactic emission requires multi-frequency maps with
large sky area coverage since almost the entire 4π steradian of the sky is reflected to us by
the Moon. We used the all-sky models of de Oliveira-Costa et al. (2008) to compute the
temperature of the reflected Galactic emission from the Moon using the same procedure
as the one described in Vedantham et al. (2014). For now, we will assume a frequency
and position (on the Moon) independent lunar albedo of 8% (Evans 1969). Under the
above assumption, the reflected Galactic emission contribution to the apparent lunar
brightness temperature is

Tref = 162
( ν

60 MHz

)−2.3

Kelvin. (6.13)
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Figure 6.5: Top panel: Moon background contrast temperature estimated with Tikhonov
regularisation. Also shown are the diffuse background temperature (Guzmán et al. 2011) and
the reflected Galactic emission (de Oliveira-Costa et al. 2008) estimates from previous mea-
surements. Bottom panel: Lunar brightness temperature from this work. The data have been
binned to a channel width of about 1 MHz. The ‘bumps’ around 60 and 70 MHz is probably
due to confusion from Earthshine (analogue TV broadcast).

Accounting for these two contributions to the Moon-background temperature contrast,
in Fig. 6.5, we plot the inferred lunar brightness temperature with the formal error bars
(±1σ). We find a lunar brightness temperature of (averaged) 717 Kelvin. The scatter
around the mean temperature of 717 K amounts to an rms of σ = 135 Kelvin which
may be considered the systematic error in our measurement. This result is unexpected
since the average physical temperature of the lunar surface is about 250 Kelvin, which
with an albedo of 8% yields a lunar brightness temperature of 230 Kelvin. This has
observationally been confirmed in the centimetre band (Krotikov & Troitskii 1963).
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6.3 Discussion

The inter-night differencing has significantly (i.e. by an order of magnitude) reduced
the systematic errors in the Moon-background contrast measurement as compared to the
previous work (Vedantham et al. 2014, and chapter 5). From Fig. 6.5 the formal errors
in our temperature measurements is between 40 and 60 Kelvin in a 1 MHz channel for
50 MHz . ν . 75 MHz. Discounting the ‘bumps’ in the data around 60 and 70 which
probably arise due to confusion from Earthshine (which may be mitigated using longer
baselines), the scatter in the data approximately follow the error bars in this frequency
range.

Our measurement of the lunar brightness temperature is in conflict with expectations
based on measurements at higher frequencies. The lunar brightness temperate in the
centimetre band has been measured to be about 230 K by several authors (see Keihm &
Langseth (1975) for a compilation of results). Lunar thermal emission at lower frequen-
cies is known to originate preferentially from deeper regolith layers given the opacity of
the lunar regolith (Keihm 1984). Analysis of lunar soil samples imply an effective emis-
sion depth of about 20λ. In addition, due to heat transport from the lunar interior (due
to a radioactive core), upper layers of the lunar regolith are known to show a temperature
gradient of about 1.75 Kelvin per meter (Langseth et al. 1972) which gives a wavelength
dependent temperature evolution of 35λ−1 Kelvin m−1. However such a steep thermal
gradient is not expected to persist to depths relevant at our frequencies owing to increas-
ing thermal conductivity with depth, in addition to scattering from sub-surface boulders
(if any) leading to a decrease in emissivity at meter and decametre wavelengths (Keihm
& Langseth 1975).

The lunar albedo assumed here of 8% is based on radar reflectivity measurements at
low frequencies which have a questionable accuracy (Evans 1969). At this albedo, the
reflected Galactic emission is expected to be about 160 K at 60 MHz. An increase in
the albedo to 20% can accommodate the observed anomaly at 60 MHz. This is plausible
since the Moon is expected to have a substrate4 whose dielectric constant can be as
high as ǫ ≈ 6 for basaltic rock and ǫ ≈ 9 for anorthositic rock (Keihm 1984). Assum-
ing the top soil to be mostly transparent to radiation at our wavelengths, the Fresnel
reflection coefficients at normal incidence for the substrate yield albedos of 18 and 25%
which are within the range required to explain the anomaly. However the exact val-
ues of the albedo depend on the depth of the substrate layer, wavelength dependence of
the electromagnetic penetration depth, and scattering from boulders and rock fragments.

We therefore performed an independent estimation of the lunar albedo based on
known dielectric properties of the lunar regolith. Based on the analysis of Apollo sam-
ples, the lunar top soil has a dielectric constant of about ǫsoil = 2.7 (Keihm & Langseth
1975). We assume a dielectric constant for the bedrock (or substrate) of ǫsub = 6. The
depth of the substrate is expected to be between 3 and 5 m in the lunar maria, and
between 10 and 15 m in the highland regions (Heiken et al. 1991). The electromagnetic
penetration depth of 35λ is significantly larger than the expected range of substrate
depths, and hence the albedo may be approximately computed from the Fresnel reflec-

4 I use substrate to denote the lunar bedrock.
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Figure 6.6: Lunar brightness temperature inferred using an albedo based on a 2 layer
(soil+bedrock) model. Open circles are from data set to a flux scale based on the calibra-
tor (3C190) spectral index measured between 178 MHz and 750 MHz. Filled circles correspond
to a flux scale based on the low frequency spectral index of 3C190 measured between 178 MHz
and 74 MHz. The solid horizontal line shows the expected brightness temperature for our 2 layer
model, in the absence of any thermal evolution with regolith depth.

tion coefficients for a lossless 2 layer interface (vacuum-soil and soil-substrate) while
taking into account the interference of radiation reflected from the two interfaces5. Due
to this interference, the albedo is strongly dependent on the wavelength and the angle of
incidence. We therefore carried out ray tracing based on the prescription in Vedantham
et al. (2014) to compute the incident radio intensity on a grid of points on the Moon,
and the reflected intensity based on the 2 layer Fresnel reflection coefficients. In doing
so, to account for the varying regolith depths, we used an ‘ensemble albedo’ by averaging
the computed albedos for different depths uniformly distributed in the range 3 − 5 and
10 − 15 m. In Fig. 6.6, we plot the inferred brightness temperature of the Moon with
the computed albedo as open circles. An increased albedo also results in a corresponding
decrease in emissivity. In the absence of any thermal evolution with regolith depth, our
new albedo values yield a lunar thermal brightness temperature of about 220 K which is
shown as the solid line in the figure.

Another source of systematic error is a possible overestimation of the Moon-background
contrast at the lowest frequencies by forcing our data to follow a steeper-than-real spec-
tral index for the bandpass calibrator sources (mainly 3C190). We have set the flux scale
in our measurements using the VLSS flux for 3C190 at 74 MHz with a spectral index
from the 3CRR catalogue (http://3crr.extragalactic.info/) which was computed
between 178 MHz and 750 MHz. The spectral index of 3C190 (at low frequencies) com-
puted using its 178 MHz and 74 MHz flux is 0.81 which is shallower and perhaps more
accurate in our frequency range. We therefore placed the data on the new flux scale

5 This is akin to the well understood thin-film interference effect seen in soap bubbles at optical
wavelengths

http://3crr.extragalactic.info/
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based on the low frequency spectral index of 3C190. The resulting brightness temper-
ature of the Moon is shown in Fig. 6.6 as solid circles. Excluding the ‘bump’ between
66 and 74 MHz which is probably caused by confusion from Earthshine, we measure a
lunar brightness temperature of 420 ± 100 Kelvin (systematic scatter). We consider this
measurement to be our ‘best’ measurement given the available prior information on the
flux scale, lunar albedo, and the global sky models. More accurate determination of the
flux scale at low radio frequencies (interferometric and total power) are required to affirm
the anomalous result we have obtained.

6.4 Conclusions and future work

In this chapter, we have significantly improved upon our previous LOFAR-LBA measure-
ments (Vedantham et al. 2014) of Lunar occultation of the diffuse Galactic background
by employing inter-night differencing of visibilities. The Moon-background contrast is
determined to a high accuracy of about 45 Kelvin (1σ) around 55 MHz over a 1 MHz
bandwidth— an order of magnitude improvement over our previous measurement. This
is the first accurate determination of the Moon-background temperature contrast at me-
ter wavelengths made over an octave in frequency (35 − 75 MHz).

Using the observed Moon-background contrast, and estimates for the occulted back-
ground spectrum and reflected Galactic spectrum from global sky models from Guzmán
et al. (2011); de Oliveira-Costa et al. (2008), and an albedo of 8% (Evans 1969), we find
the lunar radio brightness temperature temperature between 35 and 75 MHz (4 − 8.5 m
wavelengths) to be about 717 ± 135 Kelvin (systematic error). A more precise determi-
nation of the lunar albedo based on a simple 2 layer model (soil+bedrock) stills yields a
lunar brightness temperature of 420 ± 100 Kelvin (systematic error).

The above result is unexpected. Apollo temperature measurements (in-situ) show a
thermal gradient of about 1.75 K m−1. The penetration depth of electromagnetic waves
at low frequencies is expected to be about 20λ. Yet these implied thermal gradients
are not expected to persist at the depths probed by our frequencies due to an expected
decrease in thermal conductivity and emissivity (due to subsurface scattering) based on
known properties of the lunar regolith. While lunar regolith properties at the relevant
depths are poorly understood, due to possible systematic errors in our estimate of the
occulted radio background temperatures, and our flux scale, we are currently unable to
definitively establish the observed anomaly as ‘true’.

Current and future work include the exploration of several strategies to reduce sys-
tematic errors in our data, and corroboration our hypothesis that the observed lunar
temperature anomaly is indeed true. We summarise some of them here.

1. We have acquired data similar to the one presented here but within the LOFAR high
band (110−175 MHz). VLA P-band data (around 327 MHz) has also been recently
provided to us by Dr. R. Perley and Dr. B. Butler of NRAO. Repeating our analysis
with these data-sets will provide a sufficiently large spectral baseline to confirm the
detected wavelength evolution of lunar brightness temperature. Processing of data
from the second lunar field is ongoing and will help in cross validation of systematic
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effects.

2. Our data still suffer from a nonzero covariance between the inferred Earthshine flux
and the lunar disc averaged flux. This can be mitigated by use of longer baselines,
the data for which are already available since LOFAR remote stations (baselines
up to about 80 km) participated in our observations. Since the remote stations are
not tied to a common clock, processing data from longer baselines will involve a
considerable amount of work in calibration pipeline development.

3. Accurate polarimetry of the Moon will also help in mitigating the problem of
Earthshine-lunar flux degeneracy. Since most terrestrial transmitters are expected
to be polarised, so is the reflected Earthshine. Hence polarimetry may be useful in
an independent estimate of Earthshine flux. Thermal and reflected emission from
the Moon are also expected to be polarised and are sensitive to dielectric constant
variations. Polarimetry may thus be useful in independently determining the lunar
albedo and in determining if the observed anomaly is indeed true.

4. Finally, current and future efforts also entail a proper error-analysis to assess the
propagation and covariance of errors in our measurements.
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CHAPTER

SEVEN

CONCLUSIONS AND OUTLOOK

The radio sky at low frequencies (ν . 200 MHz) contains the faint 21-cm signal of neutral
hydrogen from the epochs of cosmic dawn and reionization. Studying these unexplored
epochs via the redshifted 21-cm line is expected to revolutionise our understanding of
structure formation in the first one billion years of the Universe, and shed light on the
nature of the first stars, galaxies, and accreting black-holes, as well as the interstellar and
intergalactic medium around these objects (Gnedin & Ostriker 1997; Madau et al. 1997;
Furlanetto et al. 2006a; Pritchard & Loeb 2012). Opening this low frequency window to
the high redshift Universe is a daunting task due to the faintness of the expected 21-cm
signal as compared to astrophysical foreground emission, and challenges associated with
calibrating the data against instrumental corruptions and ionospheric propagation effects.

In this thesis, I have studied a number of outstanding problems in high redshift 21-
cm observations, while also developing novel observational techniques to circumvent some
of the calibration challenged inherent to traditional observational techniques. In what
follows, I summarise the main results from my thesis, with the text in italic font further
abbreviating the results. Finally, I distil the important conclusions of the thesis, and
provide an outlook for continued research.

7.1 Main results

The main results from my thesis may be drawn from two broad lines of investigation:
(i) understanding plasma propagation effects (primarily ionospheric) at low radio fre-
quencies, and their impact on high redshift 21-cm observations, and (ii) development of
a novel observational technique that employs lunar occultations to interferometrically
measure the spectrum of the diffuse (including the global component) radio sky.

7.1.1 Ionospheric effects on high redshift 21-cm observations

The ionosphere is a dispersive medium because its index of refraction is frequency de-
pendent. The refractive index scales with frequency ν approximately as ν−2. Since
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the redshifted 21-cm emission is separable from continuum foreground emission primar-
ily in the spectral domain, chromatic (frequency dependent) effects such as ionospheric
dispersion and absorption are important sources of signal contamination.

A homogeneous ionosphere

In this thesis, I have carried out the first study of the effects of ionospheric propagation
(refraction and absorption) on global (or total power) 21-cm observations. Using a 2-
layer model (D- and F-layer) that accounts for ionospheric absorption and refraction
respectively, I have arrived at the following results (chapter 2).

1. Ionospheric dispersion in conjunction with the Earth’s curvature makes even a ho-
mogeneous ionosphere act as a chromatic (frequency dependent) lens that refrac-
tively bends electromagnetic rays towards zenith. The bending angle is frequency
and zenith-angle dependent, but values for typical night-time ionospheric conditions
(ne = 5 × 1011 m−3) at 45 MHz vary between about 0.4 arcmin to 50 arcmin for
zenith angles of θ = 20 and θ = 90 deg respectively. This refractive lensing brings
sky regions that are below the geometric horizon into view of a radio antenna. This
leads to an additional antenna temperature that is about 20 K at 45 MHz and has
a power law like variation with frequency with spectral index of −α− 2 where α is
the spectral index with which the radio sky temperature varies with frequency. The
additional antenna temperature due to ionospheric refraction is about two orders of
magnitude larger than the expected 21-cm global signal from the cosmic dawn, and is
hence an important effect that foreground subtraction algorithms need to consider.

2. Rays incident on the ionospheric F-layer towards the horizon may undergo total
internal reflection and not reach the telescope at all. This leads to a sharp drop in
radio power measured at lower frequencies and manifests as a ‘knee’ in the mea-
sured brightness temperature versus frequency. The knee occurs at a frequency
of about ν ≈ 4νp where νp is the F-layer plasma frequency. In periods of large
F-layer electron densities in excess of 2 × 1012 m−3, the knee may occur within the
frequency range pertinent to cosmic dawn observations (ν & 50 MHz). Because
astrophysical signal are essentially separated from the global 21-cm signal based on
their spectral smoothness, total internal reflections events will lead to sharp modu-
lations in the antenna temperature spectrum and make the foreground subtraction
unfeasible. Data acquired under such circumstances must be rejected.

3. In addition to refraction, the ionosphere also causes wave propagation loss due
to collisions between the electrons and air molecules. This absorption may be
modelled as an additive component with a spectrum of the form να/(ν2 + ν2

p). For
typical D-layer night-time electron densities of ne = 5 × 108 m−3 and collisional
frequency of 10 MHz, the additive contribution to the measured sky temperature
from absorption is about −130 K at 40 MHz, which is also well above the expected
global 21-cm signal.

4. For a realistic sky model and with the inclusion of ionospheric refraction and ab-
sorption effects, using the spectral smoothness of astrophysical foreground alone for
foreground subtraction will lead to a loss of about 50 percent of the variance in the
21-cm signal signal. In chapter 2, I demonstrate a simple principle component
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analysis based technique that exploits the spatial structure in foregrounds (as op-
posed to the featureless global 21-cm signal) in additional to spectral smoothness,
and show that it outperforms parametric foreground fitting techniques (exploiting
spectral-smoothness only) proposed before (Pritchard & Loeb 2010b).

The turbulent ionosphere

The above results were obtained for the case of homogeneous ionospheric layers. In addi-
tion, the ionosphere also has a turbulent component. Density, and hence refractive index
turbulence in the ionosphere, spatially distorts the emergent electromagnetic wavefront.
This manifests as amplitude and phase scintillation, called ‘visibility scintillation’, on the
observer plane.

In this thesis, I have studied the effects of wave propagation through a turbulent
plasma as a problem of Fresnel diffraction from a phase modulating screen. A single
spatial wave-mode in plasma density perturbations scatters an incoming plane wave
from a point source so as to create two coherent and symmetric copies, or ‘speckles’, of
the source on the diffraction plane. The primary propagation effect from this wave mode
may be understood as the interference on the observer’s plane of the source with its
coherent speckles. I have developed an analytical framework to compute the aggregate
effect of various plasma wave-modes on a distribution of sources in the sky. In doing so,
I have for the first time, derived expressions for the visibility variance and the associated
spatial temporal and spectral coherence of scintillation noise for an arbitrary sky-intensity
distribution and an arbitrary power spectrum of ionospheric plasma density fluctuations.
In developing this framework and its application to the case of 21-cm observations, I have
arrived at the following results (chapters 3 & 4).

1. For baselines far exceeding the Fresnel length (rF ≈ 300 m at 150 MHz), visibility
scintillation is largely explained by an antenna (and source direction) dependent
ionospheric phase— the so called ‘pierce-point’ approximation. However, for base-
line comparable to or shorter than the Fresnel scale rF, refractive scintillation of the
sky is the dominant effect and cannot be cast as an antenna dependent ionospheric
phase: the widely used pierce point approximation breaks down.

2. Scintillation noise variance from an ensemble of point sources randomly distributed
on the sky is the same as that from a single source with a flux-density given by the
rms flux-density of the ensemble.

3. With the above result used in conjunction with realistic values for the ionospheric
phase power spectrum, and statistics of radio source flux-density distribution, I have
shown that for the range of baseline lengths and frequencies relevant for high redshift
21-cm observations, visibility scintillation noise, if left unmitigated, is comparable
to the nominal values for thermal noise. Hence in certain regimes (described below)
current and future high redshift 21-cm experiments must consider this additional
scintillation noise in their uncertainty estimation.

4. The angular (between 2 sources), spatial (between redundant baselines) and tempo-
ral coherence function of scintillation noise can all be abstracted into a common
covariance-function of the corresponding displacement on the phase screen ∆s:
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• For coherence on an angular separation of ∆l, the said displacement is given
by ∆s = h∆l where h is the distance to the phase screen.

• For temporal coherence on a timescale of ∆τ , resulting from a lateral motion
of ‘frozen’ turbulence with velocity v, the displacement is given by ∆s = ∆τv.

• For spatial coherence between redundant baselines separated by a vector ∆b,
the displacement if ∆s = ∆b.

5. The angular, temporal, and spatial coherence function of scintillation for a dis-
placement of ∆s has disparate behaviour in two limiting baseline-length regimes:

Regime Half-power width of scintillation coherence function
|b| . rF |∆s| = 2rF

|b| & rF |∆s| = 2|b| for b ⊥ ∆s
|∆s| = 4|b| for b||∆s

6. During gridding, visibilities are typically averaged into a given uv-cell over a tempo-
ral interval of ∆τcell = dprimν/(2b), where dprim is the primary aperture diameter.
Choosing a self-calibration solution cadence of tsol = ∆τcell will mitigate about half
of the scintillation noise variance. Reducing tsol further logarithmically improves
the efficiency of self-calibration.

7. For baselines comparable to or shorter than the Fresnel length, the angular coher-
ence scale for visibility scintillation is given by 2rF/h where h is the distance to the
phase modulating screen (ionosphere). The typical fields of view of 21-cm exper-
iments far exceed this value. Hence phase referencing with a single bright in-field
source is impossible for ionospheric calibration of 21-cm observations.

8. In a compact array wholly within the Fresnel scale, baselines experience coherent
visibility scintillation. However the number of incoherently scintillating ‘facets’
in the sky is larger than the number of available visibility constraints. A fully
filled compact array provides sufficient constraints to solve-for about 50% of the
scintillation noise variance. Evaluating the improvement in ‘calibratability’ from
longer baselines needs more work.

9. Though weak scintillation is a broadband phenomena it is observed by sparse ar-
rays such as LOFAR and MWA with a highly chromatic point spread function
due to stretching of the baselines in the Fourier plane with frequency. Hence scin-
tillation noise is largely confined to the well understood ‘wedge’ in the cylindrical
power spectrum space. It is important to note that even though such arrays may
achromatically sample the Fourier plane after Earth rotation synthesis, the relevant
point spread function to consider for scintillation noise calculations is the snapshot
point spread function within the coherence timescale for scintillation.

10. Though fully filled arrays such as HERA and SKA (core) are scintillation noise
dominated at all baselines, they have a mostly achromatic sampling function in the
Fourier plane even within a snapshot. This allows one to filter/remove scintillation
noise along with smooth spectrum foregrounds.
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7.1.2 Lunar occultation of the diffuse radio sky

An interferometer is a differencing instrument, and as such is insensitive to an all-sky
(global or monopole component) signal. However, by observing the occultation of a
global signal by the Moon, interferometers can measure the brightness contrast between
the occulting object and a global background. Using LOFAR data between 35 MHz and
80 MHz, I have demonstrated this technique of interferometrically measuring a global
signal for the first time. This has not only opened a novel observational route to measure
the global 21-cm signal interferometrically, but also brought into focus unique lunar
science that a new generation of low frequency radio telescopes such as LOFAR are
capable of. Regarding lunar occultation observations, I have arrived at the following
results (chapters 5 & 6).

1. The Moon reflects man-made radio frequency signals which may be called ‘Earth-
shine’. Since the lunar surface is smoothly undulating on the scale of a wavelength
at LOFAR-LBA frequencies (35 MHz to 80 MHz), Earthshine manifests as a com-
pact source at the centre of the lunar disc. Based on the known rms slopes on the
lunar surface, Earthshine is expected to be ‘scatter-broadened’ to about 4 arcmin
in angular extent. Since the lunar disc is much larger (about 30 arcmin), Earth-
shine can to first order, be independently modelled and isolated from the occultation
response.

2. Initial determinations of the magnitude of Earthshine (35 MHz to 80 MHz) reflected
from man-made space debris suggest that if the effective scattering cross section of
debris exceed about 175 m2 at an 800 km height, or just 15 m2 at 400 km height,
then Earth based global 21-cm experiments may be adversely affected.

3. Earthshine between 35 MHz and 80 MHz is at a level of a few Jy, is variable in fre-
quency, and can reach values as high as 15 Jy in isolated frequency channels. Based
on this measurement, Moon-based high redshift 21-cm experiments must conserva-
tively design from an isolation (towards the Earth) of about 80 dB between 35 MHz
and 80 MHz.

4. Since the Moon moves with respect to the ‘fixed’ stars by about 12 deg per day,
differencing visibilities on two consecutive nights is an effective way to subtract
confusion from unmodelled sources in the sky. Using such a differencing experiment,
I have measured the Moon-background contrast to an accuracy of about 2% within
a 1 MHz spectral baseline.

5. With the improved inter-night differencing data, we are currently limited by a non-
zero covariance between the lunar flux and reflected Earthshine estimates. Inclusion
of longer baselines (. 5 km projected) from LOFAR’s remote stations may be
instrumental in overcoming this source of confusion in lunar flux measurements.

6. The Moon reflects the radio sky. Taking the reflected Galactic emission with a pre-
viously measured lunar albedo of about 8% yields an unrealistically high brightness
temperature of the Moon of about 720 Kelvin between 35 MHZ and 75 MHz. How-
ever, the Moon is expected to have a sub-soil rock (or substrate) at a depth compa-
rable to the wavelengths relevant for high redshift 21-cm experiments. Reflections
from the two interfaces (vacuum-soil and soil-rock) are expected to interference in



160 chapter 7: Conclusions and outlook

an manner akin to thin-film interference seen in soap bubbles. Taking this effect
into account increases the disc averaged albedo of the Moon to about 20% and yields
a lunar brightness temperature of 420 ± 100 Kelvin.

7.2 Conclusions

In this section, I will draw general conclusions based on the main results of my thesis.

7.2.1 Ionospheric effects on the 21-cm global signal

The effects of ionospheric refraction and absorption are about 2 orders of magnitude
larger than the expected 21-cm global signal from the cosmic dawn. For moderate iono-
spheric conditions (ne . 2 × 1012 m−3), they have a smooth spectral structure akin to
the foreground emission, and as such are not a fundamental limitation to global 21-cm
experiments. Due to the large dynamic range between foreground plus their ionospheric
effects, and the expected cosmic dawn signal, foregrounds may not be fitted away to the
desired level as generic parametric functions. A better way forward is to determine opti-
mal basis functions that more accurately describe the spectrum of observed foregrounds
(rather than pre-supposed parametric functions) by independent means. One such av-
enue is provided by the spatial structure of foregrounds— the frequency evolution of the
spatially fluctuating foreground component provides effective basis functions that can be
used to fit foregrounds in the sky averaged (global) spectrum. This in conjunction with
calibration constraints obtained from embedding the dipole measuring the global signal
into an interferometric array is a promising way forward for measuring the global 21-cm
signal from the cosmic dawn (chapter 2).

7.2.2 Ionospheric effects on the 21-cm fluctuations

Ionospheric effects have been postulated to be a major challenge to current 21-cm power
spectrum experiments such as LOFAR and MWA. In this thesis, I have developed the
first rigorous treatment of the statistics of visibility scintillation for widefield arrays such
as LOFAR and MWA. For reasonable ionospheric conditions (diffractive scale & 10 km at
150 MHz) ionospheric uncertainties, though larger than thermal noise in certain regimes,
are largely confined to the well understood ‘wedge’ in cylindrical power spectrum space,
and as such do not pose a limitation to current 21-cm power spectrum experiments.

Since a significant fraction of the 21-cm signal lies within the ‘wedge’, I have also
considered the prospects for mitigating ionospheric effects via self-calibration. Most of
the sensitivity to the 21-cm signal comes from short baselines that are within the Fresnel
scale (rF ≈ 310 metre at 150 MHz). Such baselines experience source dependent but
baseline independent visibility scintillation. Hence calibration algorithms that solve for
a source dependent but antenna independent gains may be more effective in mitigating
scintillation noise that traditional antenna based solutions.

Scintillation on short baselines within the Fresnel scale have very small angular coher-
ence and temporal coherence scales with makes mitigation via self-calibration difficult.
Compact arrays will not possess sufficient number of constraints to mitigate more than
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about half the variance from scintillation noise via self-calibration. More work is needed
to assess the utility of using moderately long baselines (rF . b . few km) to calibrate
for scintillation noise on short baselines where bulk of the cosmic signal lies.

For baselines larger than the Fresnel scale, scintillation noise rapidly increases with
baseline length. Yet, contrary to intuition, longer baselines are also more ‘calibratable’.
This is because both the coherence area on the sky and the coherence timescale of scin-
tillation increase with baseline length, allowing one to solve in less number of directions
over longer solution intervals. Hence ionospheric effects may not pose a major hurdle to
studies of isolated sources with very long baselines (b & 10s of km).

Future arrays such as HERA and SKA will have a fully filled snapshot uv-coverage.
This will allow one to exploit the broad-band nature of visibility scintillation (weak-
scattering regime) to filter out scintillation noise along with smooth spectrum fore-
grounds. As such, even though these arrays will be scintillation noise dominated on
all baselines, ionospheric effects will not pose a limitation to 21-cm observations.

7.2.3 Lunar occultation of the diffuse sky

In this thesis I have presented the first low-frequency image of the Moon and demon-
strated a novel technique of employing lunar occultations to measure a global signal
interferometrically for the first time. This work has yielded an improved understanding
of the (i) the merits and limitations of this technique, (ii) the RFI environment on the
Moon, and (iii) prospects for unique lunar science with current low-frequency telescopes.

Differencing visibilities on two nights is an effective technique to mitigate sidelobe
confusion in the lunar occultation experiment. With improvements in ionospheric cali-
bration to correct for differential refractive shifts in source positions on the two night,
and with the advent of arrays (such as the SKA) with filled uv-coverages, chromatic side-
lobe confusion will perhaps not be a limitation to this experiment. Instead, the improved
Moon-background contrast measurements (chapter 6) have brought the focus on the re-
flection properties of the lunar regolith, and their impact on the experiment. Inclusion of
data from longer baselines along with improved theoretical modelling of the lunar albedo
are required to probe the existence of a diffuse (non-specular) component of reflected
Earthshine (due to Rayleigh scattering from boulders for instance) that may impose
limitations on a 21-cm experiment with the occultation technique. Similarly, since the
Moon has a layered structure (soil-bedrock etc.) interference of reflected emission from
various layers may lead to unwanted spectral ‘ripples’ in the apparent lunar temperature.
The finding of this thesis prompt a deeper investigation into the limitations of the above
factors on the occultation experiment.

By observing man-made RFI reflected by the Moon, I have studied the RFI envi-
ronment on the Moon— an important consideration for the design of recently proposed
Moon based radio astronomy missions. I find that such experiments should conserva-
tively design for about 80 dB of Earth isolation to detect the global 21-cm signal from
the cosmic dawn. For Earth based observations of the said signal, I find that RFI re-
flected off man-made debris (in orbit around the Earth) may be an important source of
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contaminant not considered before. Better modelling of the effective scattering cross-
section of debris is required to reach hard conclusions on the limitations to global 21-cm
experiments posed by such debris.

Detecting the global 21-cm signal via the occultation technique within reasonable
integrations times (∼ 1 day) will have to await arrays such as SKA that have high
filling factors (in their cores). However, the penetration depth (in the lunar regolith) for
electromagnetic waves for frequencies relevant to cosmic dawn studies is tens of metres—
depths at which little is known about the thermal state and composition of the regolith.
Hence studying the reflected emission (Earthshine and Galactic), as well as thermal
emission from the Moon at these frequencies can lead to unique lunar science in the near
future.

7.3 Outlook and concluding remarks

Observing the highly redshifted 21-cm signal from the epoch of formation of the first
luminous sources in the Universe is a very challenging task. The signal has eluded de-
tection by a host of industrious astronomers for well over four decades. However, the
last decade has witnessed a profound increase in understanding of the astrophysics of
this epoch as well as better constraints on the redshift range that experiments need to
target. This has lead to construction of the largest and most complex radio telescopes
at low frequencies till date.

While a first detection of the 21-cm signal from these epochs may be forthcoming,
the astronomical community is yet grappling with challenges inherent to high dynamic
range observations at low radio frequencies. In this thesis, I have made the first con-
certed effort to study an important and thus far overlooked problem in low frequency
observations, namely plasma propagation effects through the Earth’s ionosphere. I have
developed a theoretical framework to compute the statistics of ionospheric effects in ra-
dio interferometric data. With this framework, we are now in a position to compute the
‘calibratability’ of any generic array. Such an effort will provide invaluable inputs to the
design and trade-off studies currently being carried out for ambitious arrays such as the
SKA, as well as HERA and future upgrades to existing arrays (LOFAR, MWA, GMRT,
low-frequency VLA). It will also be an invaluable mathematical tool to clearly define ob-
servational (and calibration) limits set by the ionosphere for a given observational goal.

My work on the statistics of ionospheric effects has also shown that traditional antenna
based gain solutions (from self-calibration) may not optimal in mitigating scintillation
noise, particularly on short baselines where most of the sensitivity to the 21-cm signal
lies. Developing novel calibration algorithms to mitigate ionospheric scintillation noise
will form an important aspect of my future efforts.

My work on plasma-propagation effects has also opened interesting avenues for under-
standing the media themselves. The energy injection mechanism that drives ionospheric
turbulence for instance is still unknown. The ionospheric calibration solutions obtained
from current arrays may in the near future resolve this outstanding problem. In this the-
sis, I have studied the statistics of visibility scintillation for an arbitrary sky brightness
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distribution— an important extension of previous studies. This formalism essentially
frees us from studying (interplanetary and interstellar) plasma by observing the scintilla-
tion of isolated point-sources, and may lead to the measurements of turbulent properties
on scales that are not accessible by traditional single source observations.

The lunar occultation experiment is an excellent example of one that has opened more
questions and avenues for scientific investigation than has provided definitive answers for!
While studying the various systematic effects in order to explain what the data show,
the focus has shifted to studying the thermal and reflected Galactic emission from the
Moon. Since lunar thermal emission at frequencies relevant for 21-cm observations comes
predominantly from layers that are tens to hundreds of metres deep, such data provide an
excellent opportunity to study the thermal and dielectric properties of the lunar regolith
at thus far inaccessible depths. Since low frequencies are also sensitive to plasma prop-
agation effects, data from current arrays such as LOFAR may also be instrumental in
studying the circumlunar plasma whose density and even existence has been the matter
of much dispute, but whose effects are important in understanding lunar interaction with
the Earth’s magnetic field and the interplanetary medium. Understanding the plasma
environment on the Moon will also benefit future lunar landing missions.

I sincerely hope that the combined efforts of the current generation of radio as-
tronomers will soon lead to the first confirmed detection of the elusive 21-cm signal from
high redshifts. As this thesis and the work of my colleagues has shown, the path towards
this goal involves a deep understanding of astrophysical foregrounds, wave-propagation
effects, and signal processing algorithms. Deep understanding nearly always leads to new
discoveries, and the path towards high redshift science though arduous, is sure to be as
scientifically rewarding as the destination itself. I thus foresee a future in which current
instruments will lead to discoveries that they were not even designed for— discoveries of
equal significance if not more!
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ENGLISH SUMMARY

Introduction

The present-day Universe consists of luminous galaxies embedded in a tenuous Inter
Galactic Medium (IGM). The IGM primarily consists of hydrogen gas in an ionised state
i.e. the protons and electrons have been dissociated. This was not always the case in
the early Universe. After emitting the cosmic microwave background some 380 thousand
years after the Big Bang, the Universe had cooled sufficiently to consist mostly of hy-
drogen in the neutral state i.e. electrons were bound to protons. Due to an absence of
luminous source such as stars and galaxies, the ensuing period is referred to as the Dark
Ages (DA). As time progressed, this neutral gas is thought to have formed progressively
denser ‘clumps’ due to gravitational attraction, and these clumps eventually collapsed to
form the first stars and galaxies about 100 million years after the Big Bang 1. The epoch
of formation of the first stars in referred to as the Cosmic Dawn (CD). We currently do
not know the precise nature of the first stars, but their ultraviolet radiation is thought
to have ionised the neutral hydrogen in the IGM by about 1 billion years after the Big
Bang during the Epoch of Reionization (EoR). In addition to ultraviolet radiation from
the first stars, the end products of stellar evolution such as black-holes are known to emit
X-rays. These X-rays are also thought to have heated the IGM in addition to ionizing
it. The above cosmic history, and the various epochs are depicted in Fig. 1.

The dark ages, cosmic dawn, and reionization epochs form an unexplored period in
the history of our Universe, and hence are important area of study in contemporary as-
trophysics and cosmology. Our current understanding of these epochs is largely based on
imprecise extrapolations from observations of the cosmic microwave background (CMB)
and of subsequent generations of stars and galaxies. Directly observing these epochs is
critical to build a complete understanding of the nature of the first sources in the Universe
and their interaction with the IGM around them. Since hydrogen is the most abundant
element in the Universe, it is an effective probe of the physical state of the Universe at
any epoch. Neutral hydrogen preferentially interacts with electromagnetic radiation at a
defined set of frequencies or wavelengths, each of which correspond to an electronic tran-
sition within the hydrogen atom. Observationally speaking, the most promising probe

1 It is now about 13.7 billion years after the Big Bang
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Figure 1: A cartoon depicting of the history of the Universe. Image credit: Roen Kelly/Discover magazine
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of the physical conditions in the early Universe is a transition in the spin-state of the
electron and proton forming the hydrogen atom (see Fig. 1). This transition occurs at
a frequency of about 1.4 GHz or equivalently, at a wavelength of 21 cm. Detecting and
studying this 21-cm line from the early Universe will revolutionise our understanding of
the unexplored epoch when the first stars and galaxies formed.

Due to cosmic expansion, the 21-cm radiation from the early Universe is redshifted or
‘stretched’ to wavelengths of the order of few to several metres, corresponding to frequen-
cies between 40 and 200 MHz2. Each frequency in this range corresponds to a unique
redshift, or epoch in time during the early Universe. Hence by observing the angular vari-
ation of the 21-cm signal along with its spectral (frequency) variation, we can construct
a three dimensional picture of the physical conditions in the early Universe. To achieve
this goal, many pioneering radio telescopes such as LOFAR (www.lofar.org) have been
built, and even more ambitious ones such as the SKA (www.skatelescope.org) are cur-
rently being designed. Fig. 2 shows an aerial photograph of the central core of the
LOFAR telescope which is located near the village of Exloo in the Netherlands.

Current 21-cm observations of the early Universe fall under 2 broad categories: global
signal experiments, and angular power spectrum experiments. Global signal refers to the
sky-averaged 21-cm signal. By measuring the global signal at different frequencies, one
can study the bulk or average properties of the early Universe as a function of cosmic
time. Since global signal experiments measure the mean brightness of the radio sky,
they do not require any meaningful angular resolution and may be carried out by simple
all-sky viewing dipole antennas. Power spectrum experiments other hand, measure the
amount of fluctuations present in the 21-cm signal on different spatial scales. As opposed
to single dipoles, spatial fluctuations are measured by arrays of antennas forming a radio
interferometer such as LOFAR. Though a first detection of the global 21-cm signal as
well as its angular power spectrum may be impending, current experiments still face a
number of formidable challenges. The primary objective of this thesis is to study and
devise techniques to overcome some of the outstanding observational challenges in 21-cm
experiments.

Observational challenges in 21-cm cosmology

The expected signal from the CD and EoR epochs is extremely faint. Even detect-
ing such a faint signal requires one to observe for hundreds of hours using large radio
telescopes such as LOFAR3. In comparison to the expected 21-cm signal, foreground
emission from our own Galaxy and all the intervening Galaxies is 4 to 5 orders of mag-
nitude brighter. In addition to long exposures, detecting the cosmic 21-cm signal in
the presence of bright foreground emission requires extremely precise calibration of the
instrument and subtraction of the said foreground emission from the data. In addition,
man-made radio frequency interference (RFI) is several orders of magnitude stronger
than even the brightest astronomical sources. Data affected from such interference must

2 For comparison, the FM radio frequencies are typically between 88 and 108 MHz. FM stations
create interference and make radio astronomical observations difficult.

3 If just the high band antennas of LOFAR were all packed together, they would still span about 7
football fields!

www.lofar.org
www.skatelescope.org
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Figure 2: Top: An aerial photograph of the central core of LOFAR (image credit: c©Top-
Foto, Assen). The Low Band Antennas (bottom left, image credit: c©ASTRON) are inverted
V-shaped dipoles that are tuned to observed between 10 and 80 MHz where we expect to find
the signal from the Cosmic Dawn epoch. The High Band Antennas (bottom right, image credit:
c©ASTRON) reminiscent of spiders are fat dipoles that are tuned to observe between 110 and

200 MHz where we expect to find the signal from the Epoch of Reionization.

be efficiently identified and discarded. Dominant foregrounds and man-made interference
are the main challenges that must be overcome to detect the 21-cm signal from the early
Universe.

Opening the low frequency window

The electromagnetic waves we observe on the Earth are affected by their passage through
the Earth’s atmosphere. The Earth’s atmosphere provides ‘observation windows’— a set
of frequency bands where the atmosphere is mostly transparent. Fortunately, the 21-
cm signal from the early Universe falls under one such window. However a layer of the
Earth’s atmosphere, called the ionosphere, does impose small distortions on radio waves.
As seen in Fig. 3, These distortions manifest as small fluctuations in the apparent posi-
tion, morphology, and brightness of radio sources, much in the same way stars twinkle.
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Figure 3: Ionospheric effects on radio sources: The top left panel shows an image of a fore-
ground radio source made with 6 hours of exposure. Rest of the panels show snapshot images
made with just 12 seconds of exposure where the grey circle is centred on the true position of
the source to guide the eye. As seen, the ionosphere causes fluctuations in the position, flux,
and morphology of radio sources leading to imperfect removal of foreground emission.

Such distortions invariable lead to imperfect subtraction of foreground emission from our
data. Given the dominance of foregrounds over the cosmic signal, even small imper-
fections in foreground subtraction can leave sufficient residuals in radio images that are
larger than the cosmic 21-cm signal. Fully opening this radio frequency window to view
the early Universe thus requires a careful study of ionospheric corruptions and develop-
ment of techniques to mitigate them— one of the primary aims of this thesis.

A complementary approach to opening the radio frequency window involves devising
new observational techniques that have the potential to circumvent current challenges
in 21-cm experiments carried out with traditional radio astronomical means. One such
novel technique I develop in this thesis aims to circumvent an important limitation of
single dipole global signal experiments. As compared to interferometers, single dipole
experiments are difficult to calibrate in practice. Since an interferometer only measures
spatial fluctuations, it is in general insensitive to a spatially invariant global signal.
However, one can use interferometry to measure the contrast (or difference) between a
global signal and a reference source. In this thesis I explore the possibility of using the
Moon as a brightness reference to interferometrically measure the global 21-cm signal.
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This thesis

In chapter 2, I discuss the effects of frequency dependent antenna beam and ionospheric
effects on global 21-cm experiments with a single dipole. The ionosphere imparts a fre-
quency dependent ‘deflection’ to radio waves similar to what a prism does to optical
light. This results in a frequency dependent distortion on the observed spectrum of the
sky brightness. Since frequency corresponds to cosmic time, the time evolution signa-
tures from the early Universe can get corrupted due to this distortion. In chapter 2, I
devise a data processing technique to mitigate this corruption during periods of low to
moderate ionospheric densities. I also compute ionospheric densities beyond which single
dipole 21-cm experiments are adversely affected and such data must be discarded.

In Chapters 3 and 4, I study the effect of the ionosphere on interferometric measure-
ment of the 21-cm power spectrum. in Chapter 3, I derive for the first time, equations to
study the effects of ionospheric turbulence in wide field-of-view interferometers such as
LOFAR. Using these equations, I show that turbulence in the ionosphere leads to ran-
dom fluctuations in interferometric data which may be treated as an additional source of
noise, and that this noise can be the dominant source of uncertainty in low frequency ra-
dio observations. In chapter 4, I present forecasts for the limiting influence of ionospheric
effects in 21-cm power spectrum data as a function of the strength of turbulence. These
results can thus be used to asses the suitability of data acquired in particular periods for
accurate measurement of the 21-cm signal from the early Universe.

In chapter 5 and Fig. 4, I present the first images of the Moon at low radio frequen-
cies as part of a pilot study to assess the suitability of a new observational technique to
measure the global 21-cm signal with an interferometer. I confirm predictions based on
high frequency data that the Moon is ‘colder’ (or fainter) that the Galactic background
emission, and must thus appear as a ‘hole in the sky’ in interferometric images. I also
show that the Moon to first order acts as a smooth reflective sphere at radio frequencies,
due to which all the reflected man-made emissions appear as a compact ‘spot’ at the
centre of the lunar disc. I use measurements of the brightness of this ‘spot’ to assess
the strength of the combined radio frequency emissions from the Earth that propagate
into interplanetary and interstellar space. These measurements provide critical inputs
regarding the radio frequency interference environment on the Moon for proposed Moon-
based radio astronomy missions.

In chapter 6, I build on the results of chapter 5 to further refine the lunar occultation
technique. In doing so, I find the lunar temperature to be brighter than expected by
about 100 Kelvin. Since low frequency radio emissions come from deeper layers in the
lunar surface, these results can either be reconciled with higher sub-surface temperatures,
and/or increased albedo (reflectance) of the lunar surface for radio waves. However
better absolution calibration standards are necessary to ascertain this anomaly to be
true. Nevertheless, these results open up an interesting path for the current generation
of low frequency radio telescopes such as LOFAR to improve our understanding of deeper
layers of the lunar crust.
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Figure 4: First radio images of the Moon at low frequencies. The panels correspond to different
frequency bands. The Moon appears as a negative flux source (‘hole in the sky’) since it is fainter
than the Galactic radio emission it eclipses. The spot seen at the centre of the lunar disc in
the last 2 panels is reflected man-made radio emission! Images such as these can be used in the
future to infer the temperature of composition of the lunar crust at unprecedented depths of up
to 1 km.
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Introductie

Het huidige heelal bevat lichtgevende sterrenstelsels in een ijl intergalactisch medium
(IGM). Het IGM bestaat uit geïoniseerd waterstofgas, dat wil zeggen dat protonen en
elektronen van elkaar gescheiden zijn. Dit was niet altijd het geval in het vroege hee-
lal. Zo’n 380,000 jaar na de oerknal, toen de kosmische achtergrond straling (’cosmic
microwave background’, CMB) werd uitgezonden, was het heelal ver genoeg afgekoeld
om de elektronen wederom aan de protonen te binden (recombinatie). Het heelal be-
stond toen voornamelijk uit neutraal waterstofgas. Door het ontbreken van lichtgevende
bronnen, zoals sterren en sterrenstelsel, wordt de daaropvolgende periode wel de ‘dark
ages’ (DA) genoemd. Door de aantrekkende werking van de zwaartekracht klontert de
materie. Deze klonten materie storten uiteindelijk ineen om zo de eerste sterren en ster-
renstelsels te vormen. Dit proces begint zo’n 100 miljoen jaar na de oerknal 4. Het tijd-
perk van de formatie van de eerste sterren en sterrenstelsels wordt "cosmic dawn"(CD),
kosmische dageraad, genoemd. We kennen de exacte eigenschappen van de eerste ster-
ren niet, maar hun ultraviolette (uv) straling heeft waarschijnlijk het neutrale waterstof
gas in het heelal geïoniseerd tijdens de ’Epoch of Reionization’ (EoR), het tijdperk van
reïonisatie. Ongeveer 1 miljard jaar na de verknal is het overgrote deel van het heelal
geïoniseerd, waarmee het tijdperk van reïonisatie eindigt. Naast uv-straling van de eerste
sterren, werd er ook Röntgenstraling uitgezonden in de nabijheid van zwarte gaten, een
eindresultaat van sterevolutie. Deze Röntgenstraling heeft het IGM zowel geïoniseerd al-
swel verhit. De hierboven beschreven kosmische evolutie, en de verschillende tijdperken
zijn weergegeven in Fig. 1.

De dark ages, cosmic dawn en reïonisatie tijdperken zijn een nauwelijks tot niet
onderzochte periode in de geschiedenis van ons heelal en zijn dus een belangrijk onder-
zoeksgebied in de hedendaagse sterrenkunde en kosmologie. Onze huidige kennis van deze
tijdperken is grotendeels gebaseerd op onnauwkeurige extrapolaties van waarnemingen
van de kosmische achtergrondstraling en van latere generaties van sterren en sterrens-
telsels. Directe waarnemingen van deze tijdperken zijn echter cruciaal om een volledig
begrip op te bouwen van de aard van de eerste bronnen in het heelal en hun interactie met

4 Op dit moment is het heelal 13,7 miljard jaar oud
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Figuur 1: Een schematische weergave van de geschiedenis van het heelal. Beeldrecht: Roen Kelly/Discover magazine
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het IGM om hen heen. Waterstof is een krachtige graadmeter van de fysische toestand
van het heelal in elk tijdsgewricht, aangezien waterstof het meest voorkomende element
is. Neutraal waterstof heeft bij voorkeur interactie met elektromagnetische straling bij
bepaalde frequenties of golflengtes, deze horen bij bepaalde elektrische overgangen in het
waterstof atoom. De meest veelbelovende manier om fysische toestand van het vroege
heelal te onderzoeken is met behulp van een overgang in de spintoestand van het proton
en het elektron die het waterstofatoom vormen (zie Fig. 1). Deze overgang komt voor bij
een frequentie van ongeveer 1420 MHz, equivalent aan een golflengte van 21-cm. Door
het waarnemen en bestuderen van deze 21-cm lijn uit het vroege heelal.
zal ons begrip van het tijdperk van de eerste sterren en sterrenstelsels een revolutie
ondergaan.

De 21-cm straling uit het vroege heelal is door de uitdijing van het heelal rood-
verschoven of ‘opgerekt’ tot golflengtes in de orde van meters. Dit komt overeen met
frequenties tussen 40 en 200 MHz5 Elke frequentie in dit bereik komt overeen met een
unieke roodverschuiving, ofwel epoche in het vroege heelal. Door de hoek- en frequen-
tievariatie van het 21-cm signaal waar te nemen, kunnen we een driedimensionaal beeld
opbouwen van de fysische omstandigheden in het vroege heelal. Om dit doel te bereiken
zijn veel baanbrekende radiotelescopen gebouwd, zoals LOFAR (www.lofar.org), en nog
ambitieuzere radiotelescopen worden ontworpen, zoals SKA (www.skatelescope.org).
Fig. 2 laat een luchtfoto zien van het binnenste deel van de kern van de LOFAR tele-
scoop, dat gelegen is bij het dorp Exloo in Drenthe, Nederland.

De huidige 21-cm waarnemingen van het vroege heelal vallen in twee algemene cat-
egorieën: globale experimenten en angular power spectrum experimenten. Een globaal
signaal verwijst naar een 21-cm signaal dat over de gehele hemel gemiddeld is. De
gemiddelde eigenschappen van het vroege heelal als functie van de tijd kunnen worden
onderzocht door het globale signaal op verschillende frequenties te meten. Aangezien
globale experimenten de gemiddelde helderheid van de hemel meten, hebben ze geen noe-
menswaardige resolutie nodig en kunnen dus met simpele dipool antennes, die de gehele
hemel zien, worden waargenomen. Power spectrum experimenten daarentegen meten de
hoeveelheid fluctuaties in het 21-cm signaal op verschillende ruimtelijke schalen. In tegen-
stelling tot dipolen, worden ruimtelijke fluctuaties gemeten met ‘arrays’ van antennes, die
samen een radio-interferometer vormen, zoals LOFAR. Alhoewel de eerste waarnemingen
van het globale 21-cm signaal en van het angular power spectrum mogelijk aanstaande
zijn, worden de huidige experimenten nog geconfronteerd met geduchte uitdagingen. Het
primaire doel van dit proefschrift is om technieken te ontwikkelen en te bestuderen die
een aantal van deze openstaande problemen in 21-cm experimenten moeten oplossen.

Observationele uitdagingen in 21-cm kosmologie

Het verwachte signaal van de CD en EoR tijdperken is extreem zwak. Om deze zwakke
signalen waar te nemen is het noodzakelijk honderden uren te observeren met een grote
radiotelescoop zoals LOFAR6. In vergelijking met het verwachte 21-cm signaal is de
voorgrond-emissie van ons eigen sterrenstelsel en alle tussenliggende sterrenstelsels vier

5 Ter vergelijking, FM radio frequenties liggen tussen de 88 en 108 MHz. FM zenders storen en maken
sterrenkundige radiowaarnemingen moeilijker.

6 Alle hoge band antennes samen hebben een oppervlakte van ongeveer 7 voetbalvelden!

www.lofar.org
www.skatelescope.org
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Figuur 2: Boven: een luchtfoto van de centrale kern van LOFAR (beeldrecht: c©Top-Foto,
Assen). De lage band antennes (links onder, beeldrecht: c©ASTRON) zijn omgekeerde V-
vormige dipolen en zijn afgestemd om waar te nemen tussen 10 en 80 MHz, waar het signaal
van het cosmic dawn tijdperk verwacht wordt. De hoge band antennes (rechts onder, beeldrecht:
c©ASTRON) doen denken aan spinnen en zijn ‘fat dipoles’ die zijn afgestemd om waar te nemen

tussen 110 en 200 MHz, waar we het signaal verwachten van het tijdperk van reïonisatie.

tot vijf ordes van grootte sterker. Naast zeer lange belichtingstijden, is het noodzake-
lijk om de telescoop uiterst precies te ijken (kalibreren) en om de genoemde voorgrond
emissie uit de data te verwijderen. Bovendien zijn er veel kunstmatige stoorbronnen
(Radio Frequency Interference, RFI) , die enkele ordegroottes kunnen uitstijgen boven
de helderste sterrenkundige bronnen. Data die beïnvloed zijn door RFI moeten efficiënt
geïdentificeerd en verwijderd worden. Het extreem sterke voorgrond signaal en de kun-
stmatige interferentie zijn de belangrijkste uitdagingen die overwonnen moeten worden
om het 21-cm signaal uit het vroege heelal waar te kunnen nemen.

Het lage frequentie venster openen

De elektromagnetische golven die we waarnemen op aarde worden vervormd door de
atmosfeer van de aarde. De atmosfeer voorziet in ‘waarnemingsvensters’— een set van
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Figuur 3: Ionosferische effecten op radiobronnen: In het paneel links boven is een beeld te zien
van een radiobron in de voorgrond gemaakt met zes uur belichtingstijd. De overige panelen laten
moment opnames zien met een belichtingstijd van 12 sekonden. De grijze cirkel is gecentreerd
op de echte positie van de bron. De ionosfeer veroorzaakt dus fluctuaties in de positie, de flux
en de morfologie van radiobronnen, wat tot een imperfecte verwijdering van voorgrond emissie
aanleiding geeft.

golflengtegebieden waar de atmosfeer grotendeels transparant is. Het 21-cm signaal uit
het vroege heelal valt gelukkig in zo’n venster. Een laag van de atmosfeer van de aarde,
genaamd de ionosfeer, veroorzaakt echter kleine vervormingen in de radiogolven. Deze
vervormingen verschijnen, zoals aangegeven in Fig. 3, als kleine fluctuaties in de schi-
jnbare positie, morfologie en helderheid van radiobronnen. Dit is vergelijkbaar met
het twinkelen van sterren. De vervormingen zorgen voor imperfecte verwijdering van
voorgrond emissie uit onze data. Zelfs kleine imperfecties in deze verwijdering kunnen
residuen achterlaten die groter zijn dan het kosmische 21-cm signaal, aangezien de voor-
gronden zoveel sterker zijn dan het kosmische signaal. Om dit radiovenster volledig te
kunnen openen om het vroege heelal te bestuderen, is het dus noodzakelijk om de ionos-
ferische verstoringen minutieus te onderzoeken en om technieken te ontwikkelen om ze
te beperken — dit is een van de primaire doelstellingen van dit proefschrift.

Het ontwikkelen van nieuwe observationele technieken is een manier om de huidige
uitdagingen van 21-cm experimenten te omzeilen en kan zo een aanvulling zijn op het
openen van de radiofrequentievensters. Een van deze technieken die ik in dit proefschrift
ontwikkel heeft als doel een belangrijke beperkende factor van enkele dipool globaal
signaal experimenten te omzeilen. Ten opzichte van interferometers zijn experimenten
met een enkele dipool in de praktijk moeilijk te kalibreren. Een interferometer is echter
ongevoelig voor een constant signaal, doordat het alleen ruimtelijke fluctuaties meet.
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Daarentegen kan een interferometer gebruikt worden om het contrast (of verschil) tussen
een globaal signaal en een referentiebron te bepalen. In dit proefschrift onderzoek ik
de mogelijkheid om de maan als een helderheidsreferentie te gebruiken om zo met een
interferometer het globale 21-cm signaal te meten.

Dit proefschrift

In hoofdstuk 2 bespreek ik de gevolgen van een frequentie afhankelijke antenne ‘beam’
en van ionosferische effecten op globale 21-cm experimenten met een enkele dipool. De
ionosfeer geeft een frequentie afhankelijke afbuiging aan radiogolven, vergelijkbaar met
wat een prisma doet met zichtbaar licht. Dit resulteert in een frequentie afhankelijke ver-
vorming van het waargenomen spectrum van de helderheid van de hemel. De kenmerken
van de evolutie van het signaal uit het vroege heelal kunnen beschadigd worden door
deze vervorming, aangezien frequentie overeenkomt met kosmische tijd. In hoofdstuk 2
ontwikkel ik een techniek om deze beschadigingen tegen te gaan tijdens periodes van lage
tot middelmatige ionosferische dichtheden. Ik bereken ook de ionosferische dichtheden
waarboven enkele-dipool 21-cm experimenten nadelig worden beïnvloed, zulke data zijn
dan ook onbruikbaar.

In hoofdstukken 3 en 4 bestudeer ik de effecten van de ionosfeer op interferometrische
meting van het 21-cm power spectrum. In hoofdstuk 3 leid ik voor de eerste keer de
vergelijkingen af om de effecten van ionosferische turbulentie op een interferometer met
een groot blikveld, zoals LOFAR, te bestuderen. Ik laat met behulp van deze vergeli-
jkingen zien dat turbulentie in de ionosfeer zorgt voor willekeurige fluctuaties in inter-
ferometrische data. Dit kan als een extra bron van ruis worden beschouwd en kan zelfs
de dominante bron van ruis worden in lage frequentie waarnemingen. In hoofdstuk 4
presenteer ik voorspellingen voor de beperkende invloed van ionosferische effecten in 21-
cm power spectrum data als een functie van de mate van turbulentie. Deze resultaten
kunnen dus gebruikt worden om te beoordelen of de data uit bepaalde periodes geschikt
zijn voor een nauwkeurige meting van het 21-cm signaal uit het vroege heelal.

In hoofdstuk 5 en Fig. 4 presenteer ik de eerste beelden van de maan op lage frequen-
ties, als onderdeel van een verkennend onderzoek naar de bruikbaarheid van een nieuwe
waarneemtechniek om het globale 21-cm signaal waar te nemen met een interferometer.
Ik bevestig de voorspellingen, gebaseerd op data op hogere frequenties, dat de maan
‘kouder’ (of zwakker) is dan de galactische achtergrond straling. Daarom moet de maan
eruitzien als een ‘gat in de hemel’ in interferometrische beelden. Ik laat ook zien dat de
maan zich, naar eerste orde, gedraagt als een gladde, reflecterende bol bij radiofrequen-
ties. Daardoor komt de gereflecteerde kunstmatige straling (RFI) van de aarde als een
compacte ‘vlek’ terecht in het midden van de maan-schijf. Ik gebruik metingen van de
sterkte van deze ‘’vlek’ om de sterkte van de radiostraling van de gehele aarde te bepalen.
Deze straling spreidt zich immers uit in de interplanetaire en interstellaire ruimte. Deze
metingen verschaffen dan ook informatie over de radio interferentie omgeving op de maan.
Deze data zijn noodzakelijk voor voorgestelde radiosterrenkundige missies op en om de
maan.
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Figuur 4: De eerste radio beelden van de maan op lage frequenties. De panelen komen overeen
met verschillende frequentiebanden. De maan verschijnt als een negatieve flux bron (‘gat in de
hemel’), aangezien het zwakker is dan de galactische radio-emissie dat door de maan verduisterd
wordt. De vlek in het midden van de maanschijf in de laatste twee panelen is gereflecteerde
kunstmatige radio straling ! Beelden zoals deze kunnen in de toekomst gebruikt worden om de
temperatuursamenstelling van de maankorst te bepalen tot een ongekende diepte van 1 km.

In hoofdstuk 6 bouw ik verder op de resultaten van hoofdstuk 5, door de maan-
bedekkings-techniek verder te verfijnen. Daarbij vind ik dat de temperatuur van de
maan ongeveer 100 graden Kelvin warmer is dan verwacht. Radiogolven op lage fre-
quenties zijn afkomstig uit de diepere lagen onder het maanoppervlak. Dit resultaat
zou dan ook verklaard kunnen worden door een hogere temperatuur in diepere lagen
en/of met een toegenomen albedo (reflectie) van het maanoppervlak voor radiogolven
van (bijvoorbeeld) onze melkweg. Betere standaards voor absolutie kalibratie zijn echter
nodig om na te gaan of deze afwijking echt is. Niettemin openen deze resultaten een
interessante mogelijkheid voor de huidige generatie van laag-frequente radio telescopen,
zoals LOFAR, om ons begrip van de diepere lagen van de maankorst te verbeteren.
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